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Outline

In statistics and machine learning, we want to compare an inferred
probability distribution q(x) to the true distribution p(x), such as

Evaluating goodness-of-fit
Comparing approximate inference methods
Evaluate MCMC convergence
Compare quality of Variational estimates

Towards this end, these papers propose:
Use Stein’s method to build a theoretical framework
Use kernels and bootstrapping to create a tractable and accurate
statistical test
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Stein’s Method

Want to compare two densities p(x) and q(x)
Crux of the Stein’s method: p and q are identical if and only if

Ep[sq(x)f (x) +∇x f (x)] = 0. (1)

f (x) is a smooth function with proper zero-boundary conditions.
sq(x) is called the (Stein) score function of q(x):

sq(x) = ∇x log q(x)
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Stein Discrepancy

Goal: measure how different two distributions are
Can define a Stein discrepancy measure:

S(p,q) = max
f∈F

(Ep[sq(x)f (x) +∇x f (x)])2 (2)

F is a set of smooth functions where (1) is satisfied and
S(p,q) > 0 whenever p 6= q
Issue: is very intractable
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RKHS Stein Discrepancy

Proposed ideas in both paper: use a Reproducing Kernel Hilbert
Space (RKHS)
F is a ball in the RKHS
Simplifies Stein Discrepancy to

E(p,q) = Ex ,x ′∼p[uq(x , x ′)], (3)

where

uq(x , x ′) =sq(x)T k(x , x ′)sq(x ′) + sq(x)T∇x ′k(x , x ′) (4)

+sq(x ′)T∇xk(x , x ′) + trace(∇x ,x ′k(x , x ′)). (5)

k(x , x ′) is a kernel function (e.g. RBF)
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Testing Procedure

The proposed frameworks for testing follow a similar procedure
1 Use samples to construct a test statistic
2 Use bootstrap samples to estimate the 1− α empirical quantile of

the null hypothesis (p = q)
3 If the test statistic exceeds the quantile, reject
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Approach from Chwialkowski et al.
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Estimating the Stein Discrepancy

Goal: estimate the squared Stein discrepancy to determine if q = p.

Quadratic time estimator is the V-Statistic:

Vn =
1
n2

n∑

i,j=1

uq(xi , xj)

Two big issues
No computable closed form for asymptotic null distribution
Correlation structure is difficult to address

One approach: wild bootstrap technique
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Wild Bootstrap Technique

Model sequences with an auxiliary random process: simple Markov
chain Wt ,n on {−1,1} where the chain flips its value with probability an
(typically .5).

Creates a bootstraped V-statistic:

Bn =
1
n2

n∑

i,j=1

Wi,nWj,nup(xi , yj)

Use {Bn}Di=1 to estimate the null hypothesis distribution (p = q)
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Approach from Liu et al.
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Estimating the Stein Discrepancy

Goal: estimate the squared Stein discrepancy to determine if q = p.

Quadratic time estimator is the U-Statistic:

Un =
1

n(n − 1)

∑

1≤i 6=j≤n

uq(xi , xj)

The U-Statistic is unbiased but not necessarily positive.
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Estimating the null hypothesis

Draw
(w1, . . . ,wn) ∼ Mult(n;

1
n
, . . . ,

1
n
)

then
U∗n =

∑

i 6=j

(wi −
1
n
)(wj −

1
n
)uq(xi , xj)

is an sample of the null hypothesis.

Use {U∗n}Di=1 to estimate the null hypothesis distribution (p = q)
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Discrepancy Simulations
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A Kernelized Stein Discrepancy for Goodness-of-fit Tests
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Figure 1. Results on 1D Gaussian mixture. (a)-(c) The error rates of different methods vs. the perturbation magnitude �per when
perturbing the mean, variance and mixture weights, respectively; we use a fixed sample size of n = 100. (d)-(f) the error rates vs. the
sample size n, with fixed perturbation magnitude �per = 1. We find that the type I errors of all the methods are well controlled under
0.05, and hence the reported error rates are essentially type II errors. (g) The ROC curve with mean perturbation, n = 100, �per = 1.

4) MMD-MC(n0). Draw exact sample {yi} of size n0 from
q(x) and perform two sample MMD test of Gretton et al.
(2012) over {xi} and {yi} using bootstrap3, with 1000
bootstrap replicates.

5) MMD-MCMC(n0). Draw approximate sample {yi} of
size n0 from q(x) using Gibbs sampler and perform MMD
test on {xi} and {yi}; we use 1000 burn-in steps.

6) LR (simple vs. simple). We evaluate the ex-
act log-likelihood ratio 2 log(q(x)/p(x)) and use it to test
whether {xi} is drawn from p(x) or q(x). This approach is
an oracle test in that it knows it exactly calculates the like-
lihood, and assumes we know p(x) and tests a much easier
null hypothesis of simple vs. simple.

7) Likelihood Ratio (AIS). We approximately
evaluate the likelihood ratio using annealed importance
sampling (AIS), which is one of the most widely used algo-
rithm for approximating likelihood (Neal, 2001; Salakhut-
dinov & Murray, 2008). Our AIS implementation uses a
Gibbs sampler transition with a linear temperature grid of
size 1000. We do not perform a test based on the AIS result
because it is hard to know the approximation error.

1D Gaussian Mixture We draw i.i.d. sample {xi}n
i=1

from p(x) =
P5

k=1 wkN (x ; µk,�2) with wk = 1/5,
� = 1 and µk randomly drawn from Uniform[0, 10]. We
then generate q(x) by adding Gaussian noise on µk, log wk,

3We use the mmdTestBoot.m under http://www.
gatsby.ucl.ac.uk/%7Egretton/mmd/mmd.htm

or log �2, leading to three different ways for perturbation;
the perturbation magnitude is controlled by the variance
�2

per of Gaussian noise. In our experiment, we set q(x)
randomly with equal probability to be either the true model
p(x) (H0 : p = q), or the perturbed version (H1 : p 6= q),
and use different methods to test H0 vs. H1. We repeat
1000 trials, and report the average error rate in Figure 1.

We find from Figure 1 that the oracle LR (simple vs.
simple) performs the best as expected. Otherwise, our
KSD-U performs comparably with, or better than, the
classical tests (�2, Kolmogorov-Smirnov and Cramer-Von
Mises) as well as MMD-MC(1000). KSD-Linear tends
to perform the worst, suggesting it is not useful in this sim-
ple setting. However, it can serve as a computationally ef-
ficient alternative of KSD-U for more complex models on
which the other tests are not practical. Note that because
both the cases of p = q and p 6= q happen with 0.5 prob-
ability in our simulation, the error rate in the hardest case
when p is close q is 0.5.

Gaussian-Bernoulli Restricted Boltzmann Machine
(RBM) Gaussian-Bernoulli RBM is a hidden variable
graphical models consist of a continuous observable vari-
able x 2 Rd and a binary hidden variable h 2 {±1}d0

,
with joint probability

p(x, h) =
1

Z
exp(

1

2
x>Bh + b>x + c>h � 1

2
||x||22),

where Z is the normalization constant. The probability of
the observable variable x is p(x) =

P
h2{±1}d0 p(x, h),
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Figure 2. Results on Gaussian-Bernoulli RBM. (a) The error rate vs. the perturbation magnitude �per . (b) The error rate of MMD-MC vs.
the size of the exact sample used. (c) Different discrepancy measures between p and q under the null p = q (blue solid lines) and the
alternatives p 6= q (dashed red lines); the x-axes are the deviation �per between p and q when p 6= q. We set n = 100 in all the cases.

which is intractable to calculate due to the difficult constant
term Z. Nevertheless, one can show that its score function
sp can be easily calculated in a closed form,

sp(x) = b � x + B �(B>x + c), �(y) =
e2y � 1

e2y + 1
.

In our experiment, we simulate a true model p(x) by draw-
ing b and c from standard Gaussian and select B uniformly
randomly from {±1}; we use d = 50 observable variables
and d0 = 10 hidden variables, so that it remains possible
to exactly calculate p(x) and draw exact samples using the
brute-force algorithm. Similar to the case of 1D Gaussian
mixture, we set q(x) randomly with equal probability to be
equal to either p(x) or a perturbed version by adding Gaus-
sian noise to B with variance �2

per. We report the the error
rates of different tests in Figure 2; the results are averaged
on 1000 random trials.

Figure 2(a) shows that the oracle LR (simple vs.
simple) performs the best again as expected, fol-
lowed by our KSD-U method. The MMD-MCMC breaks
down because the MCMC sample is not representative
of q, while the performance of MMD-MC depends on
the size of the exact sample: it performs worse than
KSD-U with MMD-MC(100), and is almost as good with
MMD-MC(1000); see also Figure 2(b). Again, we find
that KSD-linear generally performs much worse than
KSD-U, but it provides a computationally efficient O(n)
alternative to KSD-U which has a O(mn2) complexity and
MMD which costs O(mnn0). A trade-off between linear

and quadratic complexity can be achieved using block av-
eraging; see Zaremba et al. (2013).

Figure 2(c)-(h) shows the different discrepancy measures
under the case p = q and p 6= q, respectively. Again, we
can find that the exact likelihood ratio provides the best dis-
crimination, while MMD-MCMC fails to distinguish the two
cases at all. The AIS approximation performs reasonably
well, but is worse than KSD-U and MMD-MC(1000) in
this particular case.

7. Conclusion and Future Directions
We propose a new computationally tractable discrepancy
measure between complex probability models, and use it to
derive a novel class of goodness-of-fit tests. We believe our
discrepancy measure provides a new fundamental tool for
analyzing and using complex probability models in statis-
tics and machine learning. Future directions include ex-
tending our method to composite goodness-of-fit tests, in
which we want to test if the observed data follows a given
class of distributions, as well as understanding the theo-
retical discrimination power of KSD compared to the other
classical goodness-of-fit tests, two sample tests (e.g., MMD
with infinite exact Monte Carlo sample), and the method in
Gorham & Mackey (2015).
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Kernel Test Simulations
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A Kernel Test of Goodness of Fit

We recognise that the expected value of r(log p(Z) �
log q(Z))k(Z, ·) is the mean embedding of a function
g(y) = r

⇣
log p(y)

q(y)

⌘
with respect to the measure q. By

the assumptions the function g is square integrable; there-
fore, since the kernel k is Co-universal, by Carmeli et al.
(2010, Theorem 4.2 b) its embedding is zero if and only if
g = 0. This implies that

r log
p(y)

q(y)
= (0, · · · , 0).

A constant vector field of derivatives can only be generated
by a constant function, so log p(y)

q(y) = C, for some C, which
implies that p(y) = eCq(y). Since p and q both integrate to
one, C = 0 and thus p = q, which is a contradiction.

3.2. Wild Bootstrap Testing

The two concepts required to derive the distribution of the
test statistic are: ⌧ -mixing (Dedecker et al., 2007; Leucht
& Neumann, 2013), and V-statistics (Serfling, 1980).

We assume ⌧ -mixing as our notion of dependence within
the observations, since this is weak enough for most practi-
cal applications. Trivially, i.i.d. observations are ⌧ -mixing.
As for Markov chains, whose convergence we study in the
experiments, the property of geometric ergodicity implies
⌧ -mixing (given that the stationary distribution has a finite
moment of some order – see the Appendix for further dis-
cussion). For further details on ⌧ -mixing, see (Dedecker &
Prieur, 2005; Dedecker et al., 2007). For this work, we as-
sume a technical condition

P1
t=1 t2

p
⌧(t)  1. A direct

application of (Leucht, 2012, Theorem 2.1) characterises
the limiting behavior of nVn for ⌧ -mixing processes.

Proposition 3.1. If h is Lipschitz continuous and
Eqhp(Z, Z) < 1 then, under the null hypothesis, nVn

converges weakly to some distribution.

The proof, which is a simple verification of the relevant as-
sumptions, can be found in the Appendix. Although a for-
mula for a limit distribution of Vn can be derived explicitly
(Theorem 2.1 Leucht, 2012), we do not provide it here. To
our knowledge there are no methods of obtaining quantiles
of a limit of Vn in closed form. The common solution is to
estimate quantiles by a resampling method, as described in
Section 2. The validity of this resampling method is guar-
anteed by the following proposition (which follows from
Theorem 2.1 of Leucht and a modification of the Lemma 5
of Chwialkowski et al. (2014)), proved in the supplement.

Proposition 3.2. Let f(Z1,n, · · · , Zt,n) =
supx |P (nBn > x|Z1,n, · · · , Zt,n) � P (nVn > x)|
be a difference between quantiles. If h is Lipschitz
continuous and Eqhp(Z, Z)2 < 1 then, under the null
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Figure 1. Large autocovariance, unsuitable bootstrap. The param-
eter an is too large and the bootstrapped V-statistics Bn are too
low on average. Therefore, it is very likely that Vn > Bn and the
test is too conservative.

hypothesis, f(X1,n, · · · , Xt,n) converges to zero in prob-
ability; under the alternative hypothesis, Bn converges to
zero, while Vn converges to a positive constant.

As a consequence, if the null hypothesis is true, we can ap-
proximate any quantile; while under the alternative hypo-
thesis, all quantiles of Bn collapse to zero while P (Vn >
0) ! 1. We discuss specific case of testing MCMC con-
vergence in the Appendix.

4. Experiments
We provide a number of experimental applications for our
test. We begin with a simple check to establish correct
test calibration on non-i.i.d. data, followed by a demon-
stration of statistical model criticism for Gaussian process
(GP) regression. We then apply the proposed test to quan-
tify bias-variance trade-offs in MCMC, and demonstrate
how to use the test to verify whether MCMC samples are
drawn from the desired stationary distribution. In the fi-
nal experiment, we move away from the MCMC setting,
and use the test to evaluate the convergence of a non-
parametric density estimator. Code can be found at ht-
tps://github.com/karlnapf/kernel_goodness_of_fit.

STUDENT’S T VS. NORMAL

In our first task, we modify Experiment 4.1 from Gorham
& Mackey (2015). The null hypothesis is that the observed
samples come from a standard normal distribution. We
study the power of the test against samples from a Stu-
dent’s t distribution. We expect to observe low p-values
when testing against a Student’s t distribution with few de-
grees of freedom. We consider 1, 5, 10 or 1 degrees of
freedom, where 1 is equivalent to sampling from a stan-
dard normal distribution. For a fixed number of degrees of
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Figure 2. Large autocovariance, suitable bootstrap. The parame-
ter anis chosen suitably, but due to a large autocorrelation within
the samples, the power of the test is small (effective sample size
is small).

freedom we draw 1400 samples and calculate the p-value.
This procedure is repeated 100 times, and the bar plots of
p-values are shown in Figures 1,2,3.

Our twist on the original experiment 4.1 by Gorham &
Mackey is that the draws from the Student’s t distribution
exhibit temporal correlation. We generate samples using a
Metropolis–Hastings algorithm, with a Gaussian random
walk with variance 1/2. We emphasise the need for an
appropriate choice of the wild bootstrap process parame-
ter an. In Figure 1 we plot p-values for an being set to
0.5. Such a high value of an is suitable for i.i.d. obser-
vations, but results in p-values that are too conservative
for temporally correlated observations. In Figure 2, we set
an = 0.02, which gives a well calibrated distribution of the
p-values under the null hypothesis, however the test power
is reduced. Indeed, p-values for five degrees of freedom
are already large. The solution that we recommend is a
mixture of thinning and adjusting an, as presented in the
Figure 3. We thin the observations by a factor of 20 and
set an = 0.1, thus preserving both good statistical power
and correct calibration of p-values under the null hypoth-
esis. In a general, we recommend to thin a chain so that
Cor(Xt, Xt�1) < 0.5, set an = 0.1/k, and run test with at
least max(500k, d100) data points, where k < 10.

COMPARING TO A PARAMETRIC TEST IN INCREASING
DIMENSIONS

In this experiment, we compare with the test proposed by
Baringhaus & Henze (1988), which is essentially an MMD
test for normality, i.e. the null hypothesis is that Z is a d-
dimensional standard normal random variable. We set the
sample size to n = 500, 1000 and an = 0.5, generate

Z ⇠ N (0, Id) Y ⇠ U [0, 1],
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Figure 3. Thinned sample, suitable bootstrap. Most of the auto-
correlation within the sample is canceled by thinning. To guar-
antee that the remaining autocorrelation is handled properly, the
wild bootstrap flip probability is set at 0.1.

d 2 5 10 15 20 25
B&H

n = 500
1 1 1 0.86 0.29 0.24

Stein 1 1 0.86 0.39 0.05 0.05
B&H

n = 1000
1 1 1 1 0.87 0.62

Stein 1 1 1 0.77 0.25 0.05

Table 1. Test power vs. sample size for the test by Baringhaus &
Henze (1988) (B&H) and our Stein based test.

and modify Z0  Z0 + Y . Table 1 shows the power as a
function of the sample size. We observe that for higher di-
mensions, and where the expectation of the kernel exists in
closed form, an MMD-type test like (Baringhaus & Henze,
1988) is a better choice.

STATISTICAL MODEL CRITICISM ON GAUSSIAN
PROCESSES

We next apply our test to the problem of statistical model
criticism for GP regression. Our presentation and approach
are similar to the non i.i.d. case in Section 6 of Lloyd &
Ghahramani (2015). We use the solar dataset, consisting
of a d = 1 regression problem with N = 402 pairs (X, y).
We fit Ntrain = 361 data using a GP with an exponentiated
quadratic kernel and a Gaussian noise model, and perform
standard maximum likelihood II on the hyperparameters
(length-scale, overall scale, noise-variance). We then apply
our test to the remaining Ntest = 41 data. The test attempts
to falsify the null hypothesis that the solar dataset was
generated from the plug-in predictive distribution (condi-
tioned on training data and predicted position) of the GP.
Lloyd & Ghahramani refer to this setup as non-i.i.d., since
the predictive distribution is a different univariate Gaussian
for every predicted point. Our particular Ntrain, Ntest were
chosen to make sure the GP fit has stabilised, i.e. adding
more data did not cause further model refinement.
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STATISTICAL MODEL CRITICISM ON GAUSSIAN
PROCESSES

We next apply our test to the problem of statistical model
criticism for GP regression. Our presentation and approach
are similar to the non i.i.d. case in Section 6 of Lloyd &
Ghahramani (2015). We use the solar dataset, consisting
of a d = 1 regression problem with N = 402 pairs (X, y).
We fit Ntrain = 361 data using a GP with an exponentiated
quadratic kernel and a Gaussian noise model, and perform
standard maximum likelihood II on the hyperparameters
(length-scale, overall scale, noise-variance). We then apply
our test to the remaining Ntest = 41 data. The test attempts
to falsify the null hypothesis that the solar dataset was
generated from the plug-in predictive distribution (condi-
tioned on training data and predicted position) of the GP.
Lloyd & Ghahramani refer to this setup as non-i.i.d., since
the predictive distribution is a different univariate Gaussian
for every predicted point. Our particular Ntrain, Ntest were
chosen to make sure the GP fit has stabilised, i.e. adding
more data did not cause further model refinement.
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Figure 2. Large autocovariance, suitable bootstrap. The parame-
ter anis chosen suitably, but due to a large autocorrelation within
the samples, the power of the test is small (effective sample size
is small).

freedom we draw 1400 samples and calculate the p-value.
This procedure is repeated 100 times, and the bar plots of
p-values are shown in Figures 1,2,3.

Our twist on the original experiment 4.1 by Gorham &
Mackey is that the draws from the Student’s t distribution
exhibit temporal correlation. We generate samples using a
Metropolis–Hastings algorithm, with a Gaussian random
walk with variance 1/2. We emphasise the need for an
appropriate choice of the wild bootstrap process parame-
ter an. In Figure 1 we plot p-values for an being set to
0.5. Such a high value of an is suitable for i.i.d. obser-
vations, but results in p-values that are too conservative
for temporally correlated observations. In Figure 2, we set
an = 0.02, which gives a well calibrated distribution of the
p-values under the null hypothesis, however the test power
is reduced. Indeed, p-values for five degrees of freedom
are already large. The solution that we recommend is a
mixture of thinning and adjusting an, as presented in the
Figure 3. We thin the observations by a factor of 20 and
set an = 0.1, thus preserving both good statistical power
and correct calibration of p-values under the null hypoth-
esis. In a general, we recommend to thin a chain so that
Cor(Xt, Xt�1) < 0.5, set an = 0.1/k, and run test with at
least max(500k, d100) data points, where k < 10.

COMPARING TO A PARAMETRIC TEST IN INCREASING
DIMENSIONS

In this experiment, we compare with the test proposed by
Baringhaus & Henze (1988), which is essentially an MMD
test for normality, i.e. the null hypothesis is that Z is a d-
dimensional standard normal random variable. We set the
sample size to n = 500, 1000 and an = 0.5, generate

Z ⇠ N (0, Id) Y ⇠ U [0, 1],
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Figure 3. Thinned sample, suitable bootstrap. Most of the auto-
correlation within the sample is canceled by thinning. To guar-
antee that the remaining autocorrelation is handled properly, the
wild bootstrap flip probability is set at 0.1.

d 2 5 10 15 20 25
B&H

n = 500
1 1 1 0.86 0.29 0.24

Stein 1 1 0.86 0.39 0.05 0.05
B&H

n = 1000
1 1 1 1 0.87 0.62

Stein 1 1 1 0.77 0.25 0.05

Table 1. Test power vs. sample size for the test by Baringhaus &
Henze (1988) (B&H) and our Stein based test.

and modify Z0  Z0 + Y . Table 1 shows the power as a
function of the sample size. We observe that for higher di-
mensions, and where the expectation of the kernel exists in
closed form, an MMD-type test like (Baringhaus & Henze,
1988) is a better choice.

STATISTICAL MODEL CRITICISM ON GAUSSIAN
PROCESSES

We next apply our test to the problem of statistical model
criticism for GP regression. Our presentation and approach
are similar to the non i.i.d. case in Section 6 of Lloyd &
Ghahramani (2015). We use the solar dataset, consisting
of a d = 1 regression problem with N = 402 pairs (X, y).
We fit Ntrain = 361 data using a GP with an exponentiated
quadratic kernel and a Gaussian noise model, and perform
standard maximum likelihood II on the hyperparameters
(length-scale, overall scale, noise-variance). We then apply
our test to the remaining Ntest = 41 data. The test attempts
to falsify the null hypothesis that the solar dataset was
generated from the plug-in predictive distribution (condi-
tioned on training data and predicted position) of the GP.
Lloyd & Ghahramani refer to this setup as non-i.i.d., since
the predictive distribution is a different univariate Gaussian
for every predicted point. Our particular Ntrain, Ntest were
chosen to make sure the GP fit has stabilised, i.e. adding
more data did not cause further model refinement.
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Figure 4. Fitted GP and data used to fit (blue) and to apply test
(red).

Figure 4 shows training and testing data, and the fitted GP.
Clearly, the Gaussian noise model is a poor fit for this par-
ticular dataset, e.g. around X = �1. Figure 5 shows the
distribution over D = 10000 bootstrapped V-statistics Bn

with n = Ntest. The test statistic lies in an upper quantile of
the bootstrapped null distribution, correctly indicating that
it is unlikely the test points were generated by the fitted
GP model, even for the low number of test data observed,
n = 41.

In a second experiment, we compare against Lloyd &
Ghahramani: we compute the MMD statistic between test
data (Xtest, ytest) and (Xtest, yrep), where yrep are samples
from the fitted GP. We draw 10000 samples from the null
distribution by repeatedly sampling new ỹrep from the GP
plug-in predictive posterior, and comparing (Xtest, ỹrep) to
(Xtest, yrep). When averaged over 100 repetitions of ran-
domly partitioned (X, y) for training and testing, our good-
ness of fit test produces a p-value that is statistically not
significantly different from the MMD method (p ⇡ 0.1,
note that this result is subject to Ntrain, Ntest). We em-
phasise, however, that Lloyd & Ghahramani’s test requires
to sample from the fitted model (here 10000 null samples
were required in order to achieve stable p-values). Our test
does not sample from the GP at all and completely side-
steps this more costly approach.

BIAS QUANTIFICATION IN APPROXIMATE MCMC

We now illustrate how to quantify bias-variance trade-offs
in an approximate MCMC algorithm – austerity MCMC
(Korattikara et al., 2013). For the purpose of illustration
we use a simple generative model from Gorham & Mackey
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Figure 6. Distribution of p-values as a function of ✏ for austerity
MCMC.
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Austerity MCMC is a Monte Carlo procedure designed
to reduce the number of likelihood evaluation in the accep-
tance step of the Metropolis-Hastings algorithm. The crux
of method is to look at only a subset of the data, and make
an acceptance/rejection decision based on this subset. The
probability of making a wrong decision is proportional to
a parameter ✏ 2 [0, 1] . This parameter influences the time
complexity of austerity MCMC: when ✏ is larger, i.e., when
there is a greater tolerance for error, the expected computa-
tional cost is lower. We simulate {Xi}1i400 points from
the model with ✓1 = 0 and ✓2 = 1. In our experiment,
there are two modes in the posterior distribution: one at
(0, 1) and the other at (1,�1). We run the algorithm with
✏ varying over the range [0.001, 0.2]. For each ✏ we calcu-
late an individual thinning factor, such that correlation be-
tween consecutive samples from the chains is smaller than
0.5 (greater ✏ generally required more thinning). For each
✏ we test the hypothesis that {✓i}1i500 is drawn from the
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Figure 4. Fitted GP and data used to fit (blue) and to apply test
(red).

Figure 4 shows training and testing data, and the fitted GP.
Clearly, the Gaussian noise model is a poor fit for this par-
ticular dataset, e.g. around X = �1. Figure 5 shows the
distribution over D = 10000 bootstrapped V-statistics Bn

with n = Ntest. The test statistic lies in an upper quantile of
the bootstrapped null distribution, correctly indicating that
it is unlikely the test points were generated by the fitted
GP model, even for the low number of test data observed,
n = 41.

In a second experiment, we compare against Lloyd &
Ghahramani: we compute the MMD statistic between test
data (Xtest, ytest) and (Xtest, yrep), where yrep are samples
from the fitted GP. We draw 10000 samples from the null
distribution by repeatedly sampling new ỹrep from the GP
plug-in predictive posterior, and comparing (Xtest, ỹrep) to
(Xtest, yrep). When averaged over 100 repetitions of ran-
domly partitioned (X, y) for training and testing, our good-
ness of fit test produces a p-value that is statistically not
significantly different from the MMD method (p ⇡ 0.1,
note that this result is subject to Ntrain, Ntest). We em-
phasise, however, that Lloyd & Ghahramani’s test requires
to sample from the fitted model (here 10000 null samples
were required in order to achieve stable p-values). Our test
does not sample from the GP at all and completely side-
steps this more costly approach.

BIAS QUANTIFICATION IN APPROXIMATE MCMC

We now illustrate how to quantify bias-variance trade-offs
in an approximate MCMC algorithm – austerity MCMC
(Korattikara et al., 2013). For the purpose of illustration
we use a simple generative model from Gorham & Mackey
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MCMC.
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Austerity MCMC is a Monte Carlo procedure designed
to reduce the number of likelihood evaluation in the accep-
tance step of the Metropolis-Hastings algorithm. The crux
of method is to look at only a subset of the data, and make
an acceptance/rejection decision based on this subset. The
probability of making a wrong decision is proportional to
a parameter ✏ 2 [0, 1] . This parameter influences the time
complexity of austerity MCMC: when ✏ is larger, i.e., when
there is a greater tolerance for error, the expected computa-
tional cost is lower. We simulate {Xi}1i400 points from
the model with ✓1 = 0 and ✓2 = 1. In our experiment,
there are two modes in the posterior distribution: one at
(0, 1) and the other at (1,�1). We run the algorithm with
✏ varying over the range [0.001, 0.2]. For each ✏ we calcu-
late an individual thinning factor, such that correlation be-
tween consecutive samples from the chains is smaller than
0.5 (greater ✏ generally required more thinning). For each
✏ we test the hypothesis that {✓i}1i500 is drawn from the
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Figure 4. Fitted GP and data used to fit (blue) and to apply test
(red).

Figure 4 shows training and testing data, and the fitted GP.
Clearly, the Gaussian noise model is a poor fit for this par-
ticular dataset, e.g. around X = �1. Figure 5 shows the
distribution over D = 10000 bootstrapped V-statistics Bn

with n = Ntest. The test statistic lies in an upper quantile of
the bootstrapped null distribution, correctly indicating that
it is unlikely the test points were generated by the fitted
GP model, even for the low number of test data observed,
n = 41.

In a second experiment, we compare against Lloyd &
Ghahramani: we compute the MMD statistic between test
data (Xtest, ytest) and (Xtest, yrep), where yrep are samples
from the fitted GP. We draw 10000 samples from the null
distribution by repeatedly sampling new ỹrep from the GP
plug-in predictive posterior, and comparing (Xtest, ỹrep) to
(Xtest, yrep). When averaged over 100 repetitions of ran-
domly partitioned (X, y) for training and testing, our good-
ness of fit test produces a p-value that is statistically not
significantly different from the MMD method (p ⇡ 0.1,
note that this result is subject to Ntrain, Ntest). We em-
phasise, however, that Lloyd & Ghahramani’s test requires
to sample from the fitted model (here 10000 null samples
were required in order to achieve stable p-values). Our test
does not sample from the GP at all and completely side-
steps this more costly approach.

BIAS QUANTIFICATION IN APPROXIMATE MCMC

We now illustrate how to quantify bias-variance trade-offs
in an approximate MCMC algorithm – austerity MCMC
(Korattikara et al., 2013). For the purpose of illustration
we use a simple generative model from Gorham & Mackey
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Austerity MCMC is a Monte Carlo procedure designed
to reduce the number of likelihood evaluation in the accep-
tance step of the Metropolis-Hastings algorithm. The crux
of method is to look at only a subset of the data, and make
an acceptance/rejection decision based on this subset. The
probability of making a wrong decision is proportional to
a parameter ✏ 2 [0, 1] . This parameter influences the time
complexity of austerity MCMC: when ✏ is larger, i.e., when
there is a greater tolerance for error, the expected computa-
tional cost is lower. We simulate {Xi}1i400 points from
the model with ✓1 = 0 and ✓2 = 1. In our experiment,
there are two modes in the posterior distribution: one at
(0, 1) and the other at (1,�1). We run the algorithm with
✏ varying over the range [0.001, 0.2]. For each ✏ we calcu-
late an individual thinning factor, such that correlation be-
tween consecutive samples from the chains is smaller than
0.5 (greater ✏ generally required more thinning). For each
✏ we test the hypothesis that {✓i}1i500 is drawn from the
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Figure 7. Average number of likelihood evaluations a function of
✏ for austerity MCMC (the y-axis is in millions of evaluations).
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Figure 8. Density estimation: p-values for an increasing number
of data N for the non-parametric model. Fixed n = 500.

true stationary posterior, using our goodness of fit test. We
generate 100 p-values for each ✏ , as shown in Figure 6.
A good approximation of the true stationary distribution is
obtained at ✏ = 0.4, which is still parsimonious in terms of
likelihood evaluations, as shown in Figure 7.

CONVERGENCE IN NON-PARAMETRIC DENSITY
ESTIMATION

In our final experiment, we apply our goodness of fit test
to measuring quality-of-fit in nonparametric density estim-
ation. We evaluate two density models: the infinite dimen-
sional exponential family (Sriperumbudur et al., 2014), and
a recent approximation to this model using random Fourier
features (Strathmann et al., 2015). Our implementation of
the model assumes the log density to take the form f(x),
where f lies in an RKHS induced by a Gaussian kernel
with bandwidth 1. We fit the model using N observations
drawn from a standard Gaussian, and perform our quad-
ratic time test on a separate evaluation dataset of fixed size
n = 500. Our goal is to identify N sufficiently large that
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Figure 9. Approximate density estimation: p-values for an in-
creasing number of random features m. Fixed n = 500.

the goodness of fit test does not reject the null hypothesis
(i.e., the model has learned the density sufficiently well,
bearing in mind that it is guaranteed to converge for suf-
ficiently large N ). Figure 8 shows how the distribution of
p-values evolves as a function of N ; this distribution is uni-
form for N = 5000, but at N = 500, the null hypothesis
would very rarely be rejected.

We next consider the random Fourier feature approxima-
tion to this model, where the log pdf, f , is approximated us-
ing a finite dictionary of random Fourier features (Rahimi
& Recht, 2007). The natural question when using this ap-
proximation is: “How many random features are needed?”
Using the same test set size n = 500 as above, and a large
number of samples, N = 5 · 104, Figure 9 shows the dis-
tributions of p-values for an increasing number of random
features m. From m = 50, the null hypothesis would rarely
be rejected. Note, however, that the p-values do not have
a uniform distribution, even for a large number of random
features. This subtle effect is caused by over-smoothing
due to the regularisation approach taken by Strathmann
et al. (2015, KMC finite), which would not otherwise have
been detected.
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Figure 7. Average number of likelihood evaluations a function of
✏ for austerity MCMC (the y-axis is in millions of evaluations).
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of data N for the non-parametric model. Fixed n = 500.

true stationary posterior, using our goodness of fit test. We
generate 100 p-values for each ✏ , as shown in Figure 6.
A good approximation of the true stationary distribution is
obtained at ✏ = 0.4, which is still parsimonious in terms of
likelihood evaluations, as shown in Figure 7.

CONVERGENCE IN NON-PARAMETRIC DENSITY
ESTIMATION

In our final experiment, we apply our goodness of fit test
to measuring quality-of-fit in nonparametric density estim-
ation. We evaluate two density models: the infinite dimen-
sional exponential family (Sriperumbudur et al., 2014), and
a recent approximation to this model using random Fourier
features (Strathmann et al., 2015). Our implementation of
the model assumes the log density to take the form f(x),
where f lies in an RKHS induced by a Gaussian kernel
with bandwidth 1. We fit the model using N observations
drawn from a standard Gaussian, and perform our quad-
ratic time test on a separate evaluation dataset of fixed size
n = 500. Our goal is to identify N sufficiently large that
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creasing number of random features m. Fixed n = 500.

the goodness of fit test does not reject the null hypothesis
(i.e., the model has learned the density sufficiently well,
bearing in mind that it is guaranteed to converge for suf-
ficiently large N ). Figure 8 shows how the distribution of
p-values evolves as a function of N ; this distribution is uni-
form for N = 5000, but at N = 500, the null hypothesis
would very rarely be rejected.

We next consider the random Fourier feature approxima-
tion to this model, where the log pdf, f , is approximated us-
ing a finite dictionary of random Fourier features (Rahimi
& Recht, 2007). The natural question when using this ap-
proximation is: “How many random features are needed?”
Using the same test set size n = 500 as above, and a large
number of samples, N = 5 · 104, Figure 9 shows the dis-
tributions of p-values for an increasing number of random
features m. From m = 50, the null hypothesis would rarely
be rejected. Note, however, that the p-values do not have
a uniform distribution, even for a large number of random
features. This subtle effect is caused by over-smoothing
due to the regularisation approach taken by Strathmann
et al. (2015, KMC finite), which would not otherwise have
been detected.
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50 100 500 1000 2000 5000

N

0.0

0.2

0.4

0.6

0.8

1.0

p
-v

a
lu

e

Figure 8. Density estimation: p-values for an increasing number
of data N for the non-parametric model. Fixed n = 500.

true stationary posterior, using our goodness of fit test. We
generate 100 p-values for each ✏ , as shown in Figure 6.
A good approximation of the true stationary distribution is
obtained at ✏ = 0.4, which is still parsimonious in terms of
likelihood evaluations, as shown in Figure 7.

CONVERGENCE IN NON-PARAMETRIC DENSITY
ESTIMATION

In our final experiment, we apply our goodness of fit test
to measuring quality-of-fit in nonparametric density estim-
ation. We evaluate two density models: the infinite dimen-
sional exponential family (Sriperumbudur et al., 2014), and
a recent approximation to this model using random Fourier
features (Strathmann et al., 2015). Our implementation of
the model assumes the log density to take the form f(x),
where f lies in an RKHS induced by a Gaussian kernel
with bandwidth 1. We fit the model using N observations
drawn from a standard Gaussian, and perform our quad-
ratic time test on a separate evaluation dataset of fixed size
n = 500. Our goal is to identify N sufficiently large that
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creasing number of random features m. Fixed n = 500.

the goodness of fit test does not reject the null hypothesis
(i.e., the model has learned the density sufficiently well,
bearing in mind that it is guaranteed to converge for suf-
ficiently large N ). Figure 8 shows how the distribution of
p-values evolves as a function of N ; this distribution is uni-
form for N = 5000, but at N = 500, the null hypothesis
would very rarely be rejected.

We next consider the random Fourier feature approxima-
tion to this model, where the log pdf, f , is approximated us-
ing a finite dictionary of random Fourier features (Rahimi
& Recht, 2007). The natural question when using this ap-
proximation is: “How many random features are needed?”
Using the same test set size n = 500 as above, and a large
number of samples, N = 5 · 104, Figure 9 shows the dis-
tributions of p-values for an increasing number of random
features m. From m = 50, the null hypothesis would rarely
be rejected. Note, however, that the p-values do not have
a uniform distribution, even for a large number of random
features. This subtle effect is caused by over-smoothing
due to the regularisation approach taken by Strathmann
et al. (2015, KMC finite), which would not otherwise have
been detected.
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