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Introduction

MoCo [9], SimCLR [2], BYOL [8] and SwAV [1] have been
proposed to reduced the gap with supervised methods.

Self-supervised learning is expected to learn from any random
image and from any unbounded dataset.

SElf-supERvised (SEER) is proposed, a ResNetY with 1.3B
parameters trained on 1B random images, achieved 84.2%
top-1 accuracy.



Method

1. Online self-supervised method SwAV [1].

2. The family of convnet architectures RegNet [12].

3. Technical strategies to train large models on billions of images.



SwAV

SwAV [1] stands for Swapping Assignments between multiple
Views of the same image.

It learns semantic representation that yields consistent cluster
assignments between multiple views of the same image.

The system learns semantic representations by mining clusters
invariant to data augmentation.

If features of multiple views of the same image capture the
same information, we can predict the assignment of one from
the feature of another view.



SwAV

Consider a set of K clusters, each associated with a learnable
d-dimensional prototype vector ck . Let C = (c1, . . . , cK ) denote
the prototype matrix.
Given a batch of B images, each image i is transformed into two
views xi1 and xi2. All views are then feed to a convnet to obtain
two sets of features (f11, . . . , fB1) and (f12, . . . , fB2).
Each set of features is assigned independently to the cluster
prototypes using an Optimal Transport solver.



SwAV
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Figure: Contrastive instance learning (left) and SwAv (right).



SwAV

The loss function is

L(fi1, fi2) = l(fi1,qi2) + l(fi2,qi1). (1)

The swapped/cluster prediction loss l(f,q) is the cross entropy
between the cluster assignment and a softmax of the dot product
of f and all prototypes ck :
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where τ is a temperature parameter.



SwAV Algorithm

Figure: Implementation details of SwAV training.



Model family: RegNetY

RegNets [12] are a family of architectures defined by a design
space of convnets consisting of 4 stages, with each stage
containing a series of identical blocks, while keeping the structure
of their blocks fixed – namely the residual bottleneck block [7].



Optimization and Training at Scale

Learning rate schedule: the cosine wave [11] and fixed
learning rate schedule.

Reducing memory consumption per GPU: gradient
checkpointing[4] and mixed precision.

Optimizing Training speed: use the optimized
SyncBatchNorm.

Large scale Pretraining data: a dataloader that directly
samples ran- dom, public, and non-EU images from Instagram.



Experiment Setup

Pretrain 6 RegNet architectures of different capacities,
RegNetY-8,16,32,64,128,256GF, on 1B random, public and
non-EU Instagram images with SwAV.

Finetune models on image classification on ImageNet dataset.

Follow the same data augmentation as in SwAV [1].

Finetune for 35 epochs with SGD, batch size of 256, learning
rate of 0.0125, weight decay of 104, and momentum of 0.9.

Report top-1 accuracy on validation using center crop of
224224.



Experiments

1. Finetuning Large Pretrained Models.

2. Low-shot learning.

3. Transfer to Other Benchmarks.

4. Ablation study on the impact of the Model Architecture.

5. Ablation study on the training data scale.



Finetuning Large Pretrained Models

Figure: Compare the largest pretrained model, a RegNetY-256GF, with existing self-supervised pretrained
models. SEER achieves 84.2% top-1 accuracy on ImageNet, surpassing by +1%, the best existing pretrained model
from SimCLRv2 [3]. [7]



Finetuning Large Pretrained Models

Figure: Compare different model capacities of SEER with the original models trained in SwAV [1], and
pretraining on curated data from SimCLRv2 [3] and ViT [5]. The network architectures are different. Top-1
accuracy after finetuning on ImageNet is reported. The conclusion remains unchanged regardless of the model
capacity, showing that combining RegNet with SwAV is a good candidate for pretraining. [7]



Finetuning Large Pretrained Models

Figure: The impact of model capacity on the performance of pretraining compared to training from scratch.
While model capacity benefits both initializations, it has a more significant impact on pretrained models when
scaled to hundreds of millions of parameters. A reason is that training these architecture from scratch could overfit
on ImageNet which is a relatively small dataset. [7]



Low-shot learning

Figure: Low-shot learning on Places205 [14] dataset. Compare the impact of different pretraining when
transferring to Places205 with different fraction of the train set available for finetuning. Top-1 accuracy and a
RegNetY-128GF architecture is used for pretraining and the supervised pretraining on ImageNet. A stable gain of
2.5% in top-1 accuracy, regardless of the fraction of training data available to finetune on Places205. [7]



Low-shot learning

Figure: Low-shot learning on ImageNet. Compare with semi-supervised approaches and self-supervised
pretraining on low- shot learning. SEER is finetuned on either 1% or 10% of ImageNet, and does not access the
rest of ImageNet images. As opposed to SEER, the other methods use all the images from ImageNet during
pretraining or finetuning. Nonetheless, SEER approach achieves a top-1 accuracy of 77.9% with only 10% of
ImageNet, which is competitive with these methods (2% gap). On 1% of the data, i.e, 10K images, the gap
increases significantly but note that the other methods are using the full ImageNet from pretraining. [7]



Low-shot learning

Figure: Impact of capacity on low-shot learning. We report the rel- ative improvement in top-1 accuracy when
finetuning pretrained RegNets with different capacities on a fraction of ImageNet. Note that we only access to 1%
and 10% of the images and their labels. We also report the relative improvement for a pretrained model finetuned
on the full ImageNet dataset (“100%”). For reference, we report the relative improvement of RegNets trained with
supervision on the full ImageNet dataset (“Sup.”). A first observation is that increasing model capacity gives a
higher relative improvement as we decrease the access to both labels and images. [7]



Transfer to Other Benchmarks

Figure: Linear evaluation of image classification. Comparison between the features from the pretrained
RegNetY-128GF and RegNetY-256GF with features from the same architecture pretrained on ImageNet with and
without supervision. Model weights are freeze and only a linear classifier is learned. Consider benchmarks including
iNaturalist [13], OpenImages [10], Places205 [14] and Pascal VOC [6]. Self-supervised features transfer better than
supervised features regardless of the pretraining data. [7]



Transfer to Other Benchmarks

Figure: Detection and segmentation evaluation. We train a Mask-RCNN model on the COCO benchmark with
pretrained RegNetY-64GF and RegNetY-128GF as backbones. For both downstream tasks and architec- tures, our
self-supervised pretraining outperforms super- vised pretraining by 1.5 - 2 AP points. However, the gap in
performances between different architectures is small (0.1 - 0.5 AP) compared to what we observed on
ImageNet. [7]



Ablation study on the impact of the Model Architecture

Figure: CaptComparison across architectures. We pretrain different ResNets, ResNeXts and RegNetYs for 1
epoch on 1B IG images with SwAV. We report top-1 accuracy on ImageNet of a linear classifier trained on frozen
features. [7]



Ablation study on the training data scale

Figure: (left) Impact of number of updates. We compare the quality of a RegNetY-128GF after different
number of updates of an online pretraining on 1B images. For both studies, we report the relative improvement in
top-1 accuracy for a linear evaluation of frozen features on ImageNet. (right) Impact of number of unique images.
We compare the impact of the size of the training set for a RegNetY-8GF and a RegNetY-16GF pretrained for the
same number of updates. The number of updates corresponds to 1 epoch for 1B images, 32 epochs for 32M
images and 1K for 1M images. [7]
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