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Overview

Deep models are becoming increasingly popular

Directed probabilistic models are often computationally
intensive and difficult to learn

In addition to a high training cost, directed graphical models
are often expensive to fit computational parameters at runtime

Compare to deep neural nets:

High training cost (although less than directed probabilistic
models)
Low testing cost (just requires matrix multiplication + simple
nonlinear function evaluations)

These group of papers introduce method for efficient learning
of directed graphical models as well as efficient testing
evaluation
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Quick Review of Variational Bayes (VB)
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Figure 1: The type of directed graphical model under consideration. Solid lines denote the generative
model p✓(z)p✓(x|z), dashed lines denote the variational approximation q�(z|x) to the intractable
posterior p✓(z|x). The variational parameters � are learned jointly with the generative model pa-
rameters ✓.

straightforward to extend this scenario to the case where we also perform variational inference on
the global parameters; that algorithm is put in the appendix, but experiments with that case are left to
future work. Note that our method can be applied to online, non-stationary settings, e.g. streaming
data, but here we assume a fixed dataset for simplicity.

2.1 Problem scenario

Let us consider some dataset X = {x(i)}N
i=1 consisting of N i.i.d. samples of some continuous

or discrete variable x. We assume that the data are generated by some random process, involving
an unobserved continuous random variable z. The process consists of two steps: (1) a value z(i)

is generated from some prior distribution p✓⇤(z); (2) a value x(i) is generated from some condi-
tional distribution p✓⇤(x|z). We assume that the prior p✓⇤(z) and likelihood p✓⇤(x|z) come from
parametric families of distributions p✓(z) and p✓(x|z), and that their PDFs are differentiable almost
everywhere w.r.t. both ✓ and z. Unfortunately, a lot of this process is hidden from our view: the true
parameters ✓⇤ as well as the values of the latent variables z(i) are unknown to us.

Very importantly, we do not make the common simplifying assumptions about the marginal or pos-
terior probabilities. Conversely, we are here interested in a general algorithm that even works effi-
ciently in the case of:

1. Intractability: the case where the integral of the marginal likelihood p✓(x) =R
p✓(z)p✓(x|z) dz is intractable (so we cannot evaluate or differentiate the marginal like-

lihood), where the true posterior density p✓(z|x) = p✓(x|z)p✓(z)/p✓(x) is intractable
(so the EM algorithm cannot be used), and where the required integrals for any reason-
able mean-field VB algorithm are also intractable. These intractabilities are quite common
and appear in cases of moderately complicated likelihood functions p✓(x|z), e.g. a neural
network with a nonlinear hidden layer.

2. A large dataset: we have so much data that batch optimization is too costly; we would like
to make parameter updates using small minibatches or even single datapoints. Sampling-
based solutions, e.g. Monte Carlo EM, would in general be too slow, since it involves a
typically expensive sampling loop per datapoint.

We are interested in, and propose a solution to, three related problems in the above scenario:

1. Efficient approximate ML or MAP estimation for the parameters ✓. The parameters can be
of interest themselves, e.g. if we are analyzing some natural process. They also allow us to
mimic the hidden random process and generate artificial data that resembles the real data.

2. Efficient approximate posterior inference of the latent variable z given an observed value x
for a choice of parameters ✓. This is useful for coding or data representation tasks.

3. Efficient approximate marginal inference of the variable x. This allows us to perform all
kinds of inference tasks where a prior over x is required. Common applications in computer
vision include image denoising, inpainting and super-resolution.

2

Figure: Generative model from
Kingma and Welling. θ are
model parameters, {xn, zn} is a
sample from the model with
only xn observed. φ denotes
variables added in the VB
inference scheme

Given a generative model, even
finding θMAP can be difficult

The EM algorithm and VB
methods have been proposed to
infer θ estimates

In many problems, the posterior
distribution on p(zn|xn, θv ) is
intractible, and can lead to issues
with VB and EM algorithms
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Quick Review of Variational Bayes (VB)

Let pθ(xn, zn) denote the model likelihood for data sample n
for a set of parameters θ

Let qφ(zn|xn) denote a proposed distribution to approximate
the intractible true posterior pθ(zn|xn) for a set of parameters
φ

The well-known variational equality is:

log pθ(x1:N)) = DKL(qφ(θ, z1:N |x1:N)||p(θ, z1:N |x1:N)) + L(θ, φ; x1:N)

L(θ, φ; x1:N) = Eq(θ)qφ(z1:N |x1:N)[log
pθ(x1:N , z1:N)p(θ)

qφ1:N (z1:N |x1:N)q(θ)
]

In most VB algorithms focus on using the lower bound:

log pθ(xn) ≥ L(θ, φ1:N ; x1:N) (1)
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Quick Review of Variational Bayes (VB)

A VB algorithm attempts to maximize the ELBO:

{θ, φ} = arg max
φ,θ
L(θ, φ1:N ; x1:N) (2)

Usually, a separate φn is learned such that in the approximate
distribution for zn is independent of xn given the parameters
φn, or:

qφn(z |xn) = qφn(z) (3)

The algorithm this would be as follows:
1 Update φ to maximize L(θ, φ; x1,...,N)
2 Update θ to maximize Eqφ(z|xn)q(θ)[log pθ(xn|z)]

If q(θ) is reduced to a point estimate, this recovers the EM
algorithm
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Recognition Model

Finding the optimal φ1:N to maximize L(θ, φ1:N ; x1,...,N) is
straighforward in conjugate models, but computationally
expensive and intractible in many desirable models

The key idea of the “Recognition Model” is:

Don’t learn sample specific VB parameters φn
Learn a shared φ that defines a function from xn to a simple to
calculate and sample distribution qφ(zn|xn)

Unlike normal VB, qφ(zn|xn) is dependent on xn
Fitting a “Recognition Model” is not necessarily
straightforward, and poor choices of models for the
recognition part will lead to poor performance

The set of papers today are focused on fitting and using
“Recognition Models” in specific cases, including deep learning
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Recognition Model: Sigmoid Belief Net

Consider the following model:

znj ∼ Bern(πj) for j = 1, . . . , J (4)

vnm ∼ Bern(σ(cm + wT
m z)) for m = 1, . . . ,M (5)

In a typical VB optimization scheme, each data sample n
would have a separate set of parameters such that:

qφn(zn|xn) =
∏

j

qφ(znj) =
∏

j

Bern(znj ; π̃nj) (6)

This is computational intensive

Instead, try to learn a recognition model

No general form. A simple form could be:

qφ(zn|xn) =
∏

j

qφ(znj |xn) =
∏

j

Bern(znj ;σ(dj + aT
j xn)) (7)
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Learning the recognition model

The papers here are focused on different aspects of using
recognition models:

General learning schemes for recognition models (Kingma and
Welling)
Variance reduction on Monte Carlo variance estimates (Mnih
and Gregor)
Specific forms of recognition models for deep learning
(Rezende et al)

Briefly discuss the main ideas of the papers and a subsection
of results
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Learning the Recognition Model
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Figure 1: The type of directed graphical model under consideration. Solid lines denote the generative
model p✓(z)p✓(x|z), dashed lines denote the variational approximation q�(z|x) to the intractable
posterior p✓(z|x). The variational parameters � are learned jointly with the generative model pa-
rameters ✓.

straightforward to extend this scenario to the case where we also perform variational inference on
the global parameters; that algorithm is put in the appendix, but experiments with that case are left to
future work. Note that our method can be applied to online, non-stationary settings, e.g. streaming
data, but here we assume a fixed dataset for simplicity.

2.1 Problem scenario

Let us consider some dataset X = {x(i)}N
i=1 consisting of N i.i.d. samples of some continuous

or discrete variable x. We assume that the data are generated by some random process, involving
an unobserved continuous random variable z. The process consists of two steps: (1) a value z(i)

is generated from some prior distribution p✓⇤(z); (2) a value x(i) is generated from some condi-
tional distribution p✓⇤(x|z). We assume that the prior p✓⇤(z) and likelihood p✓⇤(x|z) come from
parametric families of distributions p✓(z) and p✓(x|z), and that their PDFs are differentiable almost
everywhere w.r.t. both ✓ and z. Unfortunately, a lot of this process is hidden from our view: the true
parameters ✓⇤ as well as the values of the latent variables z(i) are unknown to us.

Very importantly, we do not make the common simplifying assumptions about the marginal or pos-
terior probabilities. Conversely, we are here interested in a general algorithm that even works effi-
ciently in the case of:

1. Intractability: the case where the integral of the marginal likelihood p✓(x) =R
p✓(z)p✓(x|z) dz is intractable (so we cannot evaluate or differentiate the marginal like-

lihood), where the true posterior density p✓(z|x) = p✓(x|z)p✓(z)/p✓(x) is intractable
(so the EM algorithm cannot be used), and where the required integrals for any reason-
able mean-field VB algorithm are also intractable. These intractabilities are quite common
and appear in cases of moderately complicated likelihood functions p✓(x|z), e.g. a neural
network with a nonlinear hidden layer.

2. A large dataset: we have so much data that batch optimization is too costly; we would like
to make parameter updates using small minibatches or even single datapoints. Sampling-
based solutions, e.g. Monte Carlo EM, would in general be too slow, since it involves a
typically expensive sampling loop per datapoint.

We are interested in, and propose a solution to, three related problems in the above scenario:

1. Efficient approximate ML or MAP estimation for the parameters ✓. The parameters can be
of interest themselves, e.g. if we are analyzing some natural process. They also allow us to
mimic the hidden random process and generate artificial data that resembles the real data.

2. Efficient approximate posterior inference of the latent variable z given an observed value x
for a choice of parameters ✓. This is useful for coding or data representation tasks.

3. Efficient approximate marginal inference of the variable x. This allows us to perform all
kinds of inference tasks where a prior over x is required. Common applications in computer
vision include image denoising, inpainting and super-resolution.

2

Let z (`) ∼ qφ(z |x)

There is a naive Monte Carlo gradient estimator
for gradients of expectation of functions:

∇φEqφ(z |xv)[f (z)] = Eqφ(z |xv)[f (z)∇φ log f (z)]

' 1

L

L∑

`=1

f (z (`))∇φ log f (z)

This estimator applied to the standard VB lower
bound exhibits very high variance and is
impractical for most purposes considered here
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The SGVB estimator (Kingma and Welling)

This algorithm notes that the variational equality can be
written as (for a point estimate on θ):

L(φ, θ, xn) = −DKL(qφ(z |xn)||pθ(z)) + Eqφ(z |xn)[log pθ(x , z)]

The K-L divergence is now between the prior and recognition
model

In standard VB models, this first term is intractable

In recognition models, the first term is often explicitly (and
easily) calculable

The Stochastic Gradient Variational Bayes (SGVB) method
estimates gradient on the first term exactly and samples using
the standard scheme for the second term

Empirically shows lower variance on estimator
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The SGVB estimator (Kingma and Welling)

Algorithm 1 Minibatch version of the Auto-Encoding VB (AEVB) algorithm. Either of the two
SGVB estimators in section 2.3 can be used. We use settings M = 100 and L = 1 in experiments.

✓,� Initialize parameters
repeat

XM  Random minibatch of M datapoints (drawn from full dataset)
✏ Random samples from noise distribution p(✏)

g r✓,�
eLM (✓,�;XM , ✏) (Gradients of minibatch estimator (8))

✓,� Update parameters using gradients g (e.g. SGD or Adagrad [DHS10])
until convergence of parameters (✓,�)
return ✓,�

Often, the KL-divergence DKL(q�(z|x(i))||p✓(z)) of eq. (3) can be integrated analytically (see
appendix B), such that only the expected reconstruction error Eq�(z|x(i))

⇥
log p✓(x(i)|z)

⇤
requires

estimation by sampling. The KL-divergence term can then be interpreted as regularizing �, encour-
aging the approximate posterior to be close to the prior p✓(z). This yields a second version of the
SGVB estimator eLB(✓,�;x(i)) ' L(✓,�;x(i)), corresponding to eq. (3), which typically has less
variance than the generic estimator:

eLB(✓,�;x(i)) = �DKL(q�(z|x(i))||p✓(z)) +
1

L

LX

l=1

(log p✓(x(i)|z(i,l)))

where z(i,l) = g�(✏(i,l),x(i)) and ✏(l) ⇠ p(✏) (7)
Given multiple datapoints from a dataset X with N datapoints, we can construct an estimator of the
marginal likelihood lower bound of the full dataset, based on minibatches:

L(✓,�;X) ' eLM (✓,�;XM ) =
N

M

MX

i=1

eL(✓,�;x(i)) (8)

where the minibatch XM = {x(i)}M
i=1 is a randomly drawn sample of M datapoints from the

full dataset X with N datapoints. In our experiments we found that the number of samples L
per datapoint can be set to 1 as long as the minibatch size M was large enough, e.g. M = 100.
Derivatives r✓,�

eL(✓;XM ) can be taken, and the resulting gradients can be used in conjunction
with stochastic optimization methods such as SGD or Adagrad [DHS10]. See algorithm 1 for a
basic approach to compute the stochastic gradients.

A connection with auto-encoders becomes clear when looking at the objective function given at
eq. (7). The first term is (the KL divergence of the approximate posterior from the prior) acts as a
regularizer, while the second term is a an expected negative reconstruction error. The function g�(.)

is chosen such that it maps a datapoint x(i) and a random noise vector ✏(l) to a sample from the
approximate posterior for that datapoint: z(i,l) = g�(✏(l),x(i)) where z(i,l) ⇠ q�(z|x(i)). Subse-
quently, the sample z(i,l) is then input to function log p✓(x(i)|z(i,l)), which equals the probability
density (or mass) of datapoint x(i) under the generative model, given z(i,l). This term is a negative
reconstruction error in auto-encoder parlance.

2.4 The reparameterization trick

In order to solve our problem we invoked an alternative method for generating samples from
q�(z|x). The essential parameterization trick is quite simple. Let z be a continuous random vari-
able, and z ⇠ q�(z|x) be some conditional distribution. It is then often possible to express the
random variable z as a deterministic variable z = g�(✏,x), where ✏ is an auxiliary variable with
independent marginal p(✏), and g�(.) is some vector-valued function parameterized by �.

This reparameterization is useful for our case since it can be used to rewrite an expectation w.r.t
q�(z|x) such that the Monte Carlo estimate of the expectation is differentiable w.r.t. �. A proof
is as follows. Given the deterministic mapping z = g�(✏,x) we know that q�(z|x)

Q
i dzi =

p(✏)
Q

i d✏i. Therefore1,
R

q�(z|x)f(z) dz =
R

p(✏)f(z) d✏ =
R

p(✏)f(g�(✏,x)) d✏. It follows
1Note that for infinitesimals we use the notational convention dz =

Q
i dzi

4

This algorithm was run on a Variational Auto-Encoder for the
MNIST and Frey Face datasets

The Variational Auto-Encoder is defined as:

p(x |z) ∼ Bern(σ(W2tanh(W1z + b1) + b2)) (8)

q(z |x) ∼ N (z ;W4h + b4, diag(W5h + b5)) (9)

h = tanh(W3x + b3) (10)
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The SGVB estimator (Kingma and Welling)

Figure 2: Comparison of our AEVB method to the wake-sleep algorithm, in terms of optimizing the
lower bound, for different dimensionality of latent space (Nz). Our method converged considerably
faster and reached a better solution in all experiments. Interestingly enough, more latent variables
does not result in more overfitting, which is explained by the regularizing effect of the lower bound.
Vertical axis: the estimated average variational lower bound per datapoint. The estimator variance
was small (< 1) and omitted. Horizontal axis: amount of training points evaluated. Computa-
tion took around 20-40 minutes per million training samples with a Intel Xeon CPU running at an
effective 40 GFLOPS.

decoder output. Note that with hidden units we refer to the hidden layer of the neural networks of
the encoder and decoder.

Parameters are updated using stochastic gradient ascent where gradients are computed by differenti-
ating the lower bound estimatorr✓,�L(✓,�;X) (see algorithm 1), plus a small weight decay term
corresponding to a prior p(✓) = N (0, I). Optimization of this objective is equivalent to approxi-
mate MAP estimation, where the likelihood gradient is approximated by the gradient of the lower
bound.

We compared performance of AEVB to the wake-sleep algorithm [HDFN95]. We employed the
same encoder (also called recognition model) for the wake-sleep algorithm and the variational auto-
encoder. All parameters, both variational and generative, were initialized by random sampling from
N (0, 0.01), and were jointly stochastically optimized using the MAP criterion. Stepsizes were
adapted with Adagrad [DHS10]; the Adagrad global stepsize parameters were chosen from {0.01,
0.02, 0.1} based on performance on the training set in the first few iterations. Minibatches of size
M = 100 were used, with L = 1 samples per datapoint.

Likelihood lower bound We trained generative models (decoders) and corresponding encoders
(a.k.a. recognition models) having 500 hidden units in case of MNIST, and 200 hidden units in case
of the Frey Face dataset (to prevent overfitting, since it is a considerably smaller dataset). The chosen
number of hidden units is based on prior literature on auto-encoders, and the relative performance
of different algorithms was not very sensitive to these choices. Figure 2 shows the results when
comparing the lower bounds. Interestingly, superfluous latent variables did not result in overfitting,
which is explained by the regularizing nature of the variational bound.

Marginal likelihood For very low-dimensional latent space it is possible to estimate the marginal
likelihood of the learned generative models using an MCMC estimator. More information about the
marginal likelihood estimator is available in the appendix. For the encoder and decoder we again
used neural networks, this time with 100 hidden units, and 3 latent variables; for higher dimensional
latent space the estimates became unreliable. Again, the MNIST dataset was used. The AEVB
and Wake-Sleep methods were compared to Monte Carlo EM (MCEM) with a Hybrid Monte Carlo
(HMC) [DKPR87] sampler; details are in the appendix. We compared the convergence speed for
the three algorithms, for a small and large training set size. Results are in figure 3.

7
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Neural Variational Inference and Learning (NVIL) (Mnih
and Gregor)

Suppose we are interested in training a latent variable model
Pθ(x ,h) with parameters θ

x is an observation and h are latent variables

Propose a model mapping x to Qφ(h|x) the inference network
(also “recognition model”)

Require that Qφ(h|x) is:

Efficient to evaluate
Efficient to sample

This work focuses on reducing variance on gradient estimates

Review by: David Carlson Recognition Models



Neural Variational Inference and Learning (NVIL) (Mnih
and Gregor)

The gradients are written:

∇θL(x , φ, θ) = EQ [∇θ logPθ(x ,h)] (11)

∇φL(x , φ, θ) = EQ [(logPθ(x ,h)− logQφ(h|x))×∇φ logQφ(h|x)]

Equation 11 is simple to approximate if qφ(h|x) is easy to
sample

Gradient estimates on φ suffer from high variance in the
estimators in naive Monte Carlo Integration (MCI) schemes
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Neural Variational Inference and Learning (NVIL) (Mnih
and Gregor)

The MCI scheme to estimate the gradient for φ is

∇φL(x , θ, φ) ' 1

n

n∑

i=1

(lφ(x ,h(i)))×∇ logQφ(h(i)|x) (12)

lφ(x ,h(i)) = logPθ(x ,h(i))− logQφ(h(i)|x)

This variance can be reduced by a few useful techniques

First, note that this expectation is equivalent with a constant
offset on lφ

∇φL(x , θ, φ) ' 1

n

n∑

i=1

(lφ(x ,h(i))− c)×∇ logQφ(h(i)|x)

c can be chosen so that lφ has a mean of 0, reducing variance
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Neural Variational Inference and Learning (NVIL) (Mnih
and Gregor)

In deep networks the layers will presumably natural factor:

Pθ(x ,h) = Pθ(x |h1)
n−1∏

i=1

Pθ(hi |hi+1)Pθ(hn) (13)

Qφ(x ,h) = Qφ1(h1|x)
n−1∏

i=1

Qφi+1(hi+1|hi ) (14)

Then, for each layer, the weights on the Monte Carlo samples
can be adapted:

l iφ(x ,h) = logPθ(h(i−1):n)− logQφ(h(i :n)|hi−1) + ci
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Sigmoid Belief Net MNIST Results (Mnih and Gregor)
Neural Variational Inference and Learning in Belief Networks
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Figure 1. Bounds on the validation set log-likelihood for an SBN with (Left) one and (Right) two layers of 200 latent variables. Baseline
and IDB refer to the input-independent and the input-dependent baselines respectively. VN is variance normalization.

Table 1. Results on the binarized MNIST dataset. “Dim” is the
number of latent variables in each layer, starting with the deepest
one. NVIL and WS refer to the models trained with NVIL and
wake-sleep respectively. NLL is the negative log-likelihood for
the tractable models and an estimate of it for the intractable ones.

MODEL DIM TEST NLL
NVIL WS

SBN 200 113.1 120.8
SBN 500 112.8 121.4
SBN 200-200 99.8 107.7
SBN 200-200-200 96.7 102.2
SBN 200-200-500 97.0 102.3
FDARN 200 92.5 95.9
FDARN 500 90.7 97.2
FDARN 400 96.3
DARN 400 93.0
NADE 500 88.9
RBM (CD3) 500 105.5
RBM (CD25) 500 86.3
MOB 500 137.6

performing considerably better with lower learning rates.
The results, along with some baselines from the litera-
ture, are shown in Table 1. We report only the means of
the bound estimates as their standard deviations were all
very small, none exceeding 0.1 nat. We can see that mod-
els trained with NVIL have considerably better bounds on
the log-likelihood, compared to their wake-sleep counter-
parts, with the difference ranging from 3.4 to 8.6 nats. Ad-
ditional layers make SBNs perform better, independently
of the training method. Interestingly, single-layer fDARN
(Gregor et al., 2013) models, which have autoregressive
connections between the latent variables, perform better
than any of the SBN models trained using the same al-
gorithm. Comparing to results from the literature, we
see that all the SBN and fDARN models we trained per-

form much better than a mixture of 500 factorial Bernoulli
distributions (MoB) but not as well as the determinis-
tic Neural Autoregressive Distribution Estimator (NADE)
(Larochelle & Murray, 2011). The NVIL-trained fDARN
models with 200 and 500 latent variables also outperform
the fDARN (as well as the more expressive DARN) model
with 400 latent variables from (Gregor et al., 2013), which
were trained using an MDL-based algorithm. The fDARN
and multi-layer SBN models trained using NVIL also out-
perform a 500-hidden-unit RBM trained with 3-step con-
trastive divergence (CD), but not the one trained with 25-
step CD (Salakhutdinov & Murray, 2008). However, both
sampling and CD-25 training in an RBM is considerably
more expensive than sampling or NVIL training for any of
our models.

The sampling-based approach to computing gradients al-
lows NVIL to handle variational posteriors with complex
dependencies. To demonstrate this ability, we retrained
several of the SBN models using inference networks with
autoregressive connections within each layer. These net-
works can capture the dependencies between variables
within layers and thus are considerably more expressive
than the ones with factorial layers. Results in Table 2 in-
dicate that using inference networks with autoregressive
connections produces better models, with the single-layer
models exhibiting large gains.

4.3. Document modelling

We also applied NVIL to the more practical task of docu-
ment modelling. The goal is to train a generative model
of documents which are represented as vectors of word
counts, also known as bags of words. We trained two sim-

VN keeps a estimate of standard deviation of the gradient
(similar to ADAgrad)

IDB subtracts a data-independent constant c from lφ

Baselines subtracts a data-dependent constant Cφ(x)
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Deep Latent Gaussian Models (DLGMs) (Rezende et al)

Stochastic Backpropagation in DLGMs
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Figure 1. (a) Graphical model for DLGMs (5). (b) The
corresponding computational graph. Black arrows indicate
the forward pass of sampling from the recognition and gen-
erative models: Solid lines indicate propagation of deter-
ministic activations, dotted lines indicate propagation of
samples. Red arrows indicate the backward pass for gra-
dient computation: Solid lines indicate paths where deter-
ministic backpropagation is used, dashed arrows indicate
stochastic backpropagation.

2. Deep Latent Gaussian Models

Deep latent Gaussian models (DLGMs) are a general
class of deep directed graphical models that consist of
Gaussian latent variables at each layer of a process-
ing hierarchy. The model consists of L layers of latent
variables. To generate a sample from the model, we
begin at the top-most layer (L) by drawing from a
Gaussian distribution. The activation hl at any lower
layer is formed by a non-linear transformation of the
layer above hl+1, perturbed by Gaussian noise. We
descend through the hierarchy and generate observa-
tions v by sampling from the observation likelihood
using the activation of the lowest layer h1. This pro-
cess is described graphically in figure 1(a).

This generative process is described as follows:

⇠l ⇠ N (⇠l|0, I), l = 1, . . . , L (1)

hL = GL⇠L, (2)

hl = Tl(hl+1) + Gl⇠l, l = 1 . . . L� 1 (3)

v ⇠ ⇡(v|T0(h1)), (4)

where ⇠l are mutually independent Gaussian variables.
The transformations Tl represent multi-layer percep-
trons (MLPs) and Gl are matrices. At the visible
layer, the data is generated from any appropriate dis-
tribution ⇡(v|·) whose parameters are specified by a
transformation of the first latent layer. Throughout
the paper we refer to the set of parameters in this gen-
erative model by ✓g, i.e. the parameters of the maps
Tl and the matrices Gl. This construction allows us to
make use of as many deterministic and stochastic lay-
ers as needed. We adopt a weak Gaussian prior over
✓g, p(✓g) = N (✓|0,I).

The joint probability distribution of this model can be

expressed in two equivalent ways:

p(v,h)=p(v|h1,✓
g)p(hL|✓g)p(✓g)

L�1Y

l=1

pl(hl|hl+1,✓
g) (5)

p(v,⇠)= p(v|h1(⇠1...L),✓g)p(✓g)
LY

l=1

N (⇠|0, I). (6)

The conditional distributions p(hl|hl+1) are implic-
itly defined by equation (3) and are Gaussian dis-
tributions with mean µl = Tl(hl+1) and covariance

Sl = GlG
>
l . Equation (6) makes explicit that this

generative model works by applying a complex non-
linear transformation to a spherical Gaussian distribu-

tion p(⇠) =
QL

l=1 N (⇠l|0, I) such that the transformed
distribution tries to match the empirical distribution.
A graphical model corresponding to equation (5) is
shown in figure 1(a).

This specification for deep latent Gaussian models
(DLGMs) generalises a number of well known mod-
els. When we have only one layer of latent variables
and use a linear mapping T (·), we recover factor anal-
ysis (Bartholomew & Knott, 1999) – more general
mappings allow for a non-linear factor analysis (Lap-
palainen & Honkela, 2000). When the mappings are
of the form Tl(h) = Alf(h) + bl, for simple element-
wise non-linearities f such as the probit function or
the rectified linearity, we recover the non-linear Gaus-
sian belief network (Frey & Hinton, 1999). We de-
scribe the relationship to other existing models in sec-
tion 6. Given this specification, our key task is to
develop a method for tractable inference. A number
of approaches are known and widely used, and include:
mean-field variational EM (Beal, 2003); the wake-sleep
algorithm (Dayan, 2000); and stochastic variational
methods and related control-variate estimators (Wil-
son, 1984; Williams, 1992; Ho↵man et al., 2013). We
also follow a stochastic variational approach, but shall
develop an alternative to these existing inference algo-
rithms that overcomes many of their limitations and
that is both scalable and e�cient.

3. Stochastic Backpropagation

Gradient descent methods in latent variable mod-
els typically require computations of the form
r✓Eq✓ [f(⇠)], where the expectation is taken with re-
spect to a distribution q✓(·) with parameters ✓, and f
is a loss function that we assume to be integrable and
smooth. This quantity is di�cult to compute directly
since i) the expectation is unknown for most problems,
and ii) there is an indirect dependency on the param-
eters of q over which the expectation is taken.

We now develop the key identities that are used to
allow for e�cient inference by exploiting specific prop-

Let T` be a nonlinearity associated with
the `th layer (may be learned)

G` implies a covariance matrix G`G
T
` on

the added signal, and may add low-rank
covariance

ζ` ∼ N (ζ`|0, I) (15)

hL = GLζL (16)

h` = T`(h`+1) + G`ζ` (17)

v ∼ π(v |T0(h1)) (18)
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Recognition Model for DLGMs (Rezende et al)

Stochastic Backpropagation in DLGMs
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Figure 1. (a) Graphical model for DLGMs (5). (b) The
corresponding computational graph. Black arrows indicate
the forward pass of sampling from the recognition and gen-
erative models: Solid lines indicate propagation of deter-
ministic activations, dotted lines indicate propagation of
samples. Red arrows indicate the backward pass for gra-
dient computation: Solid lines indicate paths where deter-
ministic backpropagation is used, dashed arrows indicate
stochastic backpropagation.

2. Deep Latent Gaussian Models

Deep latent Gaussian models (DLGMs) are a general
class of deep directed graphical models that consist of
Gaussian latent variables at each layer of a process-
ing hierarchy. The model consists of L layers of latent
variables. To generate a sample from the model, we
begin at the top-most layer (L) by drawing from a
Gaussian distribution. The activation hl at any lower
layer is formed by a non-linear transformation of the
layer above hl+1, perturbed by Gaussian noise. We
descend through the hierarchy and generate observa-
tions v by sampling from the observation likelihood
using the activation of the lowest layer h1. This pro-
cess is described graphically in figure 1(a).

This generative process is described as follows:

⇠l ⇠ N (⇠l|0, I), l = 1, . . . , L (1)

hL = GL⇠L, (2)

hl = Tl(hl+1) + Gl⇠l, l = 1 . . . L� 1 (3)

v ⇠ ⇡(v|T0(h1)), (4)

where ⇠l are mutually independent Gaussian variables.
The transformations Tl represent multi-layer percep-
trons (MLPs) and Gl are matrices. At the visible
layer, the data is generated from any appropriate dis-
tribution ⇡(v|·) whose parameters are specified by a
transformation of the first latent layer. Throughout
the paper we refer to the set of parameters in this gen-
erative model by ✓g, i.e. the parameters of the maps
Tl and the matrices Gl. This construction allows us to
make use of as many deterministic and stochastic lay-
ers as needed. We adopt a weak Gaussian prior over
✓g, p(✓g) = N (✓|0,I).

The joint probability distribution of this model can be

expressed in two equivalent ways:

p(v,h)=p(v|h1,✓
g)p(hL|✓g)p(✓g)

L�1Y

l=1

pl(hl|hl+1,✓
g) (5)

p(v,⇠)= p(v|h1(⇠1...L),✓g)p(✓g)

LY

l=1

N (⇠|0, I). (6)

The conditional distributions p(hl|hl+1) are implic-
itly defined by equation (3) and are Gaussian dis-
tributions with mean µl = Tl(hl+1) and covariance

Sl = GlG
>
l . Equation (6) makes explicit that this

generative model works by applying a complex non-
linear transformation to a spherical Gaussian distribu-

tion p(⇠) =
QL

l=1 N (⇠l|0, I) such that the transformed
distribution tries to match the empirical distribution.
A graphical model corresponding to equation (5) is
shown in figure 1(a).

This specification for deep latent Gaussian models
(DLGMs) generalises a number of well known mod-
els. When we have only one layer of latent variables
and use a linear mapping T (·), we recover factor anal-
ysis (Bartholomew & Knott, 1999) – more general
mappings allow for a non-linear factor analysis (Lap-
palainen & Honkela, 2000). When the mappings are
of the form Tl(h) = Alf(h) + bl, for simple element-
wise non-linearities f such as the probit function or
the rectified linearity, we recover the non-linear Gaus-
sian belief network (Frey & Hinton, 1999). We de-
scribe the relationship to other existing models in sec-
tion 6. Given this specification, our key task is to
develop a method for tractable inference. A number
of approaches are known and widely used, and include:
mean-field variational EM (Beal, 2003); the wake-sleep
algorithm (Dayan, 2000); and stochastic variational
methods and related control-variate estimators (Wil-
son, 1984; Williams, 1992; Ho↵man et al., 2013). We
also follow a stochastic variational approach, but shall
develop an alternative to these existing inference algo-
rithms that overcomes many of their limitations and
that is both scalable and e�cient.

3. Stochastic Backpropagation

Gradient descent methods in latent variable mod-
els typically require computations of the form
r✓Eq✓ [f(⇠)], where the expectation is taken with re-
spect to a distribution q✓(·) with parameters ✓, and f
is a loss function that we assume to be integrable and
smooth. This quantity is di�cult to compute directly
since i) the expectation is unknown for most problems,
and ii) there is an indirect dependency on the param-
eters of q over which the expectation is taken.

We now develop the key identities that are used to
allow for e�cient inference by exploiting specific prop-

Figure: From Rezende et al. Black arrows indicate forward pass of the
model. Red arrows indicate backwards pass of the model. Solid lines
indicate propagation of deterministic activations and dashed lines indicate
propagation of samples.
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Scalable Inference for DLGMs (Rezende et al)

First, start with the Variational bound on the Log-likelihood
of the data:

− log p(V) ≤ F(V) = DKL[q(ζ)||p(ζ)]−Eq[log p(V|ζ, θg )p(θg )]

For simplicity, let the Recognition model facotrize over over
the L layers:

q(ζ|V,θr ) =
N∏

n=1

L∏

`=1

N (ζn,`|µ`(vn),C`(vn)) (19)

If a Gaussian prior and Gaussian Recognition model are used,
then there are the explicit calculations:

F(V) = −
∑

n

Eq[log p(vn|h(ηn))] +
1

2κ
||θg ||2 (20)

+
1

2

∑

n,`

[||µn,`||2 + Tr(Cn,`)− log |Cn,`| − 1]
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Scalable Inference for DLGMs (Rezende et al)

Gradients for θg are easy to estimate by Monte Carlo
Integration

Gradients for the recognition parameters θr are easy to write
down:

∇µ`F(v) = −Eq[∇ζ` log p(v |h(ζ))] + µ` (21)

∇R`,i,jF(v) = −1

2
Eq[ε`,j∇ζ`,i log p(v |h(ζ))]

+
1

2
∇R`,i,j [TrCn,` − log |Cn,`|] (22)

Cn,` is computed by backpropagation

Sampling methods are used to estimate the gradients
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Scalable Inference for DLGMs (Rezende et al)

Maintaining a full covariance matrix in the recognition model
is computationally difficult

Can constrain to a diagonal covariance matrix or the precision
to a diagonal plus rank-1 (use Sherman-Woodbury for
computational efficiency)

Sampling costs are O(LK̄ 2), where K̄ is the mean number of
latent variables per layer
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MNIST Model Data Generation

Stochastic Backpropagation in DLGMs

(a) Left: Training data. Middle: Sampled pixel probabilities. Right: Model samples (b) 2D embedding.

Figure 3. Performance on the MNIST dataset. For the visualisation, each colour corresponds to one of the digit classes.

(a) NORB (b) CIFAR (c) Frey

Figure 4. Sampled generated from DLGMs for three data sets: (a) NORB, (b) CIFAR 10, (c) Frey faces. In all images,
the left image shows samples from the training data and the right side shows the generated samples.

5.4. Missing Data Imputation and Denoising

We demonstrate the ability of the model to impute
missing data using the street view house numbers
(SVHN) data set (Netzer et al., 2011), which consists
of 73, 257 images of size 32 ⇥ 32 pixels, and the Frey
faces and MNIST data sets. The performance of the
model is shown in figure 5.

We test the imputation ability under two di↵erent
missingness types (Little & Rubin, 1987): Missing-at-
Random (MAR), where we consider 60% and 80% of
the pixels to be missing randomly, and Not Missing-at-
Random (NMAR), where we consider a square region
of the image to be missing. The model produces very
good completions in both test cases. There is uncer-
tainty in the identity of the image and this is reflected
in the errors in these completions as the resampling
procedure is run (see transitions from digit 9 to 7, and
digit 8 to 6 in figure 5 ). This further demonstrates
the ability of the model to capture the diversity of the
underlying data. We do not integrate over the missing
values, but use a procedure that simulates a Markov
chain that we show converges to the true marginal dis-
tribution of missing given observed pixels. The impu-
tation procedure is discussed in appendix F.

6. Discussion

Directed Graphical Models. DLGMs form a
unified family of models that includes factor analy-
sis (Bartholomew & Knott, 1999), non-linear factor
analysis (Lappalainen & Honkela, 2000), and non-

Figure 5. Imputation results: Row 1, SVHN. Row 2, Frey
faces. Rows 3–5, MNIST. Col. 1 shows the true data.
Col. 2 shows pixel locations set as missing in grey. The
remaining columns show imputations for 15 iterations.

linear Gaussian belief networks (Frey & Hinton, 1999).
Other related models include sigmoid belief networks
(Saul et al., 1996) and deep auto-regressive net-
works (Gregor et al., 2014), which use auto-regressive
Bernoulli distributions at each layer instead of Gaus-
sian distributions. The Gaussian process latent vari-
able model and deep Gaussian processes (Lawrence,
2005; Damianou & Lawrence, 2013) form the non-
parametric analogue of our model and employ Gaus-

Figure: From Rezende et al.
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Combined Binarized MNIST Performance

Model − log p(v)

NLGBN (Frey & Hinton, 1999) 95.8
Wake-Sleep (Dayan, 2000) 91.3

RBM (500 h, 25 CD steps) (Salakhutdinov & Murray, 2008) 86.34
DBN 2hl(Salakhutdinov & Hinton, 2009) 84.55
NADE 1hl (Larochelle & Murray, 2014) 88.86

EoNADE 2hl (Uria et al, 2014) 85.10
DLGM diagonal covariance (Rezende et al, 2014) 87.30
DLGM rank-one covariance (Rezende et al, 2014) 86.60

NVIL 200 (Mnih and Gregor, 2014) 103.8
NVIL 500 (Mnih and Gregor, 2014) 104.4

NVIL 200-200-200 (Mnih and Gregor, 2014) 94.5
NVIL 200-200-500 (Mnih and Gregor, 2014) 96.0

DARN nh = 500 (Gregor et al, 2014) 84.13
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