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Introduction

• RNN based Neural Machine Translation (RNMT) is successful in 
modeling sequence to sequence data

• It suffers from high training time due to its stateful non-parallelizable 
structure.

• long-range dependency due to its auto-regressive nature.
• Convolution Sequence to Sequence (ConvS2S) and Transformer 

models overcame the markovian chain by introducing highly parallel 
training operations using attention mechanisms.

• The RNMT+ model analyzes the ”bag of tricks” incorporated in more 
recent models like Transformer, GNMT and applies them to RNMT 
models.



Background - Sequence to Sequence Learning



RNN based Seq2Seq

The RNN based Sequence to Sequence model has two components- Encoder and Decoder. Encoder learns 
hidden state representations of the input. Decoder predicts the target sequence conditioned only on the 
final encoder hidden state and the previous target tokens. 



RNN based Seq2Seq
• The Recurrent Neural Network (RNN) is a natural generalization of 

feedforward neural networks to sequences. 
• Given a sequence of inputs (𝑥𝑥1, … , 𝑥𝑥𝑇𝑇), a standard RNN computes a 

sequence of outputs (𝑦𝑦1, …𝑦𝑦𝑇𝑇 ) by iterating the following equation:
• ℎ𝑡𝑡 = 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠𝑜𝑜 𝑊𝑊ℎ𝑥𝑥𝑥𝑥𝑡𝑡 + 𝑊𝑊ℎℎℎ𝑡𝑡−1
• 𝑦𝑦𝑡𝑡 = 𝑊𝑊𝑦𝑦ℎℎ𝑡𝑡
• 𝑣𝑣 gives the final hidden state from the encoder which is then used in 

the decoding process shown below in the equation:

• 𝑝𝑝 𝑦𝑦1, … ,𝑦𝑦𝑇𝑇′ 𝑥𝑥1, … , 𝑥𝑥𝑇𝑇 = ∏𝑡𝑡=1
𝑇𝑇′ 𝑝𝑝(𝑦𝑦𝑡𝑡 |𝑣𝑣,𝑦𝑦1, … ,𝑦𝑦𝑡𝑡−1)



RNN based Seq2Seq explained
• Encoder
Our input sequence is “how are you”. 
Each word from the input is associated to vector 𝑤𝑤 ∈ ℝ𝑑𝑑 . 
In our case, we have 3 words, thus our input will be transformed into 
𝑤𝑤0 ,𝑤𝑤1 ,𝑤𝑤2 ∈ ℝ𝑑𝑑×3 . 

Then, we run an LSTM over this sequence of vectors and store the 
last hidden state output by the LSTM: this will be our encoder 
representation 𝑒𝑒 . The hidden states are [ 𝑒𝑒0 , 𝑒𝑒1 , 𝑒𝑒2 ] (𝑒𝑒 = 𝑒𝑒𝑒 )



RNN based Seq2Seq explained
• Decoder
We have a vector 𝑒𝑒 from encoder that captures the meaning of the 

input sequence. 
Feed 𝑒𝑒 as hidden state and a special start of sentence vector 𝑤𝑤𝑠𝑠𝑠𝑠𝑠𝑠 as 

input to another LSTM cell. 
The LSTM computes the next hidden state ℎ0 ∈ ℝℎ . 
Then, we apply a function 𝑠𝑠 ∶ ℝℎ ↦ ℝ𝑉𝑉 so that 𝑠𝑠0 ∶= 𝑠𝑠(ℎ0) ∈ ℝ𝑉𝑉

is a vector of the same size as the vocabulary. 



RNN based Seq2Seq explained
 ℎ0 = 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 𝑒𝑒 ,𝑤𝑤𝑠𝑠𝑠𝑠𝑠𝑠
 𝑠𝑠0 = 𝑠𝑠(ℎ0)
 𝑝𝑝0 = 𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥(𝑠𝑠0)
 𝑠𝑠0 = 𝑠𝑠𝑎𝑎𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥 (𝑝𝑝0)
Applying a softmax to 𝑠𝑠0 will normalize it into a vector of probabilities

𝑝𝑝0 ∈ ℝ𝑉𝑉 .
Now, each entry of 𝑝𝑝0 will measure how likely is each word in the 

vocabulary. 
Let’s say that the word “good” has the highest probability (and thus 𝑠𝑠0 =
𝑠𝑠𝑎𝑎𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥(𝑝𝑝0) corresponds to the index of “good”). 

Get a corresponding vector 𝑤𝑤𝑖𝑖0 = 𝑤𝑤𝑔𝑔𝑠𝑠𝑠𝑠𝑑𝑑 and repeat the procedure: the 
LSTM will take ℎ0 as hidden state and 𝑤𝑤𝑔𝑔𝑠𝑠𝑠𝑠𝑑𝑑 as input and will output a 
probability vector 𝑝𝑝1 over the second word, etc. until the special end of 
sentence token is predicted.



RNN with attention

In RNN with attention mechanism, all the encoder states are passed on to the decoder.



RNN with attention explained
1. ℎ𝑡𝑡 = 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿(ℎ𝑡𝑡−1, [𝑤𝑤𝑖𝑖𝑡𝑡−1 , 𝑐𝑐𝑡𝑡])
𝑒. 𝑠𝑠𝑡𝑡 = 𝑠𝑠(ℎ𝑡𝑡)
3. 𝑝𝑝𝑡𝑡 = 𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥(𝑠𝑠𝑡𝑡)
4. 𝑠𝑠𝑡𝑡 = 𝑠𝑠𝑎𝑎𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥(𝑝𝑝𝑡𝑡)

• The vector 𝑐𝑐𝑡𝑡 is the attention (or context) vector. We compute a new context 
vector at each decoding step. 

• First, with a function f, compute a score for each hidden state 𝑒𝑒𝑡𝑡′ of the encoder. 
• Then, normalize the sequence of 𝛼𝛼𝑡𝑡′ using a softmax and compute 𝑐𝑐𝑡𝑡 as the weighted 

average of the 𝑒𝑒𝑡𝑡′ .

𝛼𝛼𝑡𝑡′ = 𝑠𝑠 ℎ𝑡𝑡−1, 𝑒𝑒𝑡𝑡′ ∈ 𝑅𝑅 𝑠𝑠𝑜𝑜𝑎𝑎 𝑠𝑠𝑎𝑎𝑎𝑎 𝑠𝑠′
𝑞𝑞𝑡𝑡′ = 𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑥𝑥 𝛼𝛼 ∈ 𝑅𝑅 𝑠𝑠𝑜𝑜𝑎𝑎 𝑠𝑠𝑎𝑎𝑎𝑎 𝑠𝑠′
𝑐𝑐𝑡𝑡 = ∑𝑡𝑡′=0

𝑁𝑁 𝑞𝑞𝑡𝑡′ 𝑒𝑒𝑡𝑡′



Google’s Neural Machine Translation(GNMT)



Google’s Neural Machine Translation(GNMT)
Only the bottom encoder layer is bi-directional.
The model is partitioned into multiple GPUs to speed up training. 
With this setting, one model replica is partitioned 8-ways and is 

placed on 8 different GPUs typically belonging to one machine. 
During training, the bottom bi-directional encoder layers compute in 

parallel first. 
Once both finish, the uni-directional encoder layers can start 

computing, each on a separate GPU. 



Parallelism in Gradient Updates
• Synchronous Stochastic Gradient Descent:
Share weight parameters across GPUs. Each GPU can deal with different batches 

of data.
Lock the parameters and update on each GPU.
Main overhead is the time taken for exclusive locking is usually higher than the 

updating process.
• The Hogwild algorithm (Recht, Benjamin, et al, NIPS 2011)
Similar to synchronous SGD but without locks. Parameter updates are sparse and 

Recht et. al. achieved same convergence rate as that of SGD with locks and much 
lesser time.

• Downpour SGD (Dean, Jeffrey et al., NIPS 2012)
Each GPU has subset of data and subset of parameters.
A centralized server handles updating of all the parameters at once.
Parameters divergence is possible.



GNMT Data and Model Parallelism

• GNMT uses a variant of downpour SGD algorithm. ‘n’ model replicas 
share ‘one’ copy of parameters across multiple GPUs to enable 
parallelism. Each replica deals with 128 sentences at a time (batch 
size) with a maximum of 10 replicas running at a time.

• Model parallelism is achieved by creating partition across depths of 
LSTM. 

• First layer is bi-directional, rest of them are uni-directional to aid 
parallelism. Layer 𝑠𝑠 + 1 can start executing even before layer 𝑠𝑠 is 
completely executed.



Transformer Overview

• Six encoder and decoder layers
• Eight attention heads 

performing self- and cross-
attention

• Positional encoding
• Skip connections
• Layer normalization across 

features in each data point

http://jalammar.github.io/illustrated-transformer/

http://jalammar.github.io/illustrated-transformer/


RNMT+ Architecture
• RNMT+ comprises of GNMT parallelism with RNN stateful representation 

(RNMT)  and Transformer Structure without self attention.
• Encoder self attention is replaced with bidirectional RNN and decoder self-

attention is replaced with a forward RNN.



RNMT+ Architecture

GNMT Transformer RNMT+

Uni-directional RNN with LSTM 
encoder

Encoder self-attention Bi-directional RNN with LSTM 
encoder

Uni-directional RNN with LSTM 
decoder

Decoder self-attention Uni-directional RNN with LSTM 
decoder

Single-headed cross-attention Multi-headed cross attention Multi-headed cross attention

Slower than Transformer Fastest in terms of training Slowest

Requires more GPUs than 
Transformer to match its training 
time

- Requires twice as number of GPUs 
as Transformer to match its training 
time

No explicit positional embedding is 
needed

Positional embedding is needed. Positional embedding is not 
needed.



RNMT+ 
• Model parallelism is not possible in the encoder side because of the 

bidirectional structure. 
• Compensated by increased data parallelism (more replicas in multiple 

GPUs)

Table 1. English – French WMT 14 translation. Overall training time is comparable to Transformer. RNMT+ 
uses twice the number of GPUS to compensate. 



RNMT+

Table 2. English – German translation results. Specifically, Transformer 
models requires 16 GPUs while RNMT+ requires 32 GPUs to achieve 
comparable training time.



RNMT+ Hybrid models

Table 3. Encoder – Decoder hybrids. RNMT+ model is mixed with Transformer 
and the hybrid version with Transformer as encoder & RNMT+ as decoder 
offers the highest BLEU score improvements.



Thank you
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Training the Transformer decoder
1. Convert the output of the encoder to 8 sets of keys and 

values using cross-attention specific weight matrices 𝑊𝑊𝐾𝐾 and 
𝑊𝑊𝑉𝑉.

2. Compute embeddings for all words in the target sequence 
simultaneously. Shift by one index.

3. Repeat six times:
1. Masked self-attention using 𝐾𝐾, 𝑄𝑄, and 𝑉𝑉 from the decoder
2. Cross-attention using 𝐾𝐾 and 𝑉𝑉 from encoder and 𝑄𝑄 from the 

decoder

4. Linear layer to perform inner product of 𝑧𝑧 with each 
word in the target vocabulary.

5. Softmax to obtain a vector of probabilities.

6. Compute loss:
A. Cross entropy 𝐽𝐽 = − 1

𝑇𝑇
∑𝑡𝑡=1𝑇𝑇 ∑𝑗𝑗=1

𝑉𝑉 𝑦𝑦𝑡𝑡,𝑗𝑗 log �𝑦𝑦𝑡𝑡,𝑗𝑗

 𝑦𝑦𝑡𝑡,𝑗𝑗 is a one-hot vector indexing word in the target sequence while �𝑦𝑦𝑡𝑡,𝑗𝑗
are predicted probabilities obtained from step 3D

 If length of target and length of predictions are not equal, padding 
tokens are added.

7. Backpropagate to update weights

http://jalammar.github.io/illustrated-transformer/

http://jalammar.github.io/illustrated-transformer/


The Transformer is a generalized, optimized 
convolutional seq-to-seq model
• Recall that convolutional models apply the same linear 

transformation to word embeddings that neighbor each other in a 
sequence to generate abstract representations of words and phrases.

• The Transformer is similar in that it generates representations of 
words based on attention that is distributed across all words in the 
source and previous words in the target rather than just neighbors.

• Thus, the only way the Transformer differs from the convolutional 
seq-to-seq model is through distributed attention, additional feed-
forward layers, and layer normalization.

Gehring, J., Auli, M., Grangier, D., Yarats, D., & Dauphin, Y. N. (2017, August). Convolutional 
sequence to sequence learning. In Proceedings of the 34th International Conference on 

Machine Learning-Volume 70 (pp. 1243-1252). JMLR. org.
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