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Motivation: Vanilla GAN

Vanilla GAN is based on Jensen-Shannon (JS) divergence:

min
θ

max
ω

Ex∼P[g(φω(x))] + Ex∼Qθ
[g(−φω(x))], (1)

P is true data distribution, Qθ is generated data distribution.

θ is the parameter of generator, ω is the parameter of discriminator

g(z) = ln(σ(z)), σ(φω(x)) = Dω(x) is the discriminator.
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Motivation: f -GAN

Vanilla GAN actually is a special case of the f -GAN, which uses
f -divergence as the distance measure between the distributions:

min
θ

max
ω

Ex∼P[ψω(x)] + Ex∼Qθ
[(f c ◦ ψω)(x)], (2)

ψω(x) is a discriminative function.

f c(t) = supu∈domain(f )(ut − f (u)) is the Fenchel dual of a
predefined convex function f .

maxω Ex∼P[ψω(x)] + Ex∼Qθ
[(f c ◦ ψω)(x)] achieves a lower bound of

the f -divergence Df (P||Qθ).

When ψω := g ◦ φω and f c(·) = − ln(1− exp(·)), (2) is specified as
(1).

For short, we write the objective function in (2) as F (P,Qθ;ψω).
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Motivation: Dimension mismatch problem

Challenge: Dimensional mismatch (or supp(P) ∩ supp(Qθ) = ∅), which
often happens in the initial phase of training.

Problem: dimensional mismatch or
supp(P ) fl supp(Q◊) = ?

=> undefined f -divergence Df(P ||Q◊) = ???

4

Bad initial and intermediate generator θ leads to non-overlapped
distributions.

Accordingly, f -divergence Df (P||Qθ) goes to +∞, while an “optimal”
discriminator D∗ is easily achieved.

No motivation for further training!
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Previous work: noise-induced regularization

An effective solution: Adding sample noise (or equivalently, convolving
probability densities) [Casper 2016]

x → x + ξ, ξ ∼ Λ = N (0, γI )
Solution: Adding Noise (Convolving Densities)

x æ x + ›, › ≥ N (0, “)

=> Regularizing Discriminator
5

In this case, the objective function of f -GAN becomes:

Fγ(P,Qθ;ψω) = Ex∼PEξ∼Λ[ψ(x + ξ)]− Ex∼QEξ∼Λ[(f c ◦ ψ)(x + ξ)] (3)
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The problems of noise-induced regularization

Adding noise directly increases the randomness of learning processes
and learning results.
The analytic approximation of the adding noise operation is with high
computational complexity.

Apply Taylor expand to ψ around ξ = 0 [Bishop 95]:

ψ(x + ξ) = ψ(x) + [∇ψ(x)]Tξ +
1

2
ξT [∇2ψ(x)]ξ +O(ξ3). (4)

∇2 is the Hessian operator. Tr(∇2) = 4 is the Laplace operator.
Because ξ ∼ N (0, γI ), we have

EΛ[ψ(x + ξ)] = ψ(x) +
γ

2
4ψ(x) +O(γ2) (5)

Impose (5) into (3):

Fγ(P,Qθ;ψω) ≈ EP[ψ]− EQ[f c ◦ ψ] +
γ

2
{EP[4ψ]− EQ[4(f c ◦ ψ)]}

= F (P,Qθ;ψω) +
γ

2
{EP[4ψ]− EQ[4(f c ◦ ψ)]︸ ︷︷ ︸

Time-consuming term

} (6)

6 / 11



Contribution: An efficient gradient-based regularizer

The main contribution of this work is proposing a low-cost explicit
regularizer to achieve the noise-inducted regularization approximately.

1 Given optimal discriminant ψ∗, we have [Nguyen et al. 2010]

(f c
′ ◦ ψ∗)dQ = dP (7)

2 Apply chain rule

4(f c ◦ ψ) = (f c
′′ ◦ ψ)· ‖ ∇ψ ‖2 +(f c

′ ◦ ψ)4ψ (8)

Assume that ψ = ψ∗ +O(γ), we can rewrite (6) as

Fγ(P,Q;ψ) ≈ F (P,Q;ψ) +
γ

2
{EP[4ψ]− EQ[4(f c ◦ ψ)]}

≈(7) F (P,Q;ψ) +
γ

2
{EQ[(f c

′ ◦ ψ)4ψ]− EQ[4(f c ◦ ψ)]}

=(8) F (P,Q;ψ)− γ

2
EQ[(f c” ◦ ψ)· ‖ ∇ψ ‖2]︸ ︷︷ ︸

Ωf (Q;ψ)

.

(9)
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Proposed Regularized GAN

Regularized f-GAN

Fγ(P,Qθ;ψω) = Ex∼P[ψω(x)]− Ex∼Q[(f c ◦ ψ)(x)]− γ

2
Ωf (Qθ;ψω),

Ωf (Qθ;ψω) := Ex∼Q[(f c
′′ ◦ ψ)(x)· ‖ ∇ψ(x) ‖2]

(10)

Regularized JS-GAN

Fγ(P,Qθ;φω) = Ex∼P[lnσ(φω(x))] + Ex∼Q[ln(1− σ(φω(x)))]

− γ

2
ΩJS(P,Qθ;φω),

ΩJS(P,Qθ;φω) := Ex∼P[(1− σ(φ(x)))2‖∇φ(x)‖2]

+ Ex∼Q[σ(φ(x))2‖∇φ(x)‖2]

(11)
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Experiments

Regularization vs. Explicitly Adding Noise

UNREGULARIZED EXPLICIT NOISE
0.01 0.1 1.0

REGULARIZED
0.001 0.01 0.1 1.0

Figure 4: CIFAR-10 samples generated by (un)regularized DCGANs (with alternative generator loss),
as well as by training a DCGAN with explicitly added noise (noise-to-signal ratio 4). The level of
regularization or noise � is shown above each batch of images. The regularizer stabilizes across a
broad range of noise levels and manages to produce images of higher quality than the unregularized
variants. Samples were produced after 50 training epochs.

Regularized GAN (� = 0.1)

True condition
Positive Negative

Predicted
Positive 0.9688 0.0002
Negative 0.0312 0.9998

Cross-testing: FP: 0.0

Unregularized GAN

True condition
Positive Negative

Predicted
Positive 1.0 0.0013
Negative 0.0 0.9987

Cross-testing: FP: 1.0

For both models, the discriminator is able to recognize his own generator’s samples (low FP in the
confusion matrix). The regularized GAN also manages to perfectly classify the unregularized GAN’s
samples as fake (cross-testing FP 0.0) whereas the unregularized GAN classifies the samples of the
regularized GAN as real (cross-testing FP 1.0). In other words, the regularized model is able to fool
the unregularized one, whereas the regularized variant cannot be fooled.

6 Conclusion

We introduced a regularization scheme to train deep generative models based on generative adversarial
networks (GANs). While dimensional misspecifications or non-overlapping support between the
data and model distributions can cause severe failure modes for GANs, we showed that this can be
addressed by adding a penalty on the weighted gradient-norm of the discriminator. Our main result is
a simple yet effective modification of the standard training algorithm for GANs, turning them into
reliable building blocks for deep learning that can essentially be trained indefinitely without collapse.
Our experiments demonstrate that our regularizer improves stability, prevents GANs from overfitting
and therefore leads to better generalization properties (cf cross-testing protocol). Further research on
the optimization of GANs as well as their convergence and generalization can readily be built upon
our theoretical results.
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Experiments

Stability across various architectures
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Experiments

Cross-Testing Protocol
Cross-Testing Protocol

Regularized “ = 0.1 Unregularized
True Cond.

Pos. Neg.

Pr
ed

. Pos. 0.9688 0.0002
Neg. 0.0312 0.9998

True Cond.
Pos. Neg.

Pr
ed

. Pos. 1.0 0.0013
Neg. 0.0 0.9987

Cross-testing: FP: 0.0 Cross-testing: FP: 1.0

• Regularized D classifies unregularized G’s samples as fake
• Unregularized D classifies samples of regularized G as real

=> Regularized GAN generalizes better!

21

Both regularized D and unregularized D can classify their corresponding
G s’ samples as fake successfully, but...

Regularized D classifies unregularized G ’s samples as fake.

Unregularized D classifies samples of regularized G as real.

⇒ Regularized GAN generalizes better!
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