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MOTIVATION – EXAMPLES OF ANOMALIES IN PATHOLOGY



MOTIVATION –VIDEO SURVEILLANCE

 https://www.youtube.com/watch?v=hHHmWmJG9Rw



PROBLEM SETTING

 Consider the set

 Where:

 Assume the training set comprises the normal class only

 Goal: calculate an abnormality score

 Terminology:

 One class classification

 Fault detection



THE SIMPLEST ANOMALY DETECTOR - KNN

Training set



THE SIMPLEST ANOMALY DETECTOR - KNN

 Extensions include the use of different feature representations and distance/kernel 

functions

 Limitations: 

 High memory usage

 Slow during testing 



 Obtain a low dimensional representation of the data

 Reconstruct the original sample:

 Abnormality score:

 Examples:

 PCA

 Autoencoders and they variants

 Denoising/convolutional autoencoders

 VAE

PREVIOUS STUDIES - RECONSTRUCTION BASED METHODS



PREVIOUS STUDIES - PREDICTION BASED METHODS

 Prediction (in time series):

 LSTM

 Video data

 is the prediction of       based on previous time frames

 Anomaly score: 



OBSERVATION

 Previous studies design/train networks for other tasks and then adapt them for 

anomaly detection



Deep one-class classification (ICML 2018)

Ruff, L., Görnitz, N., Deecke, L., Siddiqui, S. A., Vandermeulen, R., Binder, A., ... & Kloft, M.. 



DEEP ONE-CLASS CLASSIFICATION

 Obtain a mapping of the data                             to a hypersphere with center



DEEP ONE-CLASS CLASSIFICATION

 Objective:

 Intuition: enforces compact representation of data

 Anomaly score:



PROPERTIES

 Proposition 1: all zero weights solution:

 By plugging:

 Into:

 And if 

 We get the trivial (optimal) solution



PROPERTIES

 We get the trivial solution – “hypersphere collapse”

 Implication: set constant (don’t optimize) the parameter        

 In practice:      is set to the average output value prior optimization



PROPERTIES CONT’D

 Proposition 2: bias terms lead to the (trivial) optimal solution:

 Consider layer    of the network

 And set

 The output is independent of the input:

 Proper selection of the parameters      leads to the trivial solution (hypersphere collapse) 

since the output does not depend on the input:

 Implication: do not use bias terms



PROPERTIES CONT’D

 Proposition 3: bounded activation function can lead to hypersphere collapse 



PROPERTIES CONT’D

 Assume

 is an output of a single (scalar) feature of a certain layer

 Then for every            there exist large enough weight such that:

 We have a constant, non zero output 

 Emulating a bias term 

 Implication: use RELU



PROPERTIES CONT’D 

 Question: what if part of the training data contains abnormalities?

 Alternative loss function:

 is related to the fraction of abnormal samples in the training set

 If      approaches zero the two objectives are equivalent



PROPERTIES CONT’D 

 Let          be the number of outliers out of the hypersphere

 Proposition 4: 

 Consider the optimization over     :

 Then we have



PROPERTIES CONT’D 

 We have

 As long as 

 (Until                          )

 Implication: set     to be the fraction of abnormal samples in the training set



OTHER BASELINES

 VAE

 AnoGan: anomaly score is obtained by inverse mapping of       to the latent space via 

gradient descent



EXPERIMENTAL RESULTS - MNIST



EXPERIMENTAL RESULTS – CIFAR10



NORMAL AND “ABNORMAL” IN-CLASS EXAMPLES



ADVERSARIAL ATTACKS ON GTSRB STOP SIGN DATASET

 Motivation: autonomous driving

 Scenario: sticker invisible to the human eye

 Use GAN to generate adversarial  examples (anomalies)



ADVERSARIAL ATTACKS ON GTSRB STOP SIGN DATASET

 Use GAN to generate adversarial  examples (anomalies)



TO CONCLUDE (MY OPINION ON THE PAPER)

 Good (and simple) idea:

 Map normal example to hypersphere

 Train model directly for the task of anomaly detection

 Analysis:

 Gives guidelines for practical implementation

 Highlights well the limitations of the method (what should be avoided)

 Does guarantee that sphere collapse won’t happen 

 Experiments

 Moderate performance

 Artificial datasets

 What if a small amount of labelled anomalies is available?


