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Abstract. Factor analytic models are widely used in social sciences. These models have also

proven useful for sparse modeling of the covariance structure in multidimensional data. Normal

priors for factor loadings and inverse gamma priors for residual variances are a popular choice

because of their conditionally conjugate form. However, such priors require elicitation of many

hyperparameters and tend to result in poorly behaved Gibbs samplers. In addition, one must

choose an informative specification, as high variance priors face problems due to impropriety of

the posterior. This article proposes a default, heavy tailed prior specification, which is induced

through parameter expansion while facilitating efficient posterior computation. We also develop

an approach to allow uncertainty in the number of factors. The methods are illustrated through

simulated examples and epidemiology and toxicology applications.

1



Key words: Bayes factor; Covariance structure; Latent variables; Parameter expansion; Selection

of factors; Slow mixing.

1. INTRODUCTION

Factor models have been traditionally used in behavioral sciences, where the study of latent factors

such as anxiety and aggression arises naturally. These models also provide a flexible framework for

modeling multivariate data by a few unobserved latent factors. In recent years factor models have

found their way into many application areas beyond social sciences. For example, latent factor

regression models have been used as a dimensionality reduction tool for modeling of sparse covari-

ance structures in genomic applications (West, 2003; Carvalho et al., 2006). In addition, structural

equation models and other generalizations of factor analysis are increasingly used in epidemiological

studies involving complex health outcomes and exposures (Sanchez et al, 2005). There has been a

recent interesting application of factor analysis for reconstruction of gene regulatory networks and

unobserved activity profiles of transcription factors (Pournara and Wernisch, 2007).

Improvements in Bayesian computation permit the routine implementation of latent factor

models via Markov chain Monte Carlo (MCMC) algorithms. One typical choice of prior for factor

models is to use normal and inverse gamma priors for factor loadings and residual variances re-

spectively. These choices are convenient, because they represent conditionally-conjugate forms that

lead to straightforward posterior computation by a Gibbs sampler (Arminger, 1998; Rowe, 1998;

Song and Lee, 2001).

Although conceptually straightforward, routine implementation of Bayesian factor analysis faces

a number of major hurdles. First, it is difficult to elicit the hyperparameters needed in specifying

the prior. For example, these hyperparameters control the prior mean, variance and covariance
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in the factors loadings. In many cases, prior to examination of the data, one may have limited

knowledge of plausible values for these parameters, and it can be difficult to convert subject matter

expertise into reasonable guesses for the factor loadings and residual variances. Prior elicitation

is particularly important in factor analysis, because the posterior is improper in the limiting case

as the prior variance for the normal and inverse-gamma components increases. In addition, as for

other hierarchical models, use of a diffuse, but proper prior does not solve this problem (Natarajan

and McCulloch, 1998). Even for informative priors, Gibbs samplers are commonly very poorly

behaved due to high posterior dependence in the parameters leading to extreme slow-mixing.

To simultaneously address the need for default priors and dramatically more efficient and reliable

algorithms for posterior computation, this article proposes a parameter expansion approach (Liu

and Wu, 1999). As noted by Gelman (2004), parameter expansion provides a useful approach for

inducing new families of prior distributions. Gelman (2006) used this idea to propose a class of priors

for variance parameters in hierarchical models. Kinney and Dunson (2007) later expanded this class

to allow dependent random effects in the context of developing Bayesian methods for random effects

selection. Liu, Rubin and Wu (1998) used parameter expansion to accelerate convergence of the

EM algorithm, and applied this approach to a factor model. However, to our knowledge, parameter

expansion has not yet been used to induce priors and improve computational efficiency in Bayesian

factor analysis.

As a robust prior for the factor loadings, we use parameter expansion to induce t or folded-t pri-

ors, depending on sign constraints. The Cauchy or half-Cauchy case can be used as a default in cases

in which subject matter knowledge is limited. We propose an efficient parameter-expanded Gibbs

sampler involving generating draws from standard conditionally-conjugate distributions, followed

by a post-processing step to transform back to the inferential parameterization. This algorithm is
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shown to be dramatically more efficient than standard Gibbs samplers in several examples. In addi-

tion, we develop an approach to allow uncertainty in the number of factors, providing an alternative

to methods proposed by Lopes and West (2004) and others.

Section 2 defines the model and parameter expansion approach when the number of factors

is known. Section 3 presents a comparison of the traditional and the parameter expanded Gibbs

sampler, based on the results of a simulation study, when the number of factors is known. Section

4 extends this approach to allow unknown number of factors. Section 5 presents the results of a

simulation study with the number of factors being unknown. Section 6 considers generalizations to

more complex factor models. Section 7 contains two applications, one to a data from a reproductive

epidemiological study and the other to data from a toxicology study. Section 8 discusses the results.

2. BAYESIAN FACTOR MODELS

2.1 Model Specification and Standard Priors

The factor model is defined as follows:

yi = Ληi + εi, εi ∼ Np(0,Σ), (1)

where Λ is a p× k matrix of factor loadings, ηi = (ηi1, . . . , ηik)
′ ∼ Nk(0, Ik) is a vector of standard

normal latent factors, and εi is a residual with diagonal covariance matrix Σ = diag(σ2
1 , . . . , σ

2
p).

The introduction of the latent factors, ηi, induces dependence, as the marginal distribution of yi

is Np(0,Ω), with Ω = ΛΛ′ + Σ. In practice, the number of factors is small relative to the number

of outcomes (k << p). Small values of k relative to p lead to sparse models for Ω containing many

fewer than p(p+ 1)/2 parameters. For this reason, factor models provide a convenient and flexible

framework for modeling of a covariance matrix, particularly in applications with moderate to large
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p.

For simplicity in exposition, we leave the intercept out of expression (1). The factor model (1)

without further constraints is not identifiable. One can obtain an identical Ω by multiplying Λ

by an orthonormal matrix P defined so that PP′ = Ik. Following a common convention to ensure

identifiability, we assume that Λ has a full-rank lower triangular structure. The number of free

parameters in Λ,Σ is then q = p(k+1)− k(k− 1)/2, and k must be chosen so that q ≤ p(p+1)/2.

Although we focus on the case in which the loadings matrix is lower triangular, our methods can be

trivially adapted to cases in which structural zeros can be chosen in the loadings matrix based on

prior knowledge. For example, the first p1 measurements may be known to measure the first latent

trait but not to measure the other latent traits. This would imply the constraint that λjl = 0, for

j = 1, . . . , p1 and l = 2, . . . , k.

To complete a Bayesian specification of model (1), the typical choice specifies truncated normal

priors for the diagonal elements of Λ, normal priors for the lower triangular elements, and inverse-

gamma priors for σ2
1 , . . . , σ

2
p. These choices are convenient, because they represent conditionally-

conjugate forms that lead to straightforward posterior computation by a Gibbs sampler (Arminger,

1998; Rowe, 1998; Song and Lee, 2001). Unfortunately, this choice is subject to the problems

mentioned in Section 1.

2.2 Inducing Priors Through Parameter Expansion

In order to induce a heavier tailed prior on the factor loadings to allow specification of a default,

proper prior, we propose a parameter expansion (PX) approach. The basic PX idea involves

introduction of a working model that is over-parameterized. This working model is then related to

the inferential model through a transformation. Generalizing the approach proposed by Gelman
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(2006) for prior specification in simple ANOVA models, we define the following PX-factor model:

yi = Λ∗η∗

i + εi, η∗

i ∼ Nk(0,Ψ), εi ∼ Np(0,Σ) (2)

where Λ∗ is p × k working factor loadings matrix having a lower triangular structure without

constraints on the elements, η∗

i = (η∗i1, . . . , η
∗

ik)
′ is a vector of working latent variables, Ψ =

diag(ψ1, . . . , ψk), and Σ is a diagonal covariance matrix defined as in (1). Note that model (2) is

clearly over-parameterized having redundant parameters in the covariance structure. In particular,

marginalizing out the latent variables, η∗

i , we obtain yi ∼ Np(0,Λ
∗ΨΛ∗′+Σ). Clearly, the diagonal

elements of Λ∗ and Ψ are redundant.

In order to relate the working model parameters in (2) to the inferential model parameters in

(1), we use the following transformation:

λjl = S(λ∗ll)λ
∗

jlψ
1/2
l , j = 1, . . . , p, l = 1, . . . , k, ηi = Ψ−1/2η∗

i , (3)

where S(x) = −1 for x < 0 and S(x) = 1 for x ≥ 0. Then, instead of specifying a prior for Λ

directly, we induce a prior on Λ through a prior for Λ∗,Ψ. In particular, we let

λ∗jl
iid
∼ N(0, 1), j = 1, . . . , p, l = 1, . . . ,min(j, k), λjl ∼ δ0, j = 1, . . . , p, l = j + 1, . . . , k,

ψl
iid
∼ G(al, bl), l = 1, . . . , k, (4)

where δ0 is a measure concentrated at 0, and G(a, b) denotes the gamma distribution with mean

a/b and variance a/b2.

The prior is conditionally-conjugate, leading to straightforward Gibbs sampling, as described

in Section 2.3. In the special case in which k=1 and λjl = λ, λ∗jl = λ∗, the induced prior on Λ

reduces to the Gelman (2006) half-t prior. In a general case, we obtain a t prior for the off-diagonal

elements of Λ and half-t priors for the diagonal elements of Λ upon marginalizing out Λ∗ and Ψ.
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Gelman (2006) mentions that the parameter expansion diminishes dependence among parameters

and hence leads to better mixing. Note that we have induced prior dependence across the elements

within a column of Λ. In particular, columns having higher ψl values will tend to have higher factor

loadings, while columns with low ψl values tend to have low factor loadings. Such a dependence

structure is quite reasonable.

2.3 Parameter Expanded Gibbs Sampler

After specifying the prior one can then run an efficient, blocked Gibbs sampler for posterior com-

putation in the PX-factor model. Note that the chains under the overparameterized model actually

exhibit very poor mixing, reflecting the lack of identifiability. It is only after transforming back to

the inferential model that we obtain improved mixing. We have found this algorithm to be highly

efficient, in terms or rates of convergence and mixing, in a wide variety of simulated and real data

examples. The conditional distributions are described below.

Model (2) can be written as

yij = z′ijλ
∗

j + εij, εij ∼ N(0, σ2
j ),

where zij = (η∗i1, . . . , η
∗

ikj
)′, λ∗

j = (λ∗j1, . . . , λ
∗

jkj
)′ denotes the free elements of row j of Λ∗, and

kj = min(j, k) is the number of free elements. Let π(λ∗

j ) = Nkj
(λ∗

0j ,Σ0λ
∗

j
) denote the prior for λ∗

j ,

the full conditional posterior distributions are as follows:

π
(
λ∗

j |η
∗,Ψ,Σ,y

)
= Nmj

((
Σ−1

0λ
∗

j

+ σ−2
j Z′

jZj

)
−1(

Σ−1

0λ
∗

j

λ∗

0j + σ−2
j Z′

jYj

)
,
(
Σ−1

0λ
∗

j

+ σ−2
j Z′

jZj

)
−1

)
,
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where Zj = (z1j , . . . , znj)
′ and Yj = (y1j , . . . , ynj)

′. In addition, we have

π(η∗

i |Λ
∗,Σ,Ψ,y) = Nm

((
Ψ−1 + Λ∗′Σ−1Λ∗

)
−1

Λ∗′Σ−1yi,
(
Ψ−1 + Λ∗′Σ−1Λ∗

)
−1

)
,

π(ψ−1
l |η∗,Λ∗,Σ,y) = G

(
al +

n

2
, bl +

1

2

n∑

i=1

η∗il
2

)
,

π(σ−2
j |η∗,Λ∗,Ψ,y) = G

(
cj +

n

2
, bj +

1

2

n∑

i=1

(yij − z′ijλ
∗

j)
2

)
,

where G(al, bl) is the prior for ψ−1
l , for l = 1, . . . , k, and G(cj , dj) is the prior for σ−2

j , for j = 1, . . . , p.

Hence, the proposed PX Gibbs sampler cycles through simple steps for sampling from normal

and gamma full conditional posterior distributions under the working model. After discarding a

burn-in and collecting a large number of samples, we then simply apply the transformation in (3)

to each of the samples as a post-processing step that produces samples from the posterior under

the inferential parameterization. Convergence diagnostics and inferences then rely entirely on the

samples after post-processing, with the working model samples discarded.

3. SIMULATION STUDY WHEN THE NUMBER OF

FACTORS IS KNOWN

We look at two simulation examples to compare the performance of the traditional and our PX

Gibbs sampler. We routinely normalize the data prior to analysis.
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3.1 One Factor Model

In our first simulation, we consider one of the examples in Lopes and West (2004). Here p = 7, n =

100, the number of factors, k = 1 and

Λ = (0.995, 0.975, 0.949, 0.922, 0.894, 0.866, 0.837)′

diag(Σ) = (0.01, 0.05, 0.10, 0.15, 0.20, 0.25, 0.30).

We repeat this simulation for 100 simulated data sets. To specify the prior, for the traditional

Gibbs sampler we choose N+(0, 1) (truncated to be positive) priors for the diagonals and N(0, 1)

priors for the lower triangular elements of Λ respectively. For the PX Gibbs sampler we induce

half-Cauchy and Cauchy priors, both with scale parameter 1, for the diagonals and lower triangular

elements of Λ respectively. In order to induce this prior we take N(0, 1) priors for the free elements

of Λ∗ and G(1/2, 1/2) priors for the diagonal elements of Ψ. For the residual precisions σ−2
j we take

G(1, 0.2) priors for both samplers. This choice of hyperparameter values provides a modest degree

of shrinkage towards a plausible range of values for the residual precision. For each simulated data

set, we run the Gibbs sampler for 25,000 iterations, discarding the first 5,000 iterations as burn-in.

We compare the Effective Sample Size (ESS) and the bias of posterior means of the variance

covariance matrix Ω across the 100 simulations. We find that the PX Gibbs sampler leads to a

tremendous gain in ESS for all elements in Ω and a slightly lower bias for some. This is evident

from Figures (1) and (3) in the Appendix. We think that the increase in ESS is because of using

the parameter expanded model and the heavy-tailed Cauchy prior induced as a result.
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3.2 Three Factor Model

For our second simulation, we have p = 10, n = 100, and the number of factors, k = 3. Here some

of the loadings are negative.

Λ′ =




0.89 0.00 0.25 0.00 0.80 0.00 0.50 0.00 0.00 0.00
0.00 0.90 0.25 0.40 0.00 0.50 0.00 0.00 −0.30 −0.30
0.00 0.00 0.85 0.80 0.00 0.75 0.75 0.00 0.80 0.80




diag(Σ) = (0.2079, 0.1900, 0.1525, 0.2000, 0.3600, 0.1875, 0.1875, 1.0000, 0.2700, 0.2700).

We carried out the simulations exactly as in the previous simulation study. From Figure (2) we find

that the gain is not as dramatic as in the previous example. This is not unusual as the outcomes

are not so highly correlated here. These simulations demonstrate that when there is a very strong

correlation among the outcomes the gain in using our approach will be very pronounced.

4. BAYESIAN MODEL SELECTION FOR UNKNOWN

NUMBER OF FACTORS

To allow an unknown number of factors k, we choose a multinomial prior distribution, with Pr(k =

h) = κh, for h = 1, . . . ,m. We then complete a Bayesian specification through priors on the

coefficients within each of the models in the list k ∈ {1, . . . ,m}. This is accomplished by choosing

a prior for the coefficients in the m factor model having the form described in Section 2, with

the prior for Λ(h) for any smaller model k=h then obtained by marginalizing out the columns from

(h+1) to m. In this manner, we place a prior on the coefficients in the largest model, while inducing

priors on the coefficients in each of the smaller models.
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Bayesian selection of the number of factors relies on posterior model probabilities:

Pr(k = h |y) =
κh π(y | k = h)∑m
l=1 κl π(y | k = l)

(5)

where the marginal likelihood under model k, π(y | k = h), is obtained by integrating the likelihood

∏
i Np(yi;0,Λ

(k)Λ(k)′ + Σ) across the prior for the factor loadings Λ(k) and residual variances Σ.

We still need to consider the problem of estimating Pr(k = h |y) as the marginal likelihood is not

available in closed form. Note that any posterior model probability can be expressed entirely in

terms of the prior oddsO[h : j] = {κh/κj} and Bayes factors BF [h : j] = {π(y | k = h)/π(y | k = j)}

as follows:

Pr(k = h |y) =
O[h : j] ∗ BF [h : j]∑m
l=1O[l : j] ∗ BF [l : j]

(6)

We choose κh = 1/m, which corresponds to a uniform prior for the number of factors k. To obtain

an estimate of the Bayes factor BF[(h - 1): h], for comparing models k=(h-1) to k=h, we run the

PX Gibbs sampler under k = h. Let {θ
(h)
i , i = 1, . . . , n} denote the n MCMC samples from the PX

Gibbs sampler under k = h, where θ
(h)
i = (Λ

(h)
i ,Σi). We can then estimate BF [(h− 1) : h] by the

following estimator:

B̂F [(h− 1) : h] =
1

n

n∑

i=1

p(y|θ
(h)
i , k = h− 1)

p(y|θ
(h)
i , k = h)

(7)

We do this for h = 2, . . . ,m.

The above estimator is based on the following identity:

∫
p(y|θ(h), k = h− 1)

p(y|θ(h), k = h)
p(θ(h)|y, k = h)dθ(h) =

∫
p(y|θ(h), k = h− 1)

p(θ(h))

p(y|k = h)
dθ(h)

=
p(y|k = h− 1)

p(y|k = h)
(8)
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We can obtain the Bayes factor for comparing any two models for eg. BF [1 : m] = BF [1 : 2]∗BF [2 :

3] . . . BF [(m− 1) : m]. Using (6), we can estimate the posterior model probabilities in (5). We will

refer to this approach as Importance Sampling with Parameter Expansion (ISPX).

Lee and Song (2002) use the path sampling approach of Gelman and Meng (1998) for estimating

log Bayes factors. They construct a path using a scalar t∈ [0, 1] to link two models M0 and M1.

They use the same idea as outlined in an example in Gelman and Meng (1998) to construct their

path. To compute the required integral they take a fixed set of grid points for t, t∈ [0, 1] and

then use numerical integration to approximate the integration over t. Although their approach is

promising in terms of accuracy but it is computationally intensive. For eg. if there are 10 grid

points, 10 separate Markov chains need to be run whereas ISPX can compute the Bayes factor

essentially from one of these grid points.

Although the path sampling approach is appealing by itself, the prior used by Lee and Song

(2002) is extremely informative. In their simulations, they have used Normal priors for the factor

loadings, with the prior means set equal to the true values. Although some sensitivity analysis

has been performed by taking the prior mean as twice the true value, it is unlikely that so much

prior information will be available in reality. We modify their approach to model selection by using

path sampling in conjunction with our Cauchy or half-Cauchy prior, induced through parameter

expansion. We will refer to this approach from now on as Path Sampling with Parameter Expansion

(PSPX). Note that the availability of parallel computing power would make PSPX particularly

attractive as Markov chains for different grid points can be run in parallel.
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5. SIMULATION STUDY FOR AN UNKNOWN NUMBER OF

FACTORS

Here we consider the same two sets of simulations as in Section 3, but now allowing the number of

factors to be unknown. Let m denote the maximum number of factors in our list.

5.1 One Factor Model

For the first simulation example considered in Section 3.1, we take m to be 3, which is also the

maximum number of factors resulting in an identifiable model. We repeat this simulation for 100

simulated data sets and analyze them using both ISPX and PSPX. For PSPX we take 10 equi-

spaced grid points in [0,1] for t. To specify the prior, we choose half-Cauchy and Cauchy priors

with scale parameter 1 for the diagonals and lower triangular elements of Λ respectively. For the

residual precisions σ−2
j we take G(1, 0.2) priors. For each simulated data set, we run the Gibbs

sampler for 25,000 iterations, discarding the first 5,000 iterations as a burn-in for each of the grid

points. For ISPX we need only the samples from the grid t = 1. Here ISPX chooses the correct

model 88/100 times and PSPX 100/100 times.

5.2 Three Factor Model

For this second simulation example considered in Section 3.2 the true model has two factors and

the maximum number of factors resulting in an identifiable model is 6. But here we take m = 4.

We recommend focusing on lists that do not have large number of factors as sparseness is one of

the main goals of factor models. Thus fitting models with as many factors as permitted given

identifiability constraints goes against this motivation. We carry out the simulations exactly as

in the previous simulation study. Here ISPX chooses the correct model 85/100 times and PSPX
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100/100 times. Given that ISPX takes only 1/10 of the time its performance is reasonably good.

Running the MCMC much longer would improve its performance. In the simulations where the

wrong model is chosen, the bigger model with four factors is selected. For these datasets the

parameter estimates under both models are very close with the entries in the fourth column of the

loadings matrix being close to zero.

6. GENERALIZATIONS

Although we have focused on the normal, linear factor model (1), the method generalizes trivially

to many other cases. For example, it is often of interest to model the joint distribution of mixed cat-

egorical and continuous variables using a factor model. For example, suppose that yi = (y′

i1,y
′

i2)
′,

with yi1 a p1 × 1 vector of continuous variables and yi2 a p2 × 1 vector of ordered categorical

variables having Lj levels, for j = 1, . . . , p. Then, we can consider the following generalization of

(1):

yij = hj(y
∗

ij; τ j), for j = 1, . . . , p

y∗

i = α + Ληi + εi, ηi ∼ Nk(0, Ik), εi ∼ Np(0,Σ), (9)

where hj(·) is the identity link, for j = 1, . . . , p1, and is a threshold link:

hj(z; τ j) =

Lj∑

c=1

c 1(τj,c−1 ≤ z ≤ τjc), for j = p1 + 1, . . . , p,

with p = p1+p2. Here, y∗ij is an underlying normal variable, so that probit-type models are assigned

to the categorical items. For identifiability, the p1 + 1, . . . , p diagonal elements of Σ are set equal

to one.

The approach described in Sections 2 and 3 can be implemented with the modifications:
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1. In the Gibbs sampler, the underlying y∗ij for the categorical items are imputed by sampling

from their truncated normal full conditional distributions (following Albert and Chib, 1993).

The yij’s are then replaced with y∗ij ’s in the other updating steps.

2. Choosing a normal prior for α, these intercepts can be updated from their multivariate normal

full conditional posterior in implementing the Gibbs sampler.

3. The threshold parameters τ need to be assigned a prior and updated, which can proceed via

a Metropolis-Hastings step.

Dunson(2003) provides a more general modeling framework to allow mixtures of count, cat-

egorical and continuous variables.

7. APPLICATION

7.1 Treating the Number of Factors as Fixed

We first illustrate the effect of our parameter expanded Gibbs sampler on mixing when the number

of factors is fixed. We have data from a reproductive epidemiology study. Here the underlying latent

factor of interest is the fertility score of subjects. Concentration is defined as (sperm count/semen

volume). There are three outcome variables: concentration based on i. an automated sperm count

system, ii. manual counting (technique 1) and iii. manual counting (technique 2) respectively. Here

the maximum number of latent factors that results in an identifiable model is one. The model that

we consider generalizes the factor analytic model to include covariates at the latent variable level,

given as follows:

yij = αj + λjηi + εij, ηi = β′xi + δi where εij ∼ N(0, τj
−1), δi ∼ N(0, 1) (10)
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Following the usual convention we restrict the λj ’s to be positive for sign identifiability. We denote

the covariates by xi = (xi1, xi1, xi3). There are altogether three study sites having different water

quality.

xij =

{
1 if the sample is from site (j+1)
0 otherwise

j = 1, 2. xi3 =

{
1 if the time since last ejaculation ≤ 2
0 otherwise

The PX model is as follows:

yij = αj
∗ + λj

∗ηi
∗ + εij, ηi

∗ = µ∗ + β∗′xi + δi
∗ where εij ∼ N(0, τj

−1), δ∗i ∼ N(0, ψ−1) (11)

We relate the PX model parameters in (11) to those of the inferential model in (10) using the

transformations

αj = α∗

j + λ∗jµ
∗, λj = S(λ∗j )λ

∗

jψ
1/2, β = β∗ψ−1/2, ηi = ψ−1/2(η∗i − µ∗), δi = ψ−1/2δ∗i (12)

To specify the prior, for the traditional Gibbs sampler we choose αj ∼ N(0, 1), λj ∼ N+(0, 1), τj ∼

G(1, 0.2) for j = 1, 2, 3, β ∼ N(0, 10 ∗ I3). For the PX Gibbs sampler we have α∗

j ∼ N(0, 1), λ∗j ∼

N(0, 1), τj ∼ G(1, 0.2) for j = 1, 2, 3, µ∗ ∼ N(0, 1), β∗ ∼ N(0, 10 ∗ I3), ψ ∼ G(1/2, 1/2). We

run both the samplers for 25,000 iterations excluding the first 5000 as burn-in, and then com-

pare the performance based on convergence diagnostics such as trace plots and effective sam-

ple size (ESS). We also look at tools for inference like absolute value of the bias of the poste-

rior mean of the variance covariance matrix from the observed. It is evident from Figures (4)

and (5) that the PX Gibbs sampler dramatically improves mixing. ESS.PX/ESS.Traditional

for the upper triangular elements of Ω = ΛΛ′ + Σ, starting from the first row and proceeding

from left to right are 209.3953, 213.7289, 208.9247, 206.767, 207.9695, 156.3594. This means that we

need to run the traditional Gibbs sampler approximately 200 times longer to get similar per-

formances in mixing. Under the traditional approach the absolute bias for these parameters are

0.0184, 0.0219, 0.0202, 0.0183, 0.0206, 0.0182 and for the PX approach 0.0035, 0.0000, 0.0017, 0.0035,
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0.0012, 0.0036 respectively.

7.2 Treating the Number of Factors as Unknown

We next illustrate the two approaches to model selection using parameter expansion through ap-

plication to organ weight data from a U.S. National Toxicology Program (NTP) 13 week study of

Anthraquinone in female Fischer rats. The goal of the NTP 13 week studies is to assess the short

term toxicological effects of test agents on a variety of outcomes, including animal and organ body

weights. Studies are routinely conducted with 60 animals randomized to approximately six dose

groups, including a vehicle control. In the Anthraquinone study, doses included 0, 1875, 3750, 7500,

15000 and 30000 ppm.

At the end of the study, animals are sacrificed and a necropsy is conducted, with overall body

weight obtained along with weights for the heart, liver, lungs, kidneys (combined) and thymus.

Although body and organ weights are clearly correlated, a challenge in the analysis of these data

is the dimensionality of the covariance matrix. In particular, even assuming a constant covariance

across dose groups, it is still necessary to estimate p(p + 1)/2 = 21 covariance parameters using

data from only n = 60 animals. Hence, routine analyses rely on univariate approaches applied

separately to body weight and the different organ weights.

An alternative is to use a factor model to reduce dimensionality, but it is not clear whether it is

appropriate to assume a single factor underlying the different weights or if additional factors need to

be introduced. To address this question using the Anthraquinone data, we repeated the approach

described in Sections 4 and 5 in the same manner as implemented in the simulation examples. Here

we ran the algorithm for 100,000 iterations for the ISPX approach and took 10 equi-spaced grids

and 25,000 iterations per grid for the PSPX approach. The maximum possible number of factors
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was m = 3. Body weights were normalized within each dose group prior to analysis for purposes

of studying the correlation structure.

The estimated probabilities for the one, two and three factor models under ISPX are 0.4417,

0.3464 and 0.2120 and using PSPX are 0.9209, 0.0714 and 0.0077 respectively. The estimated factor

loadings for the one and two factor models are presented below:

Table 1: One Factor Model

Weight Parameter Mean 95% CI

body λ1 0.8763 [0.6721,1.0980]
heart λ2 0.3319 [0.0826,0.5922]
liver λ3 0.5205 [0.2835,0.7735]
lungs λ4 0.3303 [0.0797,0.5909]

kidneys λ5 0.6971 [0.4785,0.9408]
thymus λ6 0.4179 [0.1749,0.6753]

Table 2: Two Factor Model

Weight Parameter Mean 95% CI Parameter Mean 95% CI

body λ11 0.8700 [0.6630,1.0944] λ12 0 [0,0]
heart λ21 0.3411 [0.0858,0.6065] λ22 0.2439 [0.0101,0.7263]
liver λ31 0.5203 [0.2792,0.7796] λ32 -0.1545 [-0.6390,0.4520]
lungs λ41 0.3506 [0.0910,0.6213] λ42 0.2862 [-0.6196,0.8784]

kidneys λ51 0.6970 [0.4750,0.9448] λ52 -0.0567 [-0.4432,0.2946]
thymus λ61 0.4178 [0.1665,0.6834] λ62 -0.1411 [-0.6638,0.4873]

It seems that body weight and kidney weight are closest substitutes of one of the the latent

factors. The estimates under the two factor model are very close to those under the one factor

model. Most of the estimates of factor loadings for the second latent factor are close to zero. This

suggests that the two models are very similar. This is also true for the third model. Here we also

looked at the likelihoods at the posterior mean of Ω (assuming it to be a proxy for the posterior

mode). For the two and three factor models the increase in likelihood seems small compared to
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the number of additional parameters. In that sense the factor model with one factor seems most

appropriate. Hence the estimates of posterior probabilities from PSPX seem more likely to be

correct.

8. DISCUSSION

In analyzing high-dimensional, or even moderate-dimensional, multivariate data, one is faced with

the problem of estimating a large number of covariance parameters. The factor model provides

a convenient dimensionality-reduction technique. The routine use of Normal Gamma priors has

proven to be a bottleneck for posterior computation in these models for the very slow convergence

exhibited in the Markov chain.

In this article we have proposed a default heavy-tailed prior for factor analytic models. The

posterior computation can be implemented easily using a Gibbs sampler. This prior leads to a

considerable improvement in mixing in the Gibbs chain. Extension of this prior to more general

settings with mixed outcomes or to factor regression models and Structural Equation models is

straightforward.

We have also outlined two methods for computing posterior model probabilities using this

default prior. One method is quite fast and based on simple importance sampling. In the simulations

it does quite well, given the simplicity of the method. Alternatively if one is interested in more

accuracy, the second method based on path sampling can be used at the cost of more computational

time.
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APPENDIX: EFFECT OF PARAMETER EXPANSION

20
40

60
80

10
0

12
0

E
S

S
.P

X
 / 

E
S

S
.T

ra
di

tio
na

l

Figure 1: Comparison of the Parameter Expanded and Traditional Gibbs Sampler Based on the
Ratio of Effective Sample Size for Upper Triangular Elements of Ω Over 100 Simulated Datasets
for Simulation 3.1
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Figure 2: Comparison of the Parameter Expanded and Traditional Gibbs Sampler Based on the
Ratio of Effective Sample Size for Upper Triangular Elements of Ω Over 100 Simulated Datasets
for Simulation 3.2
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Figure 4: Trace plots of the intercept terms in Application 7.1
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Figure 5: Trace plots of factor loadings in Application 7.1
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