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Introduction
• Latent Dirichlet Allocation (LDA) is one of the most popular and 

commonly used topic models today.

• Applying LDA poses several major challenges

– Extremely common words tend to dominate all topics.

– Relatively little research has been done in inferring the number of topics T.

– Symmetric Dirichlet priors with heuristically set the concentration parameters 

are generally used.

• Little work in evaluating how asymmetric Dirichlet priors impact the 

quality of the inferred topics, and the probability of held-out documents.

• The authors discuss how the structure of the Dirichlet priors used are 

related to the practical issues of handling stop words and setting the number 

of topics, as well as the inferred model quality.
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Introduction
• The authors will demonstrate three key points

– A hierarchical (asymmetric) Dirichlet prior over the document-topic 

distributions and a symmetric Dirichlet prior over the topic-word 

distributions yield significant improvements in model performance in 

several different areas.

– A computationally efficient non-hierarchical version of the above 

model is proposed, yielding the same performance benefits, as the 

hierarchical approach, but with greatly reduced computational cost.

– As the truncation level T is increased, the optimized Dirichlet

hyperparameters results in dramatically improved consistency in topic 

usage.  The authors claim that the hyperparameter optimized LDA is 

more robust and data driven than standard LDA, while maintaining less 

model complexity and computational cost than nonparametric models. 
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Latent Dirichlet Allocation
• Assume a set of D documents                                                   , and define a 

topic t as a discrete distribution over words characterized by     .

• The prior over       is a symmetric Dirichlet with concentration parameter

• Each document is also associated with a distribution over topics       that is 

also Dirichlet distributed with concentration parameter     and symmetric 

base measure.

• The words in document d,                               , have corresponding topic 

assignments                               drawn i.i.d. from      , and conditioned on 

the words are drawn i.i.d. from                                ,

Wang 2009



Latent Dirichlet Allocation
• The parameters                                 and                                    can be marginalized 

out due to Dirichlet-multinomial conjugacy.

• The conditional posterior on topic assignment         given

can be written as 

where a sub- or super-script               denotes a quantity excluding position 

n in document d.

Wang 2009

Prior probability of choosing a 

particular topic        in document d.
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Priors for LDA
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• The previous section described LDA as most commonly presented and 

used, with fixed Dirichlet concentration parameters     and    , and 

symmetric hyperparameters.

• Broad Gamma priors are be placed on the concentration parameters    and  , 

and inferred using MCMC or slice sampling.

• Alternatively, the authors replace the uniform base measures in the 

Dirichlet priors over      and      with m and n, respectively.
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Asymmetric Dirichlet Priors
• The following discussion centers around an asymmetric Dirichlet prior on 

the document specific distributions over topics                             , but the 

same construction can readily be applied to the priors over the topics 

in a similar fashion.

• If      is given an asymmetric Dirichlet prior with concentration parameter     and 

non-uniform base measure m, the prior probability of topic t occurring in document 

d given     is 

• Notice that here, if topic t does not appear in document d, the probability of 

drawing                    is       .  Thus, much like in HDP,          is smoothed by the

document specific quantity          .
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Asymmetric Dirichlet Priors

• In the Bayesian setting, the non-uniform base measure m is not fixed a 

priori and is treated as an unknown quantity.  A natural approach is to 

assume m is itself symmetric Dirichlet distributed, with concentration 

parameter     , creating a hierarchical Dirichlet prior over     .
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Asymmetric base measure

Document specific topic draws from m, i.e. 

the set of “dishes” available to the document

Document specific topic draws from m,       . 

• Let      denote a document specific “dish” drawn from m.  The generative 

process for the topic indicators for the n words in document d, can be 

visualized as
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• The conjugate nature of the Dirichlet and the multinomial allows m to be 

integrated out, resulting in the prior for topic t in document d given    ,

where                                                 is the 

number of time topic t has been drawn in 

document d, and 

is the number of times topic t has been chosen 

across all documents.

Notice that if                 , them m is effectively 

ignored, and the model collapses back to the 

original symmetric LDA.

Integrating out m
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Comparing Priors for LDA
• The authors compared the four different version of LDA with different 

combinations of symmetric and asymmetric priors on the document-topic 

and topic-word distributions.

• The four models were run with the number of topics T set to 

{25,50,75,100} for five runs of 5000 Gibbs iterations (1000 burn in, 4000 

collection) with different random initializations.  The  concentration 

parameters      were given broad Gamma priors and inferred using slice 

sampling.

• The quantity                             was recorded every 20 iterations, and 

averaged over all five runs for T=50.

• In general, the best performance was recorded for the model with an 

asymmetric prior over the document specific distribution over topics     and 

a symmetric prior over the distribution over words    .
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Comparing Priors for LDA
• The authors also compared the four different priors on a set of held-out 

documents on the Patent Abstracts dataset.  This data includes stopwords

and is summarized below

• We notice that AS and AA both place stopwords into their own topics, 

while SS and SA are not as robust to stopwords. 
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Most probable Topics and Words
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Optimizing m
• An issue with the previous approach is the computational expense in the 

sampling path from      to     and maintaining multiple hierarchical 

structures in 

• The authors now suggest to optimize m rather than integrate it out, and 

implemented it in the AS model, leading to the AS optimized (ASO) model: 

sampling the AS model for T=25 took over four hours, while the ASO 

model took under 30 minutes.

• The next slide shows results supporting that ASO is a good approximation 

to AS.
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Optimizing m

• for T=50 (left) and                                                  of varying T

(right) for the Patent Abstracts dataset.

• ASO and AS consistently outperform SS.
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• Variation of information distances between pairs of models.

• VI is a proper distance metric that is invariant to label switching and can be 

computed in linear time.

• ASO and AS are close, and both are farther away from SS, meaning that ASO is a 

good approximation to AS.
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Selecting T

• The authors computed the VI (to a model with T=25) as a function of T for 

all four prior settings and noted that AS and AA show greater model 

consistency as T increases.

• The figures on the right show how words from the largest topic in the T=25 

model is broken up as T is increased, the authors claim that the topics 

learned in the AS model show less uniform splitting than the ones learned 

in the SS model.
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Conclusion
• This paper examined the idea of asymmetric Dirichlet priors over the 

document-topic distributions                              and the topic-word 

distributions                                 in LDA, resulting in hierarchical priors 

for the asymmetric base measures.

• Four different asymmetric prior settings (AS, AA, SA, and SS) were 

proposed and tested on several datasets, with AS and AA demonstrating the 

best performance and improved robustness to stopwords over SA and SS.

• It was found that a asymmetric prior over the topic-word distributions did 

not improve performance.

• The concentration parameters of all Dirichlets were optimized using slice 

sampling, and it was found that the AA model converged to the AS model.

• A computational efficient optimization algorithm was also proposed.
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