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Introduction
• Simultaneous object detection and multi-class image segmentation are 

considered in this paper.

• The authors propose a three layer model that describes a scene as pixels,

regions, and objects.
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• The three layers are connected without

complex feature mappings between layers.

• Regions belong to a single class: sky, tree, 

road, grass, water, building, mountain, or

foreground.

• Foreground regions are then collected into 

objects, that can take one of two classes 

(car or pedestrian).



Introduction
• The proposed model builds upon an earlier scene decomposition model of 

Gould et al. that dynamically proposed allocating pixels to regions and 

evaluating the moves relative to a global energy objective.

• The original approach resulted in regions with coherent appearance, but 

complex objects were oversegmented into dissimilar regions.

• The proposed model uses an additional object layer above the regions to 

propose moves applicable to the entire object, rather than the smaller 

coherent regions.

• Based on the learned regions, sophisticated shape and appearance features 

are computed over candidate object locations with precise boundaries.

• Semantic relationships between regions and objects can be inferred (i.e. 

“car” is usually found on “road”.
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Model Overview
• Suppose we have an image whose pixels (indexed p) each belong to a 

single region identified by the indicator                         .

• The r-th region is the of pixels such that                         .

• Regions that are in the foreground can be further grouped into objects, 

indicated by                            .

• Each pixel has a local feature appearance vector              .

• Each region r has a appearance variable      , a semantic class label     , and 

an object-correspondence variable      .

• The terms are combined into an energy function
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Model Specifics

• The horizon term captures the a priori location of the horizon in the scene.

• It is implemented as a log-Gaussian                                             whose 

mean and covariance are learned from labeled training images.

• It can be shown that the height of an object or region     can be computed as 

where h is the height of the camera.

• The normalized height is used a region feature.

• The terms     and     are the top and bottom most row of pixels (normalized).
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Model Specifics

• The region term captures the preference for a region to be assigned 

different semantic labels: sky, tree, road, grass, water, building, mountain, 

or foreground.

• The horizon term       is included as a features for region r

• The term is 

where                                            is the multi-class logit function. 
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Model Specifics

• The boundary term penalizes two adjacent regions with similar 

appearance or lack boundary contrast to encourage coherent pixels to 

merge into a single region.

where                                                        is the Mahalanobis distance 

between x and y and      is the set of pixels along the boundary between 

region r and region s.

• The first term captures region similarity, and the second term captures the 

boundary contrast.

• Semantic region class information is not represented here, this term is 

purely appearance based.

Wang 2010



Model Specifics

• The object term captures the likelihood of a group of regions being 

assigned a given object label (car, pedestrian or unknown).

• The unknown class includes foreground objects that are neither car nor 

pedestrian.

• The object term is defined by a multi-class logistic regression on the object 

features                                    .

• We also bias the object term to give zero contribution to the energy for the 

unknown class:
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Model Specifics

• The context term captures contextual information relating objects to their 

local background, for example a “car” should appear on “road”.

• This term is a pairwise energy function between an object o and a region r, 

formally

where                                       is a pairwise feature vector between object o

and a region r.

• The authors claim that since this term grows linearly with the number of 

object classes, it represents an advantage over methods that include a 

pairwise term between objects resulting in quadratic growth.
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Model Specifics
• The smallest units that this algorithm uses are oversegmentations obtained 

from a mean-shift algorithm.  The authors use several scales of the mean-

shift to learn a “dictionary” of oversegmented regions called     .
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• The algorithm then iteratively proposes “moves” that 
merge, split, or reassign pixels in the oversegmented
regions to reduce the energy function.

• This approach is similar to the author’s previous 
work, but the primary difference is the addition of the 
object layer that groups similar regions together.

• 17 dimensional features describing color and texture 
are used for each oversegmented patch.  Regions and 
objects have features that are aggregates of the 
patches within, with additional features appended on 
as necessary.



Object Detection
• In the proposed model, objects feature vectors are also appended with 

features from an object detector.

• Two different object detectors are used, the HOG detector of Dalal and 

Triggs and boosted decision trees.

• The authors employed both a standard rectangular window and an 

attenuated masked window shown below

• Scale invariance was achieved by running the object detector on various 

downsampled versions of each image.
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Inference
• The inference for the model 

parameters follows a two step 

process.

• In Phase 1, the goal is to build a 

good set of regions that can be 

reliably classified into objects.

• Thus, the object related variables 

O and S are not considered in the 

first step.

Wang 2010

• The algorithm iteratively proposes moves assigning pixels to regions (by 

drawing variable R) and recomputing and computing the energy 

E.



Inference
• In the Phase 2, the region 

proposals are continued, but the 

model is also allowed to propose 

new objects found using the 

object detector.

• After a move (either region or 

object) is proposed the variables  

are then 

recomputed.
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• Both Phase 1 and Phase 2 continue until the energy E stops changing.

• To reduce computation complexity, the context terms are computed only at 

the very last iteration.  The authors claim a processing speed of 5 seconds 

per test image.



Experiments
• The Street Scene dataset was used for experimental validation, containing 

3547 (split into 5 folds) high-resolution images of urban environments, 

rescaled to 320x240.

• Hand annotated region labels with object boundaries are included with the 

dataset, and Amazon’s Mechanical Turk was used to refine the annotations 

of the background classes.

• Multi-class image pixel-level segmentation accuracy was 84.2%, compared 

to 83.0% for the baseline methods.  Car and pedestrian (objects) detection 

accuracy is shown below
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Qualitative Segmentation Results
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Discussion
• A novel hierarchical model for joint object detection and image 

segmentation is proposed.

• The model centers around a modular energy function that can be amended 

or modified as new computer vision technologies become available.

• The learning algorithm is based on a previous work by the same authors 

and uses hand labeled training data.

• A key contribution of this paper is the incorporation of the object layer, 

enforcing consistency between adjacent foreground regions.

• This model requires the number of classes of background and foreground 

objects to be known a priori.  The authors also imply that significant tuning 

was required for best performance.
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