
Neural Ordinary Differential Equations

Authors: Ricky T. Q. Chen, Yulia Rubanova, Jesse Bettencourt, David
Duvenaud

University of Toronto

presented by Guoyin Wang

January 10, 2020

1 / 25



Overview

What is Ordinary Differential Equations (ODE)?
How does ODE link to neural network?
How to plug ODE into neural network?
What is the application of neural ODE?
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Ordinary Differential Equation

Ordinary differential equation (ODE) usually describes evolution in time
of some process that depends on one independent variable (ordinary),
and this change in time is described via a derivative

dh(t)
dt

= f (h(t), t, θ) (1)

where θ is the parameter of f and is independent of t
The term ordinary is used in contrast with the term partial differential
equation (PDE) which may be with respect to more than one
independent variable
Initial value problems (IVP): Given an ODE and some initial condition
at t0. These problems usually do not have analytical solutions but can
be numerically solved
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ODE Example

A simple ODE problem:

dh(t)

dt
= −λh(t) (2)

Analytical Solution:

h(t) = Ce−λt (3)

where C is some constant. By giving some initial condition, e.g. h(0) = 1,
we can calculate value of C (why we need IVP)
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Euler Method

One of the oldest numerical algorithm to solve ODE is Euler
discretization (also called forward Euler method). We can start from
forward finite difference

dh(t)
dt

= lim
δ−→0

h(t + δ)− h(t)
δ

= f (h(t), θ) (4)

Then we can get first-order Taylor expansion for h with finite step δ

h(t + δ) = h(t) + δf (h(t), θ) (5)

Let ht = h(t), ht+1 = h(t + δ) and δ = 1, then IVP solution can be
solved step by step through

ht+1 = ht + f (h(t), θt) (6)
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ODE network

Neural network models such as residual network can also be expressed
in Eq 6, where ht ∈ RD is the hidden state, t ∈ {0 . . .T} is the depth
of NN, and f is the layers in NN, e.g. Dense or convolution layer.
Hence we can treat these hidden units continuous and use an ODE to
express a neural model
The input layer is h(0) as initial condition and the output layer h(T ) is
the solution to this IVP. This can be computed by a black-box
differential equation solver 6 / 25



ODE Net

Residual Network ODE Network
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Figure: Left: A Residual network defines a discrete sequence of finite
transformations. Right: A ODE network defines a vector field, which continuously
transforms the state. Both: Circles represent evaluation locations.
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ODE Net

In Beyond finite layer neural networks: Bridging deep architectures and
numerical differential equations (ICML 2018), other types of NN structure
are also linked with numerical ODE

ResNet, ResNeXt, etc: Forward Euler scheme
PolyNet: Approximation of backward Euler scheme
FractalNet: Runge-Kutta scheme
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Back Propagation through ODE

Consider optimizing a scalar-valued loss function L(), whose input is the
result of an ODE solver:

L(z(t1)) = L

(
z(t0) +

∫ t1

t0

f (z(t), t, θ)dt
)

(7)

= L (ODESolve(z(t0), f , t0, t1, θ)) (8)

To optimize L, we need to compute dL
dθ and to connect to other part of

NN, we need to compute a(t) = ∂L
∂z(t) , which is called the adjoint, at

time t0.
If the ODESolver is differentiable, we may naively calculate
dL
dθ = dL(h(t1),θ)

dθ like ResNet.
However, Naive back-propagation has high memory cost because all
states need to be stored and back-propagation through adaptive solvers
maybe infeasible
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Adjoint Sensitivity Method

Theorem
The adjoint dynamics are given by another ODE

da(t)
dt

= −a(t)T
∂f (z(t), t, θ)

∂z
(9)

We can compute a(t0) = ∂L/∂z(t0) by another call to an ODE solver.
This is a reverse IVP: this solver runs backwards, starting from the
initial value of ∂L/∂z(t1).

Theorem
Computing the gradients with respect to the parameters θ requires
evaluating a third integral, which depends on both z(t) and a(t):

dL

dθ
= −

∫ t0

t1

a(t)T
∂f (z(t), t, θ)

∂θ
dt (10)
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Adjoint Sensitivity Method

Adjoint method can be understood as a continuous version of chain rule
In standard neural networks, the gradient of a hidden layer ht depends
on the gradient from the next layer ht+1 by chain rule

dL

dht
=

dL

dht+1

dht+1

dht
. (11)

With a continuous hidden state, we can write the transformation after
an ε change in time as

z(t + ε) =

∫ t+ε

t
f (z(t), t, θ)dt + z(t) = Tε(z(t), t) (12)

and chain rule can also be applied

dL

∂z(t)
=

dL

dz(t + ε)

dz(t + ε)

dz(t)
or a(t) = a(t + ε)

∂Tε(z(t), t)
∂z(t)

(13)
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Adjoint Sensitivity Method

da(t)
dt

= lim
ε→0+

a(t + ε)− a(t)
ε

(14)

= lim
ε→0+

a(t + ε)− a(t + ε) ∂
∂z(t)Tε(z(t))

ε
(by Eq 13) (15)

= lim
ε→0+

a(t + ε)− a(t + ε) ∂
∂z(t) (z(t) + εf (z(t), t, θ))

ε
(Taylor series)

(16)

= lim
ε→0+

−εa(t + ε)∂f (z(t),t,θ)∂z(t)

ε
(17)

= lim
ε→0+

−a(t + ε)
∂f (z(t), t, θ)

∂z(t)
(18)

= −a(t)
∂f (z(t), t, θ)

∂z(t)
(19)
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Adjoint Sensitivity Method

The gradient wrt θ can be derived similarly
The adjoint state a(t0) is one quantity we need for back-propagation
and can be directly obtained from adjoint method
We know the adjoint state a(t1), since this is the gradient of loss wrt
final output of ODE Net. We can then solve this IVP to find a(t0)

a(t1)) = a(t0) +
∫ t0

t1

−a(t)T
∂f (z(t), t, θ)

∂z
dt (20)

Similarly

dL

dθ
(t1) = 0+

∫ t0

t1

−a(t)T
∂f (z(t), t, θ)

∂θ
dt (21)

The vector-Jacobian products a(t)T ∂f
∂z and a(t)T ∂f

∂θ in (9) and (10)
can be efficiently evaluated by automatic differentiation, at a time cost
similar to that of evaluating f
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Adjoint Sensitivity Method

Algorithm 1 Reverse-mode derivative of an ODE initial value problem

Input: dynamics parameters θ, start time t0, stop time t1, final state z(t1),
loss gradient ∂L/∂z(t1)
s0 = [z(t1), ∂L

∂z(t1) , 0|θ|] . Define initial augmented state
def aug_dynamics([z(t), a(t), ·], t, θ): . Define dynamics on augmented
state

return [f (z(t), t, θ),−a(t)T ∂f∂z ,−a(t)T ∂f∂θ ] . Compute
vector-Jacobian products
[z(t0), ∂L

∂z(t0) ,
∂L
∂θ ] = ODESolve(s0, aug_dynamics, t1, t0, θ) . Solve

reverse-time ODE
return ∂L

∂z(t0) ,
∂L
∂θ . Return gradients
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Adjoint Method with Intermediate states

When the loss depends on these intermediate states, the reverse-mode
derivative must be broken into a sequence of separate solves. At each
observation, the adjoint must be adjusted in the direction of the
corresponding partial derivative ∂L/∂z(ti ).

Adjoint State
State
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Application: Supervised Learning

Table: Performance on MNIST

Test Error # Params Memory Time

1-Layer MLP† 1.60% 0.24 M - -
ResNet 0.41% 0.60 M O(L) O(L)
RK-Net 0.47% 0.22 M O(L̃) O(L̃)
ODE-Net 0.42% 0.22 M O(1) O(L̃)

6 standard residual blocks is set as ResNet. These blocks are replace by
ODESolver to form ODE-Net. a network with the same architecture
but where gradients are backpropagated directly through a Runge-Kutta
integrator, referred to as RK-Net is also tested.
L denotes the number of layers in the ResNet, and L̃ is the number of
function evaluations that the ODE solver requests in a single forward
pass, which can be interpreted as an implicit number of layers.
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Application: Supervised Learning

Figure: Statistics of a trained ODE-Net. (NFE = number of function evaluations.)

Figure c shows a surprising result: the number of evaluations in the
backward pass is roughly half of the forward pass.
This suggests that the adjoint sensitivity method is not only more
memory efficient, but also more computationally efficient than directly
back-propagating
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Application: Continuous Normalizing Flow

Normalizing flow models use the change of variables theorem to compute
exact changes in probability if samples are transformed through a bijective
function f :

z1 = f (z0) =⇒ log p(z1) = log p(z0)− log

∣∣∣∣det ∂f∂z0

∣∣∣∣ (22)

An example is the planar normalizing flow:

z(t + 1) = z(t) + uh(wTz(t) + b), (23)

log p(z(t + 1)) = log p(z(t))− log

∣∣∣∣1+ uT∂h

∂z

∣∣∣∣ (24)

Generally, the main bottleneck to use the change of variables formula is
computing of the determinant of the Jacobian ∂f/∂z, which has a cubic cost
in either the dimension of z, or the number of hidden units.
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Application: Continuous Normalizing Flow

Theorem (Instantaneous Change of Variables)
Let z(t) be a finite continuous random variable with probability p(z(t))
dependent on time. Let dz

dt = f (z(t), t) be a differential equation describing
a continuous-in-time transformation of z(t). Assuming that f is uniformly
Lipschitz continuous in z and continuous in t, then the change in log
probability also follows a differential equation,

∂ log p(z(t))
∂t

= −tr
(

df

dz(t)

)
(25)

Instead of the log determinant in (22), we now only require a trace
operation. Also unlike standard finite flows, the differential equation f does
not need to be bijective. The cost becomes linear.
The continuous planar normalizing flow is

dz(t)
dt

= uh(wTz(t) + b),
∂ log p(z(t))

∂t
= −uT ∂h

∂z(t)
(26)
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Application: Continuous Normalizing Flow

Figure: Comparison of normalizing flows versus continuous normalizing flows. The
model capacity of normalizing flows is determined by their depth (K), while
continuous normalizing flows can also increase capacity by increasing width (M),
making them easier to train.
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Application: Generative Latent Function Time-series Model

The model represents each time series by a latent trajectory. Each
trajectory is determined from a local initial state, zt0 , and a global set
of latent dynamics shared across all time series.
Given observation times t0, t1, . . . , tN and an initial state zt0 , an ODE
solver produces zt1 , . . . , ztN , which describe the latent state at each
observation.
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Figure: Computation graph of the latent ODE model.
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Application: Generative Latent Function Time-series Model

1 Run an RNN encoder through the time series and infer the parameters
for a posterior over zt0 :

q(zt0 |{xti , ti}i , φ) = N (zt0 |µzt0 , σz0), (27)

where µz0 , σz0 comes from hidden state of RNN({xti , ti}i , φ)
2 Sample zt0 ∼ q(zt0 |{xti , ti}i )
3 Obtain zt1 , zt2 , . . . , ztM by solving ODE

ODESolve(zt0 , f , θf , t0, . . . , tM), where f is the function defining the
gradient dz/dt as a function of z

4 Maximize
ELBO =

∑M
i=1 log p(xti |zti , θx) + log p(zt0)− log q(zt0 |{xti , ti}i , φ),

where p(zt0) = N (0, 1)
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Application: Generative Latent Function Time-series Model

(a) Recurrent Neural Network

(b) Latent Neural Ordinary Differential Equation

Ground Truth
Observation
Prediction
Extrapolation

Figure: (a): Reconstruction and extrapolation of spirals with irregular time points
by a recurrent neural network. (b): Reconstructions and extrapolations by a latent
neural ODE. Blue curve shows model prediction. Red shows extrapolation. (??) A
projection of inferred 4-dimensional latent ODE trajectories onto their first two
dimensions. Color indicates the direction of the corresponding trajectory. The
model has learned latent dynamics which distinguishes the two directions.
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Application: Generative Latent Function Time-series Model

Table: Predictive RMSE on test set

# Observations 30/100 50/100 100/100

RNN 0.3937 0.3202 0.1813
Latent ODE 0.1642 0.1502 0.1346

Figure: Data-space trajectories decoded from varying one dimension of zt0 . Color
indicates progression through time, starting at purple and ending at red. Note that
the trajectories on the left are counter-clockwise, while the trajectories on the right
are clockwise.
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Summary

Black-box ODEsolver can be used as a model component in neural
network
These models are evaluated adaptive and allow explicit control of the
trade-off between computational speed and accuracy
NeuralODE is memory efficient
NeuralODE can do invertible normalizing flow and continuous
time-series model

25 / 25


