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Background: BERT

Bidirectional Encoder Representations from Transformers (BERT) is
designed to pretrain deep bidirectional representations from unlabeled
text, which is empirically powerful in many natural language
processing tasks.
Setup

BERT takes as input a concatenation of two segments (sequences of
tokens), x1, . . . , xN and y1, . . . , yM .
The two segments are presented as a single input sequence to BERT
with special tokens delimiting them:
[CLS ], x1, . . . , xN , [SEP], y1, . . . , yM , [EOS ].

Training Objectives

Masked Language Model (MLM): A random sample of the tokens
in the input sequence is selected and replaced with the special token
[MASK ]. The MLM objective is a cross-entropy loss on predicting the
masked tokens.
Next Sentence Prediction (NSP): NSP is a binary classification loss
for predicting whether two segments follow each other in the original
text.
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Background: BERT
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Figure: BERT input representation.
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Figure: Overall pre-training and fine-tuning procedures for BERT.
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Pretraining Model Types

Autoregressive (AR) Language modeling: ELMo, GPT, GPT 2
Given a text sequence x = [x1, · · · , xT ], AR language modeling
performs pretraining by maximizing the likelihood under the forward
autoregressive factorization:

max
✓

log p✓(x) =
TX

t=1

log p✓(xt | x<t)

=
TX

t=1

log
exp

�
h✓(x1:t�1)>e(xt)

�
P

x 0 exp (h✓(x1:t�1)>e(x 0))
,

where h✓(x1:t�1) is a context representation produced by neural
models, such as RNNs or Transformers, and e(x) denotes the
embedding of x .
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Pretraining Model Types

Autoencoding (AE): BERT, RoBERTa
Specifically, for a text sequence x, BERT first constructs a corrupted
version x̂ by randomly setting a portion (e.g. 15%) of tokens in x to a
special symbol [MASK]. Let the masked tokens be x̄. The training
objective is to reconstruct x̄ from x̂:

max
✓

log p✓(x̄ | x̂) ⇡
TX

t=1

mt log p✓(xt | x̂)

=
TX

t=1

mt log
exp

�
H✓(x̂)>t e(xt)

�
P

x 0 exp
�
H✓(x̂)>t e(x 0)

� ,

where mt = 1 indicates xt is masked, and H✓ is a Transformer that
maps a length-T text sequence x into a sequence of hidden vectors
H✓(x) = [H✓(x)1,H✓(x)2, · · · ,H✓(x)T ].
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Pretraining Model Types

The pros and cons of the two pretraining models:

Independence Assumption: BERT factorizes the joint conditional
probability p(x̄ | x̂) based on an independence assumption that all
masked tokens x̄ are separately reconstructed. In comparison, the AR
language modeling objective factorizes p✓(x) using the product rule
that holds universally without such an independence assumption.

Input noise: The input to BERT contains artificial symbols like
[MASK] that never occur in downstream tasks, which creates a
pretrain-finetune discrepancy.

Context dependency: The AR representation h✓(x1:t�1) is only
conditioned on the tokens up to position t (i.e. tokens to the left),
while the BERT representation H✓(x)t has access to the contextual
information on both sides. As a result, the BERT objective allows the
model to be pretrained to better capture bidirectional context.
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Pretraining Model Types

Permutation Language Modeling: XLNet

Specifically, for a sequence x of length T , there are T ! di↵erent orders
to perform a valid autoregressive factorization.
Intuitively, if model parameters are shared across all factorization
orders, in expectation, the model will learn to gather information from
all positions on both sides.
Let ZT be the set of all possible permutations of the length-T index
sequence [1, 2, . . . ,T ]. We use zt and z<t to denote the t-th element
and the first t � 1 elements of a permutation z 2 ZT .
The permutation language modeling objective is

max
✓

Ez⇠ZT

"
TX

t=1

log p✓(xzt | xz<t )

#
. (1)
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Pretraining Model Types
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Figure: Illustration of the permutation language modeling objective for predicting
x3 given the same input sequence x but with di↵erent factorization orders.
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XLNet Model: Target Aware Representations

Naive implementation with standard Transformer parameterization
may not work.
If we parameterize the next-token distribution p✓(Xzt | xz<t ) using the
standard Softmax formulation, i.e.,

p✓(Xzt = x | xz<t ) =
exp

�
e(x)>h✓(xz<t )

�
P

x 0 exp (e(x
0)>h✓(xz<t ))

, (2)

where h✓(xz<t ) denotes the hidden representation of xz<t .
The representation h✓(xz<t ) does not depend on which position it will
predict. Consequently, the same distribution is predicted regardless of
the target position
To avoid this, re-parameterize the next-token distribution to be target
position aware:

p✓(Xzt = x | xz<t ) =
exp

�
e(x)>g✓(xz<t , zt)

�
P

x 0 exp (e(x
0)>g✓(xz<t , zt))

, (3)

where g✓(xz<t , zt) denotes a new type of representations which
additionally take the target position zt as input. 10 / 25



XLNet Model: Two-Stream Self-Attention

Two sets of hidden representations are proposed instead of one for
standard Transformer

The content representation h✓(xzt
), abbreviated as hzt , which serves a

similar role to the standard hidden states in Transformer. This
representation encodes both the context and xzt itself.
The query representation g✓(xz<t , zt), abbreviated as gzt , which only
has access to the contextual information xz<t and the position zt , but
not the content xzt .
The mth self-attention layer updates following:

g (m)
zt  Attention(Q = g (m�1)

zt ,KV = h
(m�1)
z<t

; ✓), (query stream)

h(m)
zt  Attention(Q = h(m�1)

zt ,KV = h
(m�1)
zt

; ✓), (content stream).
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XLNet Model: Two-Stream Self-Attention

Sample a factorization order:
3 à 2 à 4 à 1
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Figure: (a): Content stream attention, which is the same as the standard
self-attention. (b): Query stream attention, which does not have access
information about the content xzt . (c): Overview of the permutation language
modeling training with two-stream attention.
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XLNet Model: Two-Stream Self-Attention

How to understand the Two-Stream Self-Attention:
The query representation gzt play the same role as [MASK]in BERT
The content representation hzt is like content representations in other
AR models. However, by performing multiple permutations, the model
try to memorize the global context without ordering.
The latter word prediction wouldn’t see any [MASK]before it, so more
information of the sequence obtained for the latter of sequence. This is
di↵erent from BERT, where each the [MASK]prediction cannot get
information from other masked tokens.
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XLNet Model: Partial Prediction

Due to permutation, the training objective is hard to optimize and
causes slow convergence.

Choose only to predict the last tokens in a factorization order.
Formally, we split z into a non-target subsequence zc and a target
subsequence z>c , where c is the cutting point.

max
✓

Ez⇠ZT

h
log p✓(xz>c | xzc )

i
= Ez⇠ZT

2

4
|z|X

t=c+1

log p✓(xzt | xz<t )

3

5.

(4)
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XLNet Model: Transformer-XL

Add segment recurrence mechanism to better model long sequences.

suppose we have two segments taken from a long sequence s; i.e.,
x̃ = s1:T and x = sT+1:2T . Let z̃ and z be permutations of [1 · · ·T ]
and [T + 1 · · · 2T ] respectively.

Based on the permutation z̃, we process the first segment, and then
cache the obtained content representations h̃(m) for each layer m.

Then, for the next segment x, the attention update with memory can
be written as

h(m)
zt  Attention(Q = h(m�1)

zt ,KV =
h
h̃
(m�1),h(m�1)

zt

i
; ✓)

where [., .] denotes concatenation along the sequence dimension.
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Comparison between BERT and XLNet

Consider a concrete example [New, York, is, a, city].

Suppose both BERT and XLNet select the two tokens [New, York] as
the prediction targets and maximize log p(New York | is a city).

Also suppose that XLNet samples the factorization order [is, a, city,
New, York]. In this case, BERT and XLNet respectively reduce to the
following objectives:

JBERT = log p(New | is a city) + log p(York | is a city),

JXLNet = log p(New | is a city) + log p(York | New, is a city).

Notice that XLNet is able to capture the dependency between the
pair (New, York), which is omitted by BERT.
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Comparison between BERT and XLNet

Training data: BERT uses Wiki+BooksCorpus(13GB), XLNet further
uses Giga5(16GB)+ClueWeb(19GB)+Common Crawl(78 GB).

Parameter numbers: almost same.

Training: 512 TPUs for 2.5 days

XLNet does not has NSP task.

17 / 25



Comparison between BERT and XLNet

Model MNLI QNLI QQP RTE SST-2 MRPC CoLA STS-B WNLI

Single-task single models on dev
BERT 86.6/- 92.3 91.3 70.4 93.2 88.0 60.6 90.0 -
XLNet 89.8/- 93.9 91.8 83.8 95.6 89.2 63.6 91.8 -

Single-task single models on test
BERT 86.7/85.9 91.1 89.3 70.1 94.9 89.3 60.5 87.6 65.1

Multi-task ensembles on test (from leaderboard as of June 19, 2019)
Snorkel⇤ 87.6/87.2 93.9 89.9 80.9 96.2 91.5 63.8 90.1 65.1
ALICE ⇤ 88.2/87.9 95.7 90.7 83.5 95.2 92.6 68.6 91.1 80.8
MT-DNN⇤ 87.9/87.4 96.0 89.9 86.3 96.5 92.7 68.4 91.1 89.0
XLNet⇤ 90.2/89.7

†
98.6

† 90.3† 86.3 96.8
†

93.0 67.8 91.6 90.4

Table: Results on GLUE. ⇤ indicates using ensembles, and † denotes single-task
results in a multi-task row. All results are based on a 24-layer architecture with
similar model sizes (aka BERT-Large).
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RoBERTa Model

State BERT was significantly undertrained.

The overall structure is same as BERT.

Trained on 1024 V100 GPUs for 1 day

Expanded data: Bookcorpus (16 GB) + CC-News(76 GB) +
OpenWebText(38GB) + Stories(31GB)
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RoBERTa Model

Modification of BERT
Static vs. Dynamic Masking: BERT uses the same mask for each
sentence. While in RoBERTa, each sentence is masked in 10 di↵erent
ways.

Masking SQuAD 2.0 MNLI-m SST-2

reference 76.3 84.3 92.8

Our reimplementation:
static 78.3 84.3 92.5
dynamic 78.7 84.0 92.9

Table: Comparison between static and dynamic masking. We report F1 for
SQuAD and accuracy for MNLI-m and SST-2. Reported results are medians
over 5 random initializations (seeds).
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RoBERTa Model

Modification of BERT on Input format and Next Sentence Prediction
(NSP) loss

segment-pair+nsp: This follows the original input format used in
BERT.
sentence-pair+nsp: Each input contains a pair of natural
sentences, either sampled from a contiguous portion of one document
or from separate documents.
full-sentences: Each input is packed with full sentences sampled
contiguously from one or more documents and remove NSP loss.
doc-sentences: Inputs are constructed similarly to
full-sentences, except that they may not cross document
boundaries. and remove NSP loss.
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RoBERTa Model

Model SQuAD 1.1/2.0 MNLI-m SST-2 RACE

Our reimplementation (with NSP loss):
segment-pair 90.4/78.7 84.0 92.9 64.2
sentence-pair 88.7/76.2 82.9 92.1 63.0

Our reimplementation (without NSP loss):
full-sentences 90.4/79.1 84.7 92.5 64.8
doc-sentences 90.6/79.7 84.7 92.7 65.6

BERT 88.5/76.3 84.3 92.8 64.3
XLNet (K = 7) –/81.3 85.8 92.7 66.1
XLNet (K = 6) –/81.0 85.6 93.4 66.7

Table: Development set results for base models pretrained over BookCorpus
and Wikipedia. All models are trained for 1M steps with a batch size of 256
sequences. We report F1 for SQuAD and accuracy for MNLI-m, SST-2 and
RACE. Reported results are medians over five random initializations (seeds).
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RoBERTa Model

Modification of BERT on batch size: Larger batch size improves the
performance

bsz steps lr ppl MNLI-m SST-2

256 1M 1e-4 3.99 84.7 92.7
2K 125K 7e-4 3.68 85.2 92.9

8K 31K 1e-3 3.77 84.6 92.8

Table: Perplexity on held-out training data (ppl) and development set
accuracy for base models trained over BookCorpus and Wikipedia with
varying batch sizes (bsz). We tune the learning rate (lr) for each setting.
Models make the same number of passes over the data (epochs) and have
the same computational cost.
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RoBERTa Results

MNLI QNLI QQP RTE SST MRPC CoLA STS WNLI Avg

Single-task single models on dev
BERT 86.6/- 92.3 91.3 70.4 93.2 88.0 60.6 90.0 - -
XLNET 89.8/- 93.9 91.8 83.8 95.6 89.2 63.6 91.8 - -
RoBERTa 90.2/90.2 94.7 92.2 86.6 96.4 90.9 68.0 92.4 91.3 -

Ensembles on test (from leaderboard as of July 25, 2019)
ALICE 88.2/87.9 95.7 90.7 83.5 95.2 92.6 68.6 91.1 80.8 86.3
MT-DNN 87.9/87.4 96.0 89.9 86.3 96.5 92.7 68.4 91.1 89.0 87.6
XLNet 90.2/89.8 98.6 90.3 86.3 96.8 93.0 67.8 91.6 90.4 88.4
RoBERTa 90.8/90.2 98.9 90.2 88.2 96.7 92.3 67.8 92.2 89.0 88.5

Table: Results on GLUE. All results are based on a 24-layer architecture. For
RTE, STS and MRPC we finetune starting from the MNLI model instead of the
baseline pretrained model. Averages are obtained from the GLUE leaderboard.
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