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Introduction

most classifier-learning algorithms assume that training data is
iid.

in real life problems, sub-groups of samples exhibit a high
degree of correlation among both features and labels.

this paper experimentally shows that accounting for the
correlations in training data leads to improvements in accuracy.

proposes simpler algorithms that are computationally faster
than previous methods.

gives links to theoretical justification of the proposed algorithm.
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Motivation

the machine learning community frequently ignores the non-iid
nature of data.

in computer aided diagnosis (CAD) applications, the goal is to
detect structures (regions) of interest (tumors) in medical
images.

to compute descriptive features for each region

make a classification healthy/unhealthy for each region.

clearly there is correlation among both features and labels of
regions, patients, hospitals, etc., i.e. hierarchical correlation.
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Previous Work

previous relevant models are the random effects model (REM)
and the generalized linear mixed effects model (GLMM).

these models have been studied in the context of explanatory
data analysis, i.e. what is the effect of smoking on the risk of
lung cancer.

we are interested in the context of predictive modeling, i.e.
accurate classification of unseen test samples.

REM and GLMM are computationally impractical for large
scale data sets.

this paper proposes a simple modification of existing
algorithms that is computationally cheap and as effective as
GLMM in terms of classification accuracy.
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Impact of Sample Correlations

when iid assumptions are violated, most researchers assume
that the algorithm would work well in practice.

this might not be true, because correlated outliers (mislabeled
samples) may introduce bias in the estimation and increase the
estimation variance, even for large data sets.

under iid assumptions the algorithm can still work if the
correlations between samples are weak.
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Random and Mixed Effects Models
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Random and Mixed Effects Models

where D = (xijk,yijk) is the training data set, xijk ∈ R
d is the

feature vector for the ith candidate (region) in the jth patient of
the kth hospital, yijk ∈ {−1, 1} are class labels, i ∈ {1, ..., lj},
j ∈ {1, ..., pk}, and k ∈ {1, ...,K}.

in GLM models such as logistic or probit regression, non-linear
functions are used for the posterior, i.e.

p(yijk = 1|xijk,α) = σ(α′xijk + α0)

where σ(r) = 1
1+exp(−r)

is the sigmoid function.

however, this imposes conditional independence between
samples from the same patient (j, k) or the same hospital k.

this limitation is overcome in GLMM, by using a pair of random
variables δj,k and δk describing the random effects of the
patient and the hospital respectively.
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Random and Mixed Effects Models

during training one estimates the fixed effect parameters α and
the distribution of the random effects p(δk, δj,k).

the class prediction is

p(yijk = 1|xijk,α) =

∫

σ(α′xijk + α0 + δk + δj,k)p(δk, δj,k)dδkdδj,k

classification of a new test sample x with a previously trained
GLM involves marginalization over the posterior of the
classifier’s fixed effect parameters

E
[

p(y = 1|x)
]

=

∫

σ(α′x + α0)p(α, α0|D)dαdα0
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Random and Mixed Effects Models

for GLMM, we have

E
[

p(yijk = 1|xijk,α)
]

=

∫

σ(α′x + α0 + δk + δj,k)

× p(α, α0, δk, δj,k|D)dαdα0dδkdδj,k

if one wants to classify a test sample x from a new patient or
hospital, not previously seen during training, then the following
expression can be used

E
[

p(y = 1|x)
]

=

∫

σ(α′ + α0)p(α, α0, δk, δj,k|D)dαdα0dδkδj,k
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Avoiding Bayesian Integrals

since analytical expression of the posterior is difficult to obtain,
it is difficult to solve the integral for classifying every test
sample.

one can use MCMC, but it is too slow for data mining
applications.

if one is interested in only hard classification decisions and not
in the membership class of the posterior, then under mild
assumptions, the GLMM classifier is equivalent to a point
classifier.

denote

w = [α′, α0, δ1, ..., δK , δ1,1, ..., δpK ,K ]′
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Avoiding Bayesian Integrals

Lemma 1: For any sample x, the hard classification decision of
a point classifier fPC(x, ŵ) = sign(ŵ′x) is identical to that of a
Bayesian Voting Classification

fBV C(x, q) = sign
(

∫

sign(w′x)q(w)dw
)

where q(w) = q(w|ŵ) is a symmetric distribution with respect
to ŵ, i.e. q(w|ŵ) = q(w̃|ŵ), and w̃ ≡ 2ŵ − w is the symmetric
reflection of w about ŵ.
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Avoiding Bayesian Integrals

Proof

case 1: w′x = w̃x = 0, then sign(w′x) = −sign(w̃x), and
sign(w′x)q(w|ŵ) + sign(w̃x)q(w̃|ŵ) = 0

case 2: sign(w′x) = sign(w̃′x), since w′x + w̃′x = 2ŵ′x,
therefore sign(ŵ′x) = sign(w′x) = sign(w̃′x), therefore
sign

[

sign(w′x)q(w|ŵ) + sign(w̃′x)q(w̃|ŵ)
]

= sign(ŵ′x)

case 3: w′x = 0 and w̃′x 6= 0, or w′x 6= 0 and w̃′x = 0, and
again we have
sign

[

sign(w′x)q(w|ŵ) + sign(w̃′x)q(w̃|ŵ)
]

= sign(ŵ′x).

Limitations of Lemma 1:

link function sign(·).

symmetric posterior p(α, α0, δk, δj,k|D).
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Proposed Algorithm

augment feature vectors, i.e. append to the feature vectors the
vector x̄ = [x′x̃′]′, consisting of nonzero values corresponding
to the patient and the hospital to which the feature belongs
respectively.

use the augmented feature vector to train a classifier with any
standard training algorithm such as Fisher’s discriminant or
SVM.

Fisher’s discriminant

min
α,α0,ξ

[

L(ξ|cξ) + L(α|cξ)
]

subject to the constraint

ξi + yi = α′xi + α0 , for i ∈ {1, 2, ..., l}

e′ξC = 0 , for C ∈ {±}
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Proposed Algorithm

where L(z) ≡ − log p(z).

setting ξ|cξ ∼ N (0, I) and α|cξ ∼ N (0, I), i.e. L(ξ|cξ) = ‖ξ‖2

and L(α|cα) = ‖α‖2, we have with the augmented features

min
α,α0,ξ,δ,γ

c̄ξ+‖ξ+‖2 + c̄ξ−‖ξ
−‖2 + c̄α‖α‖2 + c̄δ‖δ‖

2

subject to the constraint

ξijk + yijk = α′xijk + δ′x̃ijk + α0

e′ξC = 0 , for C ∈ {±}

where k ∈ {1, ...,K}, j ∈ {1, ..., pk}, i ∈ {1, ..., ljk}, and c̄ξ+ , c̄ξ− ,
c̄α, c̄δ are tuning parameters.
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Experimental Studies

Comparison between

Fisher’s Discriminant (FD)

Fisher Discriminant with augmented feature vector (FD-AFV)

GLMM with approximate expectation propagation inference.
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Experimental Studies

Rotated ROCs
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Experimental Studies

Rotated ROCs
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Experimental Studies

Pairwise analysis of the three curves based on special methods
revealed that FD-AFV is more accurate than FD, GLMM is more
accurate than FD, and FD-AFV is more accurate than GLMM.
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Conclusions

incorporating fixed and random effects, i.e. accounting for
hierarchical correlations, can improve the performance of the
classifier.

the solution is computationally cheap and appropriate for large
data sets.

further improvements are possible by the use of MCMC.
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