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Donsker-Varadham Representation

Given two random variables X and Y with joint distribution J and
product of marginal distributions M.

The Donsker-Varadham representation gives us a lower bound on the
mutual information between X and Y .

I (X ,Y ) : = DKL(J ||M) = DKL(p(x , y) || p(x)p(y))

= sup
g

EJ[g(x , y)]− logEM[eg(x ,y)]

= sup
w

EJ[Tw (x , y)]− logEM[eTw (x ,y)]

≥ EJ[Tw (x , y)]− logEM[eTw (x ,y)]
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Jensen-Shannon MI Estimator

Given two distributions P and Q, Jensen-Shannon divergence is:

JSD(P || Q) :=
1

2
DKL(P ||M) +

1

2
DKL(Q ||M) (1)

where M = 1
2(P + Q)

For two random variables X and Y , the Jensen-Shannon divergence
between the joint distribution and the product of the marginal
distributions is:

JSD(p(x , y) || p(x)p(y))

:=Ex ,y∼p(x ,y)[log
p(x , y)

m(x , y)
] + Ex∼p(x),y∼p(y)[log

p(x)p(y)

m(x , y)
]

where m(x , y) = 1
2p(x)p(y) + 1

2p(x , y)

4 / 22



Jensen-Shannon MI Estimator

2JSD(p(x , y)||p(x)p(y))

:=Ex ,y∼p(x ,y)[log
p(x , y)

m(x , y)
] + Ex∼p(x),y∼p(y)[log

p(x)p(y)

m(x , y)
]

=Ex∼p(x)[Ey∼p(y |x)[log
p(y |x)

p(y)
− log(1 +

p(y |x)

p(y)
)]

+ Ey∼p(y)[− log(1 +
p(y |x)

p(y)
)]] + const.

=Ex∼p(x)[Ey∼p(y |x)[log
p(y |x)

p(y)
]− (1 +

p(y)

p(y |x)
) log(1 +

p(y)

p(y |x)
)]
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Jensen-Shannon MI Estimator

Notice the first term in JSD is the pointwise mutual information

JSD(p(x , y)||p(x)p(y))

=Ex∼p(x)[Ey∼p(y |x)[log
p(y |x)

p(y)
]− (1 +

p(y)

p(y |x)
) log(1 +

p(y)

p(y |x)
)]

Figure: There is a strong monotonic relationship between JSD and MI. 8× 8
indicates a square joint distribution with 8 rows and 8 columns.
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Jensen-Shannon MI Estimator

We can use a neural network Tw (x , y) is used to estimate the log
ratio between p(y |x) and p(x), recall JSD is:

2JSD(p(x , y)||p(x)p(y))

=Ex∼p(x)[Ey∼p(y |x)[log
p(y |x)

p(y)
− log(1 +

p(y |x)

p(y)
)]

+ Ey∼p(y)[− log(1 +
p(y |x)

p(y)
)]] + const.

Given an encoder Eφ(·) with parameter φ so that y = Eφ(x), the
Jensen-Shannon MI estimation is:

I JSDw ,φ (x ;Eφ(x))

=Ex∼p(x)[− log(1 + exp(−Tw (x ,Eφ(x))))]

− Ex∼p(x),x ′∼p(x ′)[log(1 + exp(Tw (x ′,Eφ(x))))]
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InfoNCE

Given a set X = {x1, ...xN} of N random samples containing one
positive sample xi from p(x |c) and N1 negative samples from the
proposal distribution p(x), we optimize:

LN = −EX [log
fw (xi , c)∑

xj∈X fw (xj , c)
] (2)

where fw (x , c) = exp(x>Wc)

The optimal classifier is:

p(d = i |X , c) =
p(xi |c)

∏
l 6=i p(xl)∑N

j=1 p(xj |c)
∏

l 6=j p(xl)
=

p(xi |c)/p(xi )∑N
j=1 p(xj |c)/p(xj)

If we plug in the optimal classifier fw (x , c) = p(x |c)/p(x), we can
obtain a lower bound on mutual information:

I (xi , c) ≥ log(N)− LN , (3)

8 / 22



InfoNCE

Given an encoder Eφ(·) with parameter φ so that c = Eφ(x), the
InfoNCE objective is:

I InfoNCE
w ,φ (x ;Eφ(x))

=Ex∼p(x)[Tw (x ,Eφ(x))− Ex ′∼p(x ′)[log
∑
x ′

exp(Tw (x ′,Eφ(x)))]]
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Application to Unsupervised Learning

Figure: The base encoder model in the context of image data. The goal is to
train this network such that useful information about the input is easily extracted
from the high-level features.
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Global and Local MI Maximization

At a high level, we optimize Eφ by simultaneously estimating and
maximizing I (X ,Eφ(X )).

(w , φ) = arg max
w ,φ

Iw ,φ(X ;Eφ(X )) (4)

We then define the MI estimator on global/local pairs, maximizing
the average estimated MI:

(w , φ)L = arg max
w ,φ

1

M2

M2∑
i=1

Iw ,φ(c(X )(i);Eφ(X )) (5)

where c(X )(i) is the ith patch of the feature map
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Global Maximization

Figure: Deep InfoMax (DIM) with a global MI (X ;Y ) objective.
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Local MI Maximization

Figure: Maximizing mutual information between local features and global features.
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Matching Representations to a Prior Distribution

Further requirement on the representation, e.g., disentangled
representation.

Deep InfoMax imposes statistical constraints onto learned
representations by implicitly training the encoder so that the
push-forward distribution matches a prior.

Solution: train a discriminator Dφ to estimate the divergence
D(V||Uψ,P), where V is the prior, and Uψ,P is the push-forward
distribution.

min
ψ

max
φ

D̂φ(V||Uψ,P) := EV[logDφ(y)]+EP[log(1−Dφ(Eψ(x)))] (6)
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Classification Comparison I

Figure: Classification accuracy (top 1) results on CIFAR10 and CIFAR100.
DIM(L) (i.e., with the local-only objective) outperforms all other unsupervised
methods presented by a wide margin.
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Classification Comparison II

Figure: Classification accuracy (top 1) results on Tiny ImageNet and STL-10.
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Comparison with InfoNCE

Figure: Comparisons of DIM with Contrastive Predictive Coding (Autoregressive
Model with InfoNCE). DIM(L) multiple globals compute the global representation
from a 3× 3 block of local features randomly selected from the full 7× 7 set of
local features.
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Additional Comparison Metrics

Figure: Extended comparisons on CIFAR10. Linear classification results using
SVM are over five runs. MS-SSIM is estimated by training a separate decoder
using the fixed representation as input and minimizing the L2 loss with the
original input. Mutual information estimates were done using MINE and the
neural dependence measure (NDM) were trained using a discriminator between
unshuffled and shuffled representations.
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Additional Task for DIM

Figure: Augmenting infoNCE DIM with additional structural information – adding
coordinate prediction tasks or occluding (masking) input patches when computing
the global feature vector.
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Discussion of DIM and InfoNCE

Deep InfoMax has strong connection with Variational Information
Bottleneck and Mutual Information Neural Estimation.
This works improves upon previous work by maximizing the mutual
information between the global representation and local patches.
Unlike InfoNCE, DIM does not process the information of the natural
ordering of pixels in the image. That’s why there is an ablation study
on coordinate prediction and patch occlusion tasks.

Figure: Overview of Contrastive Predictive Coding or InfoNCE.
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Summary

Unsupervised Representation Learning:

Mutual Information Maximization
Contrastive Learning

Various ways to estimate the mutual information or its lower bound:

Donsker-Varadham Representation
Jensen-Shannon MI Estimator
InfoNCE
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