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Motivation and Summary

Q: Why should we care about unsupervised learning if I can just do
transfer learning using models trained on ImageNet?

A1: Manually labeling large datasets is expensive and time-consuming
A2: Leveraging unlabeled data effectively may lead to better trained
models

Takeaways:

MoCo has largely closed the gap between unsupervised and supervised
learning in vision tasks on the same dataset
Leveraging on larger datasets, MoCo can achieve even more impressive
results in transfer learning.
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Contrastive Learning

InfoNCE formulation:

Lx = − log
exp(g(x) · h(x+))

exp(g(x) · h(x+)) +
∑k

i=1 exp(g(x) · h(x−i ))
(1)

where x+ is a positive sample of x , x−i is a negative sample of x , and
g and h are two encoders.

This is the log loss of a (k+1)-way softmax-based classification

Notation of the paper:

Lq = − log
exp(q · k+/τ)∑k
i=0 exp(q · ki/τ)

(2)

where q denotes encoded queries, k denotes encoded keys, and τ is
some temperature hyperparameter.
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Contrastive Learning Visualization
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Relation to Noise-Contrastive Estimation

Purpose of InfoNCE (Contrastive Learning): data encoding

Purpose of NCE: density estimation

NCE objective (maximization):

JT (θ) =
1

2T

∑
t

log[h(xt ; θ)] + log[1− h(yt ; θ)] (3)

where

h(u; θ) =
1

1 + exp(−G (u; θ))
(4)

G (u; θ) = log pm(u; θ)− log pn(u) (5)

Roughly speaking, with large T , JT (θ) obtains the maximum at
log pm(x ; θ) = log pd(x). In other words, We can use a parametric
model to estimate the true data density.
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Three solutions

The key contribution of the paper is proposing some systematic and
pragmatic optimization procedure so that contrastivel learning works
really well in practice

Three solutions:

end-to-end update
memory bank
momentum update (MoCo)
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End-to-end Update

Figure: The encoders for computing the query and key representations are
updated end-to-end by back-propagation (the two encoders can be different).
Shortcoming: Problematic when there are many negative samples.

8 / 19



Memory Bank

Figure: The key representations are sampled from a memory bank. The
representation of a sample in the memory bank was updated when it was last
seen. Shortcoming: The sampled keys are essentially about the encoders at
multiple different steps all over the past epoch and thus are less consistent.
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Momentum Update

Figure: Key Idea: Consistently but progressively update negative samples.
MoCo encodes the new keys on-the-fly by a momentum-updated encoder, and
maintains a queue of keys. Formally, denoting the parameters of fk as θk and
those of fq as θq, we update θk by:

θk ← mθk + (1−m)θq. (7)
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End-to-end vs. Memory Bank vs. MoCo

Figure: Comparison of three contrastive loss mechanisms under the ImageNet
linear classification protocol. Only the contrastive loss mechanism is different.
The number of negatives is K in memory bank and MoCo, and is K − 1 in
end-to-end (offset by one because the positive key is in the same mini-batch).
The network is ResNet-50
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Ablation Study on Momentum

Figure: The table below shows ResNet-50 accuracy with different MoCo
momentum values (m in Eqn.(7)) used in pre-training (K = 4096 here)
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Comparison with Other Baselines

Figure: Comparison under the linear classification protocol on ImageNet. All are
reported as unsupervised pre-training on the ImageNet-1M training set, followed
by supervised linear classification trained on frozen features, evaluated on the
validation set. The parameter counts are those of the feature extractors.

13 / 19



Transferring Features to Object Detection

Figure: Object detection fine-tuned on PASCAL VOC trainval07+12. Evaluation
is on test2007: AP50 (default VOC metric), AP (COCO-style), and AP75,
averaged over 5 trials. All are fine-tuned for 24k iterations (∼23 epochs). In the
brackets are the gaps to the ImageNet supervised pre-training counterpart. In
green are the gaps of at least +0.5 point.
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Comparison with Other Object Detection Baselines

Figure: Comparison with previous methods on object detection fine-tuned on
PASCAL VOC trainval2007. Evaluation is on test2007.
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Transfer to Object Detection and Instance Segmentation

Figure: Object detection and instance segmentation fine-tuned on COCO:
bounding-box AP (APbb) and mask AP (APmk) evaluated on val2017. In the
brackets are the gaps to the ImageNet supervised pre-training counterpart. In
green are the gaps of at least +0.5 point. N.B. 1× (∼12 epochs of finetuning)
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Even More Experiments

Figure: MoCo vs. ImageNet supervised pre-training, finetuned on various tasks.
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Conclusion

MoCo can outperform its ImageNet supervised pre-training
counterpart in 7 detection or segmentation tasks. A breakthrough for
unsupervised learning in vision tasks. Same purpose as BERT.

MoCo pre-trained on IG-1B is consistently better than MoCo
pre-trained on IN-1M. This shows that MoCo can perform well on this
large-scale, relatively uncurated dataset.
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