
A DIRT-T Approach to Unsupervised Domain
Adaptation

Rui Shu1, Hung H. Bui2, Hirokazu Narui1,& Stefano Ermon1

1Stanford University,2DeepMind

Presented by Jiachang Liu

August 9, 2019

1 / 20



Overview

1 Introduction to Domain Adaptation

2 Existing Approach and Limitation: DANN

3 Proposed Solution: VADA and DIRT-T

4 Results: Benchmarks and Ablation Study

5 Conclusion

2 / 20



Problem Formulation

Domain Adaptation: Problem of leveraging labeled data in a source
domain to learn an accurate model in a target domain where labels
are scarce or unavailable
Challenge of Domain Adaptation: Source data distribution is often
dissimilar to the target data distribution, and the resulting significant
covariate shift is detrimental to the performance of the source-trained
model when applied to the target domain.

Figure: Example of Domain Adaptation Task

Gebru et. al. ”Fine-grained Recognition in the Wild: A Multi-Task Domain
Adaptation Approach.” ICCV 2017.
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Existing Approach: Domain-Adversarial Neural Networks

Ganin & Lempitsky (2015) proposed to constrain the classifier to only
rely on domain-invariant features.

Train the classifier to perform well on the source domain while
minimizing the divergence between features extracted from the source
versus target domains.

Suppose the neural network h is composed of a feature extractor f
and a predictor g, and h is parameterized by θ, i.e., hθ = g ◦ f . hθ
can be optimized via the following objective,

minθLy (θ;Ds) + λdLd(θ;Ds ,Dt) (1)

where

Ly (θ;Ds) = Ex ,y∼Ds [−yT ln hθ(x)] (2)

Ld(θ;Ds ,Dt) = supDEx∼Ds [lnD(f (x))] + Ex∼Dt [ln(1− D(f (x)))]
(3)
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Existing Approach: DANN Architecture

Figure: Architecture for Domain-Adversarial Neural Networks. Gradient reversal
ensures that the feature distributions over the two domains are made similar (as
indistinguishable as possible for the domain classifier), thus resulting in the
domain-invariant features.

Ganin et. al. ”Domain-Adversarial Training of Neural Networks.” JMLR 2016.
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Existing Approach: Limitation of DANN

Two Potential Problems:

when the feature function has high capacity and the source-target
supports are disjoint, domain-invariance constraint is potentially weak

good generalization on the source domain hurts target performance.

Figure: An example of domain adaptation problem where the source and
target domains are disjoint.

6 / 20



Proposed Solution: Assumption and Intuition

Assumption: Assume the input distribution contains separated data
clusters and that data samples in the same cluster share the same
class labels.

Intuition: Seek decision boundaries that do not go through
high-density regions.

Figure: An example of domain adaptation problem where the source and target
domains are disjoint.
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Proposed Solution: Two Methods

VADA (Virtual Adversarial Domain Adaptation): incorporates an
additional virtual adversarial training and conditional entropy loss to
push the decision boundaries away from the empirical data.

DIRT-T (Decision-boundary Iterative Refinement Training with a
Teacher): uses natural gradients to further refine the output of the
VADA model while focusing purely on the target domain.
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Proposed Solution: VADA

Conditional entropy with respect to the target distribution:

Lc(θ;Dt) = −Ex∼Dt [hθ(x)T ln hθ(x)] (4)

Locally-Lipshitz Constraint via VAT (Virtual Adversarial Training):

Lv (θ;D) = Ex∼D [max‖r‖≤εDKL(hθ(x) || hθ(x + r))] (5)

New minimization objective:

minθ{Ly (θ;Ds) + λdLd(θ;Ds ,Dt)

+ λsLv (θ;Ds) + λt [Lv (θ;Dt) + Lc(θ;Dt)]} (6)

Why is there no Lc(θ;Ds)?
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Proposed Solution: VADA - VAT

Adversarial Training:

Ladv (xl , θ) = D[q(y | xl), p(y | xl + radv , θ)]

where radv := argmaxr :‖r‖≤εD[q(y | xl), p(y | xl + r , θ)]

Virtual Adversarial Training:
q(y | xl) is not given, approximate it with p(y | xl , θ̂)

L∗adv (xl , θ) = D[p(y | xl , θ̂), p(y | xl + radv , θ)]

where radv := argmaxr :‖r‖≤εD[p(y | xl , θ̂), p(y | xl + r , θ)]

Miyato et. al. ”Virtual Adversarial Training: A Regularization Method for
Supervised and Semi-Supervised Learning.” TPAMI 2018.
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Proposed Solution: VADA Architecture

Figure: VADA improves upon domain adversarial training by additionally
penalizing violations of the cluster assumption.
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Proposed Solution: DIRT-T

Non-conservative domain adaptation: For a given hypothesis class
H, the optimal classifier in the source domain does not coincide with
the optimal classifier in the target domain

Minimize the classification error in the target domain in an
unsupervised way under the clustering assumption

Minimization objective, sensitive to the parameterization of the
model:

min∆θLt(θ + ∆θ) s.t. ‖∆θ‖ ≤ ε, where

Lt(θ) = Lv (θ;Dt) + Lc(θ;Dt)

A more stable version minimization objective, with a teacher:

min∆θLt(θ + ∆θ) s.t. Ex∼Dt [DKL(hθ(x) || hθ+∆θ(x))] ≤ ε
or minθnLt(θn) + βEx∼Dt [DKL(hθn−1(x) || hθn(x))]
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Proposed Methods: Graphic Illustration of Training

Figure: DIRT-T uses VADA as initialization. After removing the source training
signal, DIRT-T minimizes cluster assumption violation in the target domain
through a series of natural gradient steps.
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Results: Visual Domain Adaptation Benchmarks

Figure: Test set accuracy on visual domain adaptation benchmarks. In all settings,
both VADA and DIRT-T achieve state-of-the-art performance in all settings.
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Instance Normalization for Domain Adaptation

Instance Normalization:

l(x (i)) =
x (i) − µ(x (i))

σ(x (i))
(7)

where x (i) ∈ RHxWxC denotes the i th sample with (H,W,C)
corresponding to the height, width, and channel dimensions, and
where µ, σ : RHxWxC → RC are functions that compute the mean and
standard deviations across the spatial dimensions, making neural
networks invariant to channel-wide scaling and shifting of the input
elements.

Figure: Effect of applying instance normalization to the input image in MNIST-M,
GTSRB, SVHN, and CIFAR-10 (top-left to bottom-right).
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Results: Visual and Wi-Fi Activity Benchmarks

Figure: Additional comparison of the margin of improvement computed by taking
the reported performance of each model and subtracting the reported source-only
performance in the respective papers. W.I.N.I. indicates ”with
instance-normalized input”.

Figure: Results of the domain adaptation experiments on Wi-Fi Activity
Recognition Task
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Ablation Study of VAT, Conditional Entropy, and DIRT-T

Figure: Test set accuracy in ablation experiments, starting from the DANN
model. The ”no-vat” subscript denote models where the virtual training
components is removed.
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Role of Teacher Model in DIRT-T

Figure: Comparing model behavior with and without the application of the
KL-term. At iteration 0, we begin with the VADA initialization and apply the
DIRT-T algorithm.
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Visualization of Representation

Figure: T-SNE plot of the last hidden layer for MNIST (blue) → SVHN (red). We
used the model without instance normalization to highlight the further
improvement that DIRT-T provides.
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Conclusion

Two models are proposed for domain adaptation inspired by the
clustering assumption: VADA and DIRT-T

VADA performs domain adversarial training with an added term that
penalizes violations of the clustering assumptions.

DIRT-T extends VADA by untethering the model from the source
training signal and applying approximate natural gradients to further
minimize the cluster assumption violation.

Several tricks are presented: VAT (virtual adversarial training),
instance normalization, and iterative refinement.

20 / 20


	Introduction to Domain Adaptation
	Existing Approach and Limitation: DANN
	Proposed Solution: VADA and DIRT-T
	Results: Benchmarks and Ablation Study
	Conclusion

