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Active Learning
When the labeled data are insufficient, the active learning is often adopted to
request unknown labels of the located nodes.

Conventional Active Learning
Aim to achieve the high generalization performance as cheaply as possible.
Choose x∗ , arg minx |P(y = 1|x ,D)− 1

2 |.

Active Searching
Aim to locate the target nodes as quickly as possible (The generalization
performance might be bad!). Choose x∗ , arg maxx{utility function}.

Active Surveying
Aim to determine the portion of a dataset belonging to target class.

Figure: Left: Conventional active classification task. Right: Active searching task.
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Active search: Approach

An approach based on Bayesian decision theory developed and the Bayesian
optimal policy is derived

We begin by choosing the natural utility function for this problem, the
number of the interesting nodes found among the observed nodes. If the
labels y ∈ {0, 1} then given data D , {(xi , yi )}

u(D) ,
∑

yi

The goal is to maximize the chosen utility function.
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Expected utility u(Dt):
One-step lookahead. Suppose we only have one evaluation remaining. We
calculate the expected utility of choosing point xt from among the remaining
points.

E [u(xt , yt ,Dt−1)|xt ,Dt−1]

=u(Dt−1) + 1× P(yt = 1|xt ,Dt−1) + 0× P(yt = 0|xt ,Dt−1)

=u(Dt−1) + P(yt = 1|xt ,Dt−1)

Therefore, our best choice is to greedily select the point with the highest
posterior probability.
Two-step lookahead. Suppose we have two evaluation remaining.

E [u(xt−1, yt−1, xt , yt ,Dt−2)|xt−1,Dt−2]

=

∫ ∫ ∫
u(xt−1, yt−1, xt , yt ,Dt−2)P(yt−1|xt−1,Dt−2)P(xt |Dt−1)

P(yt |xt ,Dt−1)dyt−1dxtdyt ,

where P(xt |Dt−1) = δ(xt − x∗t ) with x∗t determined by one-step lookahead
procedure.
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Lookahead can always help

Let ED[u(D)|`, t,P] denote the expected utility of the `-step-lookahead policy
after t evaluations.

Theorem

Let `,m ∈ N+, ` < m. For any q > 0, there exists a P and t such that

ED[u(D)|m, t,P]

ED[u(D)|`, t,P]
> q

that is, the m-step active-search policy can outperform the `-step policy by any
arbitrary degree
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Two- and more-step lookahead

In general, finding the optimal choice in the `-step lookahead case may be
performed recursively.

However, naively, it requires marginalizing `− 1 unknown future observations,
both their locations and associated labels. This is expensive.

In general, we take the standard approach and use myopic approximation; we
pretend there are only ` evaluations remaining and choose our points
accordingly

This is essentially assuming our uncertainty about the future state becomes
so overwhelming that considering future choices is fruitless.
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Branch and bound approach

A naive implementation of the active search algorithm is very, very slow due to the
exponential branching of the search space. Hence, a branch and bound approach
is used.

Lower bound on E[u(D`)|x1,D1]: Let

(x ′,P ′) , arg max
x∈X/D1

P(y = 1|x ,D1)

be the point with highest posterior probability of being a target at the first
timestep. We can find the lower bound as

u′ , E[u(D`)|x1 = x ′,D1]
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Find an upper bound on E[u(D`)|x1,D1]
The upper bound is a function of its current probability of being a target, given
the following conditions on the posterior probability P(y = 1|x ,D):

After conditioning on a new negative observation, the posterior probability of
an unlabeled point does not increase

The maximum posterior probability of an unlabeled point can be bounded as
a function of a given number of new positive observations

For ` = 1

q∗(n,D) ≥ max
x

P(y = 1|x ,D ∪D′,
∑
y ′∈D′

y ′ ≤ n)

then the upper bound is

u∗(` = 1, n,D) , q∗(n,D)

Given this, an upper bound for ` > 1 may be found with a simple recursive
procedure.

u∗(`, n,D) , q∗(n,D)(u∗(`− 1, n,D) + 1) + (1− q∗(n,D))u∗(`− 1, n,D)
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Active surveying

Typically surveys work really hard to be unbiased in their design. In contrast, we
propose that you should be incredibly biased — in a way that’s appropriate.

Utility function:
We begin again by choosing a natural utility function for this problem, the
uncertainty in our belief about class proportion:

u(x1, x2, . . . , y1, y2, . . . ) , var[cardR|D]

where R contains the target instances. Again this expression encapsulates
the goal of surveying: pools with a similar margin of error in the prediction of
the supports of a cause are to be preferred.

Optimal policy:
It is same as the one used in active searching.

Notes:
Calculating the expected utility is much more annoying and expensive due to
the more complicated utility function.
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Experiments

CiteSeer data
Include papers from the 50 most popular venues present in the CiteSeer
database. This results in a graph with 42k nodes, 222k edges.

We search for nips papers, 2.5k papers (6%).

We select a single NIPS paper at random, and begin with that single positive
observation.
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Results: target found

Figure: Cumulative number of targets found during 500 steps of several active querying
schemes on the CiteSeer data. The dashed red line shows the expected performance of
random sampling.

11 / 13



Result: Speedup for pruning

Figure: The average time (in seconds) taken for one iteration of the `-step lookahead
optimal search policy on the CiteSeer data, for 1 ≤ ` ≤ 4. Some times are approximate.
For reference, the one-step policy took an average of 2.24× 10−3 second per iteration.
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Results: active survey
Subsample the remaining unlabeled points, selecting 5% each time, and
average the inferred means and variances of P(cardR|D) from five such
smaples
Approximate the posterior by a beta distribution whose parameters (α, β)
were selected via moment matching to the inferred mean and variance.

Figure: Likelihood (p) of the true class proportion under the moment-matched beta
distribution fit to the predictions made after each of the first 75 evaluations made by
each method.
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