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Abstract

The challenge of building a map of an unknown environment while si-
multaneously localizing accurately within a partially constructed map is
often referred to as the SLAM (Simultaneous Localization and Mapping)
problem. We present an approach to the SLAM problem that is capable
of building dense, metric maps of complex domains. In a significant
improvement over previous work, our particle filter based algorithm effi-
ciently maintains multiple map hypotheses, yet the run time per iteration
scales linearly with the number of particles used. The significance of
this algorithmic result is that multiple hypothesis slam with dense maps
now has the same computational as particle filter based localization using
just a single map. The performance of this method is further improved
with the introduction of a novel hierarchical approach to particle filters,
wherein the output of several small SLAM processes can be combined
in a principled manner using a higher level particle filter. This allows
the algorithm to explicitly represent and recover from the drift which is
inherent in any sampling based SLAM method.

1 Introduction

The ability to construct and use a map of the environment is a critical enabling technology
for many important applications, such as search and rescue or extraterrestrial exploration.
Probabilistic approaches have proved successful at addressing the basic problem of local-
ization using particle filters [5]. Expectation Maximization (EM) has been used success-
fully to address the problem of mapping [1] and Kalman filters [2, 8] have shown promise
on the combined problem of simultaneous localization and mapping (SLAM).

SLAM algorithms should produce accurate maps with bounded resource consumption per
sensor sweep. To the extent that it is possible, it is desirable to avoid explicit map correct-
ing actions, which could be computationally intensive and which would be symptomatic
of accumulating error in the map. One family of approaches to SLAM assumes relatively
sparse, relatively unambiguous landmarks and builds a Kalman filter over landmark po-
sitions [2, 7, 8]. Other approaches assume dense sensor data which individually are not
very distinctive, such as those available from a laser range finder [6]. An advantage of the
latter group is that they are capable of producing detailed maps that can be used for path
planning.



In earlier work, we presented an algorithm called DP-SLAM [4], which produced ex-
tremely accurate, densely populated maps by maintaining a joint distribution over robot
maps and poses using a particle filter. DP-SLAM uses novel data structures that exploit
shared structure between maps, enabling it to approximate the joint distribution efficiently,
even while using hundreds of particles. This gives DP-SLAM the ability to resolve map
ambiguities automatically, as a natural part of the particle filtering process, effectively ob-
viating the explicit loop closing phase needed for other approaches [6, 12].

A known limitation of particle filters is that they can require a very large number of particles
to track systems with diffuse posterior distributions. This limitation could be particularly
acute in earlier versions of DP-SLAM, which had a worst-case run time that scaled quadrat-
ically with the number of particles. In this paper, we present a significant improvement to
DP-SLAM which reduces the run time to linear in the number of particles, giving multiple
map hypothesis SLAM the same asymptotic complexity as localization with a single map.
As a secondary benefit, the new algorithm is simpler and lends itself to a more straightfor-
ward analysis and implementation.

Unfortunately, even with linear time complexity, there exist domains which require infea-
sibly large numbers of particles to accurately map. Due to the problem of small amounts of
drift, which are inherent to sampling methods, there can exist errors in the robot’s position
estimate which a standard implementation of particle filters cannot recover from, regardless
of the number of particles used. In order to directly address this issue of drift in a principled
manner, we propose a hierarchical particle filter method which can specifically model and
recover from these small amounts of drift, while maintaining certain levels of uncertainty
much longer than is normally feasible in a particle filter.

2 Particle Filters

A particle filter is a simulation-based method of tracking a system with partially observable
state. We briefly review particle filters here, but refer the reader to excellent overviews of
this topic [3] and its application to robotics [11] for a more complete discussion.

A particle filter maintains a weighted (and normalized) set of sampled states, � �
��� � � � ���, called particles. At each step, upon observing an observation � (or vector
of observations), the particle filter:

1. Samples � new states from the weighted set � � � ���

�
� � � ��

�
� with replacement.

2. Propagates each new state through a Markovian transition model: � �� ������.

3. Weights each new state according to a Markovian observation model: � ���� ���

4. Normalizes the weights for the new set of states

Particle filters are easy to implement and have been used to track multimodal distributions
for many practical problems [3]. A particle filter is a natural approach to the localization
problem, where the robot pose is the hidden state to be tracked. The state transition is the
robot’s movement and the observations are the robot’s sensor readings, all of which are
noisy and/or ambiguous. (Note that in many environments, even a highly accurate laser is
not sufficient to resolve ambiguities.)

The change of the state over time is handled by a motion model. Usually, the motion indi-
cated by the odometry is taken as the basis for the motion model, as it is a reliable measure
of the amount that the wheels have turned. However, odometry is a notoriously inaccurate
measure of actual robot motion, even in the best of environments. Motion models differ
across robots and types of terrain, but generally consist of a shift, to account for systematic
errors and Gaussian noise.



After simulation, we need to weight the particles based on the robot’s current observations
of the environment. We use a laser range finder for mapping and associate an opacity value
with each grid square in the map that determines the probability that the laser will detect
an obstacle. The precise details of how opacity values are estimated and integrated the
normally distributed laser error model are not vital to this paper. (Please see Eliazar and
Parr [4].) The important detail is that given the map, each laser reading can be treated as
an independent observation [10], making the total probability of a sweep of laser scans
the product of the individual scan probabilities. If the laser sweeps out an area of � grid
squares and the particle filter uses � particles, the complexity of pure localization in a
single map with random access to grid squares is then �� per iteration.

2.1 Particle Filters for SLAM

In its simplest form, SLAM can be viewed as an embellishment on localization where the
map is updated after each localization cycle. Some approaches for SLAM using particle
filters with dense observations attempt to do this by maintaining a single map with multiple
robot poses [12], an approach that we avoided with DP-SLAM because it leads to errors
that accumulate over time, necessitating potentially costly off-line corrections to the map.

DP-SLAM works by maintaining a joint distribution over robot poses and maps using a
particle filter. Each particle corresponds to a distinct hypothesis about both the map and
the robot’s position and orientation within the map. Our maps are grids with � squares.
If the particle filter maintains � particles, a naive implementation of a particle filter that
maintains a joint distribution over positions and maps would require 	��� � work per
iteration just to resample and propagate the maps.

An alternative approach, which could reduce the cost of the resampling phase, would be
to remember an ancestry tree of particles, such that each particle is the child of the par-
ticle from which it is resampled. The set of observations (map updates) associated with
each particle could then be stored in the ancestry tree. This approach would avoid redun-
dant copies of map updates and would not involve expensive map copying steps in the
resampling phase of the particle filter. The negative aspect of this approach is that the map
associated with any particle is not stored explicitly and that reconstructing this map would
potentially require a traversal of the ancestry tree from leaf to root. In this simple approach,
the depth of the ancestry is the number of map updates made by the robot, so the cost of
accessing the map grows without bound as the map is continually updated.

Previous versions of DP-SLAM avoided unbounded growth in the cost of map accesses, but
did so at the expense of superlinear computation time in the number of particles used. The
improvement presented in this paper truly achieves the best properties of both approaches
described above, while avoiding any of the negative properties. DP-SLAM now has linear
run time in the number of particles, while still avoiding storing redundant information.

3 Algorithm and Analysis

A DP-SLAM ancestry tree contains all of the current particles as leaves. The parent of
a given node represents the particle of the previous iteration from which that particle was
resampled. An ancestry tree is minimal if the following two properties hold:

1. All nodes are either leaf nodes in the current generation of particles, or ancestors
of leaf nodes.

2. All interior nodes have at least two children.

The first property is ensured by simply removing particles that are not resampled from the
ancestry tree. The second property is ensured by merging parents with only-child nodes. It



is easy to see that for a particle filter with � particles, the corresponding minimal ancestry
tree will have a branching factor of at least two and depth of no more than 	�� �.

The complexity of maintaining a minimal ancestry tree will depend upon the manner in
which observations, and thus maps, are associated with nodes in the tree. DP-SLAM dis-
tributes this information in the following manner: All map updates for all nodes in the
ancestry tree are stored in a single global grid, while each node in the ancestry tree also
maintains a list of all grid squares updated by that node. The information contained in
these two data structures is integrated for efficient access at each cyle of the particle fil-
ter through a new data structure called an observation cache. We now describe these data
structures at a somewhat greater level of detail than is customary for recent work the field.
However, these details are not obvious and an appreciation of these details is required to
understand fully the computational complexity of the algorithm. 1

3.1 Map Data Structure

The DP-SLAM map is a global occupancy grid-like array. Each grid cell contains a dy-
namic array called the observation list with one list entry for each ancestry tree node that
has made an observation of the grid cell. Each list entry is an observation node containing
the following fields:

opacity a data structure storing sufficient statistics for the current estimate of the opacity
of the grid cell to the laser range finder. See Eliazar and Parr [4] for details of how
these statistics are collected and updated.

parent a pointer to a parent observation node for which this node is an update. (If an
ancestor of a current particle has seen this square already, then the opacity value
for this square is considered an update to the previous value stored by the ancestor.
However, both the update and the original observation are stored, since it may not
be the case that all successors of the ancestor have made updates to this square.)

anode a pointer to the ancestry tree node that is associated with the current opacity esti-
mate.

In previous versions of DP-SLAM, this information was stored using a balanced tree, such
as a red-black tree. This added significant overhead, both conceptual and computational, to
the algorithm and is no longer required in the current version.

3.2 Ancestry tree node data structure

Each node in the ancestry tree is a data structure with the following fields:

parent a pointer to this node’s parent.

children a pointer to this node’s list of children.

onodes a dynamic array of pointers to observation nodes in the grid cells updated by this
node.

3.3 Observation cache data structure

The observation cache is an entirely new data structure that is responsible for the dramatic
improvement in computational complexity we have achieved with DP-SLAM. The obser-

1We also hope that a greater level of detail will help others who wish to implement DP-SLAM.
Anecdotal comments from other robotics researchers have suggested that earlier versions of DP-
SLAM where very difficult to implement soley on the basis of the high level algorithmic descriptions
in our previous papers.



vation cache can essentially be thought of as an array of local maps, with each particle
being allocated its own local map. This allows us to temporarily expand the condensed
information currently being held in each grid square in the full map. Once each local map
is filled in with the relevant information for its associated particle, we can acheive constant
time access to the grid squares.

Each local map is only as large as the area being currently observed, and is therefore of a
reasonable size. Furthermore, the entries in these local maps are only redirection pointers
to the corresponding entry in the global occupancy grid. This allows to use less space,
while also permitting the different particles to actually update the relevent information in
the global map when necessary.

3.3.1 Building the Observation Cache

In order to acheive linear time complexity out of the use of an observation cache, it is
important to be able to build this cache in an efficient manner. The actual construction of
a single grid square in the cache is done in two passes. First, the same grid square in the
global map is consulted, and every ancestor particle which has made a direct observation
of this location has the pointer in its local map assigned to that corresponding entry in the
global map. The particle filter uses � particles, then there can be no more than 	�� �
observations for each grid square in the global map, implying that the first pass costs 	�� �
time.

The second pass is to fill in the remaining holes in the local maps. The ancestry tree is
traced recursively from the root down to each node, so that any ancestor particle which
has not directly observed this grid square can recursively inherit the same pointer for its
local map from the particle’s immediate parent. In this manner, the information is pushed
down the ancestry tree to fill in the gaps. The size of the ancestry has been shown in
previous papers to be 	�� �, making the second pass also take 	�� � time. If the total area
observed at any given time step is �, the total complexity of building the observation cache
is 	��� �. Once built, this observation can then be used for the rest of the current time
step. In actuality, the entire observation cache does not need to be built at the same time-
each grid square can built only as needed, a fact which can improve the practical speed
of the algorithm, as certain areas of the local map which are within sensor range may be
occluded by objects.

3.3.2 Localization

Now that each particle can be assumed to have its own local map constructed, localization
becomes trivial. Laser cans are traced through the corresponding local map, and the neces-
sary opacity values are extracted via the redirection pointers. Otherwise, this step behaves
exactly the same as if each particle had its own complete map maintained seperately. With
the constant time accesses afforded by the local maps, localization is trivially an 	��� �
process.

3.4 Updates

When the observations associated with a new particle’s sensor sweep are integrated into the
map, the following steps are performed:

1. Insert a new observation node into the observation list of each grid square visited
by this particle’s laser casts.

2. Insert a pointer to each new observation node generated into this particles onodes
list.



The cost of this operation is obviously no more than the cost of localization and it can be
reduced considerably by clever coding since the work invested in building the observation
cache can be reused.

3.5 Deletions

There are two cases situations that require deleting nodes from the ancestry tree. The first
is the simple case of removing a node from which the particle filter has not resampled. This
involves the constant time operation of removing the ancestry node from the ancestry tree,
and the process of removing the observations associated with this node from the observation
lists in the global grid. Since pointers to these observations in the global map are stored at
the ancestry node, this simply involves	��� constant time deletions from a dynamic array.

The second case for deleting a node occurs when a node in the ancestry tree which has only
one child is merged with that child. This involves the following steps:

1. For each observation node in the child’s onodes list.

(a) Replace the opacity value of the observation node’s parent with opacity of
the current child’s observation node.

(b) Remove the child node’s observation node from associated grid cell’s obser-
vation list.

2. Remove the child node from the ancestry tree.

Note that merging has the effect of replacing the parent’s map with the child’s map, which
is the desired behavior since the child’s map is more current than the parent’s map and there
are no siblings left to inherent anything from the parent map. As in the case of a simple
deletion, this involves 	��� constant time deletions.

Determining the overall time complexity of deletions is somewhat complicated because
the number of deletions performed at any mapping iteration can vary quite a bit. When
an ambiguity is resolved, entire branches of the ancestry tree could require deletion and/or
merging. For this reason, we analyze the complexity of deletions in an amortized sense.

For simple deletions, each iteration introduces the potential for at most 	��� � work since
� new ancestry tree nodes are created and each node can be deleted at most once. For
merges, we note that only a single set of observations from any generation can traverse up
any path in the ancestry tree as a result of merges. This is true because he need for a merge
implies that all but one set of observations descending from the parent have been deleted.
This means that the total potential for merges introduced by any generation of particles is
bounded by the number of interior nodes in the tree, which is 	�� �. Since each merge is
	���, the total potential merging work introduced at each iteration is just 	��� � and the
amortized cost of all deletion-related work is just 	��� � per iteration.

3.5.1 Summary of Computational Complexity

We have shown that localizing, adding new observations, and maintaining a minimal an-
cestry tree each require 	��� � time. Ironically, the only part of the our algorithm with
superlinear complexity is the simplest part of the resampling phase of the particle filter.
For resampling, we must convert samples from the uniform distribution generated by the
our pseudo-random number generator to samples from our weighted set of events (parti-
cles). This is typically done by imposing a total ordering on the events in the event space,
computing the cumulative distribution, and then performing binary search to find event cor-
responding to the sampled probability. For � particles, this would take 	�� ���� � time,
so the overall complexity of our algorithm should be stated as 	�� ���� � �� �. How-
ever, the area swept out by the laser will be much larger than ���� for any typical laser



and reasonable number of particles, so we are comfortable stating the complexity as simply
	��� �.

4 Drift

The one major problem plaguing all current SLAM algorithms is the issue of drift. Small,
almost imperceptable errors accumulate over several iterations, and while the resulting map
may seem locally consistent, here are in fact gross misplacements, which are only apparent
after the robot closes a large loop.

For methods which sample robot positions, such as particle filter methods [4] and Rao-
Blackwellized particle filters [9], drift can occur regardless of the quality of the SLAM
algorithm. Even the best algorithms can only extend the distance that the robot travels
before experiencing significant drift. The bulk of the small errors come from three main
sources : insufficient numbers of particles, unlikely events, and coarse map precision.

The first problem is a well known issue with particle filters. Given an infinite number of
partilces, a particle filter will be a perfect representation of the probability distribution.
However, with a finite number, there will always be unsampled “gaps” in the particle cov-
erage of the state space. Thus, the act of sampling exactly the robot’s true position is a zero
probability event. Instead, the particles are distributed to as to be able to get reasonably
close to the true position, and the error will allowed as extra noise in future steps. How-
ever, in a high dimensional space, such as represented in SLAM, this can require very large
numbers of particles, and can still lead to small amounts of drift.

The second problem mentioned is that of aberrant events. If one allows that the motion
noise is not bounded, such as with a Gaussian distribution, then there exist occasional
events which will occur within the “tail” of this probability distribution. As such, the
particle coverage in this area of the state space will be very poor, and the event will be very
difficult to detect. Over the course of a large trajectory, several of these unlikely events can
be expected to occur, each one providing a good opportunity for significant drift.

Lastly, there is an issue of map precision. Regardless of the map representation, whether
it is an occupancy grid or a set of landmarks, the precise location of the objects within
that map have some small amount of leeway in any direction. Therefore, minor perturba-
tions from the position of a given sample can still appear almost identical, when evaluating
the particles. Being unable to differentiate between these particles provides a significant
enough amount of “flexibility” to the map, which can in turn contribute to drift.

5 Hierarchical SLAM

Now that we acknowledge that drift is an inevitable result of a SLAM algorithm, we would
like to be able to do something to address the problem, in order to keep drift arbitrarily
small. The goal of Hierarchical SLAM is to build an algorithm which is capable of recog-
nizing, representing, and recovering from drift. The basic idea which we will pursue is that
all of these three main sources of drift all arise from an inability to maintain uncertainty
long enough to ensure that the drift will not accumulate. Therefore, if we can recognize
how much drift is expected to occur over a small section of the robot’s trajectory, we can
explicitly maintain this extra uncertainty longer, and resolve our inaccuracies in the map in
a natural fashion.

In order to achieve this goal, we use a standard SLAM algorithm to create a small map,
using a small portion of the robot’s trajectory as input. The output is not only a map, but
also a corrected set of motions, representing the robot’s actual trajectory through that map.
As we explained before, this trajectory can be expected to have a certain amount of error in



it, but since the size of the trajectory is small, the amount of drift can be kept to acceptable
limits. Through experimentation, we can even quantify the expected amount of drift over a
certain distance for a given algorithm, much in the same way that we create a probabilistic
motion model for the noise in the robot’s odometry. Furthermore, since the total drift over
a trajectory is assumed to be a summation of many tiny, independent sources of error, it
will be very close to a Gaussian distribution.

Looking at the final trajectory output in this manner, it begins to look very much like a
single motion step in SLAM. If we use this approach on several small, independent sections
of a larger trajectory, we can create a long series of corrected trajectories, each one with its
own independent amount of noise. This allows us to use the output from each of our small
mapping efforts as the input for a new SLAM process, working at a much higher level of
time segmentation.

For this new SLAM process, we need to be careful about how we use the set of obserations,
in order to avoid double counting of evidence. Since each atomic motion step in our new,
“high level” SLAM process is the product of performing SLAM along a small trajectory,
each observation used in that “low level” SLAM process has already been evaluated against
all of the the other observations associated with that trajectory. Therefore, at the high level,
observations should only be evaluated against evidence corresponding to different corrected
trajectories. In other words, all of the observations for a single high level motion step should
be evaluated against the map, before any of those observations are used to update the map.

This provides us with a principled way to take the output of a SLAM algorithm, from sev-
eral small sections of the trajectory, and combine them in a way that specifically addresses
the inherent drift involved. Therefore, using a small amount of resources, we can build
small maps which are very good for the short distances that they represent. Using only a
small additional amount of resources, we can then combine these small maps, as if they
were single steps in a larger SLAM algorithm, in order to create much larger maps, which
are also very accurate. The reason why it is possible to gain such a large increase in accu-
racy over just doubling the resources with a single SLAM algorithm, is that the hierarchical
approach is actually able to identify and represent residual errors much longer than would
be otherwise possible with only a single particle filter. This is key element that can help
bring the high amount of accuracy in a large map that sheer numbers of particles alone can
not achieve.

In our experimentations, we only implemented the concept of hierarchical SLAM on the
DP-SLAM algorithm. However, there is plenty of reason to believe that this method of
hierarchical bootstrapping could be used on any other sampling-based SLAM method just
as effectively in order to greatly improve the performance of the algorithm. Similarly, we
only implemented this idea with on level of hierarchy. There is no reason to believe that
multiple layers of hierarchy could not also provide additional benefits. However, we felt
that the size of the domains that we were testing on did not warrant any further levels.

6 Related Work

Other methods in the past have attempted to preserve uncertainty for longer numbers of
time steps. There have been approaches in the past have dealt with the topic of look-ahead
particle filters [?]. These methods take a “peek” at future observations in order to use the
information from later time steps to better distribute the samples at a previous time step.
Other approaches seek to delay the resampling step for several iterations, so as to address
the total noise in a certain number of steps as one Gaussian with a large variance [?].
The key difference in hierarchical SLAM from both of these basic approaches is that the
hierarchical framework specifically addresses the issue of drift.



Another way to interpret hierarchical SLAM is in terms of a hierarchical hidden markov
model framework [?]. In a hierarchical HMM, each node in the HMM has the potential to
recursively call upon it’s own HMM, in order to produce a series of observations. However,
the comparison is inexact, and once again, the primary difference is in the ability of the
higher level of the hierarchical particle filter to model noise.

7 Implementation and Emperical Results

In the preceding section, we presented the algorithm in a manner intended to maximize
clarity and ease of analysis. The only negative aspect of the observation cache is that it can
be fairly memory intensive. Our actual implementation has the same computational com-
plexity, but uses fewer pointers and fields to reduce memory consumption and constructs
the observation cache for each grid cell in a lazy manner to improve speed.

As with previous versions of DP-SLAM we generate many more particles than we keep at
each iteration. Evaluating a particle requires line tracing 181 laser casts. However, most
particles will have significantly lower probability than others and this can be discovered
before they are fully evaluated. Using a technique we call particle culling we divide the
laser scans into 
 partitions, and evaluate our set of particles in 
 passes. At each pass,
particles with a much lower probability than average are dropped. In this manner, particles
with very low probability of getting resampled are never fully evaluated. In practice, this
leads to large reduction in the number of laser casts that are traced through the grid.

For a complex algorithm like DP-SLAM, asymptotic analysis may not always give a
complete picture of real world performance. Therefore, we provide a comparison of ac-
tual run times on three different data logs with several different particle counts. The
particle counts provided are the minimum number of particles needed by that approach
to consistently produce high-quality maps, for a given set of robot parameters. Note
that the quadratic code is simply too slow to be feasible to successfully run on the
wean hall data. Log files for these runs are available from the DP-SLAM web page:
http://www.cs.duke.edu/˜parr/dpslam/. The results show a significant prac-
tical advantage for the linear code, and vast improvement, both in terms of time and number
of particles, for the hierarchical implementation.

log algorithm particles CPU minutes
loop5 quadratic 1500 55
loop5 linear 1500 14
loop5 hierarchical 250+250 ???
loop25 quadratic 11000 1345
loop25 linear 11000 690
loop25 hierarchical 2000+3000 ???
wean hall quadratic 120000 N/A
wean hall linear 120000 2535
wean hall hierarchical 2000+3000 ???

Finally, in Figure 1 we include a sample map from DP-SLAM. The quality of maps from
the improved algorithm is identical to that of previous versions.

8 Conclusions

We have presented a SLAM algorithm which is the culmination of our efforts to make
multiple hypothesis mapping practical for densely populated maps. Our first algorithmic
accomplishment is to show that this requires no more effort, asymptotically, than pure



            

Figure 1: A challenging domain at 3cm resolution. We strongly encourage readers to view
a soft version of this document or (better) to download a full size map from our web page
to appreciate the fine detail in this map.

localization using a particle filter. While this is a very strong theoretical result it does come
with a practical caveat: The number of particles need for acceptable localization given a
good map, and the number of particles needed to generate an acceptable map ex nihilo
could be quite different. Therefore, in practical applications, mapping is likely to remain a
much more resource intensive activity than pure localization.

Since these numbers of particles can grow so large, we also sought to develop a method
whose goal was to increase the amount of accuracy that could be achieved with a reasonable
number of particles. This is accomplished through the use of a hierarchical particle filter.
By allowing an additional level of sampling on top of a series of small particle filters, we
can successfully maintain the necessary uncertainty to produce very accurate maps, with
only tiny relative errors in the map at any one location, while maintaining significantly
fewer total samples. This due to the explicit modeling of the drift which will inherently
occur due to the sampling process, a key process which differentiates this approach from
previous attempts to artificially extend uncertainty in the particle filter.

SLAM is perhaps not the only viable application for hierarchical framework for particle
filters. However, one of the key aspects of our application is that the drift can easily be
represented by a very low dimensional descriptor. Other particle filter applications which
have noise which must be described in many more dimensions could benefit much less
from this hierarchical approach.

9 Future Research

We conjecture that the	��� � upper bound for DP-SLAM is probably tight for algorithms
of this type since it is difficult imagine doing work that is sublinear in the number of parti-
cles or number of grid squares seen by these particles. However, there may be significant
room for practical improvements in run time and we can identify two areas for this. First,
despite particle culling, DP-SLAM spends a very large amount of time evaluating bad sam-
ples. We have evaluated approximations such as evaluating scans only by their endpoints,
but found that these produce inferior maps. Some sort of adaptive importance sampling or
technique for generating a proposal distribution simple odometry may help. Second, we
are investigating the possibility that DP-SLAM performance is limited by latency in the



memory hierachy. As implemented, DP-SLAM is not very cache-friendly. More broadly,
efforts to apply DP-SLAM to three dimensional SLAM problems would exceed the limits
of physical memory for most machines and necessitate a greater awareness of the memory
hierarhcy and the implemenation and even algorithmic levels.

The hierarchical approach to SLAM has been shown to be very useful in improving the
performance of DP-SLAM. This would lead us to believe that similar improvements could
also be realized in applying this to other sampling based SLAM methods, a conjecture
we would like to verify in the future. Furthermore, hierarchical particle filters are also
a reasonable approach to attempt to apply to other particle filter applications. A general
method for applying a hierarchical framework to particle filters in general would be of
significant interest, as well as an investigation into the limits and requirements of such a
generalized framework.
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