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Introduction to Regression Models

Consider the following regression model with p predictors and n samples:

y = Xβ + ǫ

where Xn×p = [x1, x2, · · · , xp], β = [β1, β2, · · · , βp]⊤ and y = [y1, y2, · · · , yn]⊤. ǫ is the additive
noise with dimension n × 1. Suppose the predictors (xi) are normalized to mean zero and variance
one, and the regression output y sums to zero.

Ordinary Least Squares (OLS):

β̂(OLS) = arg minβ ‖y − Xβ‖2

Ridge Regression:

β̂(Ridge) = arg minβ ‖y − Xβ‖2 + λ‖β‖2

LASSO:

β̂(LASSO) = arg minβ ‖y − Xβ‖2 + λ|β|1 (|β|1 ,

p
∑

j=1

|βj |)

Elastic Net:

β̂(Naive ENet) = arg minβ ‖y − Xβ‖2 + λ1|β|1 + λ2‖β‖2

β̂(ENet) = (1 + λ2) · β̂(Naive ENet) (1)
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Motivation for Elastic Net

Prediction accuracy and model interpretation are two important aspects of regression
models.

LASSO is a penalized regression method to improve OLS and Ridge regression.

LASSO does shrinkage and variable selection simultaneously for better prediction and model
interpretation.

Disadvantage of LASSO:
LASSO selects at most n variables before it saturates.
LASSO can not do group selection.

If there is a group of variables among which the pairwise correlations are very high, then the
LASSO tends to arbitrarily select only one variable from the group.

Group selection is important, for example, in gene selection problems.

Elastic Net: Regression, variable selection, with the capacity of selecting groups of correlated
variables.

Elastic Net is like a stretchable fishing net that retains ‘all the big fish’.

Simultaneous studies and real data examples show that the elastic net often outperforms the
LASSO in terms of prediction accuracy.
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Naive Elastic Net (1)

The optimization problem for Naive Elastic Net is

β̂(Naive ENet) = arg minβ ‖y − Xβ‖2 + λ1|β|1 + λ2‖β‖2

λ1 and λ2 are positive weights. Naive Elastic Net has a combined l1 and l2 penalty.

λ1 → 0, Ridge regression; λ2 → 0, LASSO.

Numerical solution: This optimization problem can be transformed to a LASSO optimization
problem.

β̂(Naive ENet) = arg minβ
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In the case of orthogonal design matrix (X⊤X = I), analytical solution exists.

β̂i(Naive ENet) =

(

|β̂i(OLS)| − λ1/2
)

+

1 + λ2

· sgn(β̂i(OLS))

β̂i(LASSO) =
(

|β̂i(OLS)| − λ1/2
)

+
· sgn(β̂i(OLS))

β̂i(Ridge) = β̂i(OLS)/(1 + λ2)

where β̂i(OLS) = x⊤

i
y is the OLS solution for the ith regression coefficient. – p. 5/17



Naive Elastic Net (2)
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Naive Elastic Net (3)
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Grouping Effect of Naive Elastic Net (1)

Consider the following penalized regression model: β̂ = arg minβ ‖y − Xβ‖2 + λJ(β)

Under the extreme condition of identical variables:

Strict convexity guarantees group selection in the above extreme situation.

Naive Elastic Net penalty is strictly convex (because of the quadratic term); LASSO is convex,
but NOT strictly.

LASSO does not have an unique solution, thus can not guarantee group selection. – p. 8/17



Grouping Effect of Naive Elastic Net (2)

This theorem shows that in Naive Elastic Net, highly correlated predictors will have similar
regression coefficients.

This theorem provides a quantitative description for the grouping effect of Naive Elastic Net.
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Elastic Net (1)

Deficiency of the Naive Elastic Net:
Empirical evidence shows the Naive Elastic Net does not perform satisfactorily.
The reason is that there are two shrinkage procedures (Ridge and LASSO) in it.
Double shrinkage introduces unnecessary bias.

Re-scaling of Naive Elastic Net gives better performance, yielding the Elastic Net solution:

β̂(ENet) = (1 + λ2) · β̂(Naive ENet)

Reason 1: Undo shrinkage.

Reason 2: For orthogonal design matrix, the LASSO solution is minimax optimal. In order for
Elastic Net to achieve the same minimax optimality, we need to rescale by (1 + λ2).

Explicit optimization criterion for elastic net can be derived as

β̂(ENet) = arg minβ β⊤

(

X⊤X + λ2I

1 + λ2

)

β − 2y⊤Xβ + λ1|β|1

λ2 = 0, LASSO. λ2 → ∞, univariate soft thresholding, equivalent to LASSO with predictor
correlation ignored.
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Computation of Elastic Net

First solve the Naive Elastic Net problem, then rescale it.

For fixed λ2, the Naive Elastic Net problem is equivalent to a LASSO problem, with a huge
design matrix if p >> n.

LASSO already has an efficient solver called LARS (Least Angle Regression).

An efficient algorithm is developed to speed up the LARS for the Naive Elastic Net scenario (by
updating and downdating of Cholesky decomposition), yielding the LARS-EN algorithm.

We have two parameters to tune in LARS-EN (λ1 and λ2). Cross validation is needed to select
the optimal parameters.
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Results: Prostate cancer data

The predictors are eight clinical measures. The response is the logarithm of prostate-specific
antigen.

λ is the Ridge penalty weight (λ2), and s is equivalent to the LASSO penalty weight (λ1), which
ranges from 0 to 1.

Elastic Net outperforms all the other methods in this case.
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Results: Simulation Study (1)

Artificially construct the following regression model:
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Results: Simulation Study (2)

Median mean-squared errors based on 50 replications:

Median numbers of non-zero coefficients for LASSO and ENet are 11 and 16 respectively.

The Elastic Net tends to select more variables than LASSO, owing to the grouping effect.

Prediction performance of Elastic Net outperforms other methods, since including correlated
predictors makes the model more robust. – p. 14/17



Results: Gene Selection (1)

Leukaemia data: 7129 gene features and 72 samples. Two classes of samples: ALL and AML.
Training set contains 38 samples, tesing set 34 samples. The response is the label (0 or 1).

– p. 15/17



Results: Gene Selection (2)

Classification performance:
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Conclusion

Elastic Net produces a sparse model with good prediction accuracy, while encouraging a
grouping effect.

Efficient computation algorithm for Elastic Net is derived based on LARS.

Empirical results and simulations demonstrate its superiority over LASSO. (LASSO can be
viewed as a special case of Elastic Net).

For Elastic Net, two parameters should be tuned/selected on training and validation data set. For
LASSO, these is only one tuning parameter.

Although Elastic Net is proposed with the regression model, it can also be extend to
classification problems (such as gene selection).
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