
Introduction Review of Sequential Monte Carlo (SMC) Nested SMC Nesting of Nested SMC Experiments

Nested Sequential Monte Carlo Methods

Christian A. Naesseth, Fredrik Lindsten, Thomas B. Schön

Linköping University, Sweden
The University of Cambridge, UK

Uppsala University, Sweden

ICML 2015

Presented by: Qinliang Su

Aug. 17, 2016



Introduction Review of Sequential Monte Carlo (SMC) Nested SMC Nesting of Nested SMC Experiments

Outline

1 Introduction

2 Review of Sequential Monte Carlo (SMC)

3 Nested SMC

4 Nesting of Nested SMC

5 Experiments



Introduction Review of Sequential Monte Carlo (SMC) Nested SMC Nesting of Nested SMC Experiments

Introduction (1)
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Particle filters in high dimension
• Known to perform poorly in high (say, d & 10) dimensions.
• ex) Spatio-temporal model: g(yt |xt) =

∏d
k=1 g(yt,k |xt,k).

X1 X2 X3 X4 X5 X6

· · ·

• f(xt |xt−1) is typically an extremely bad proposal
distribution in HD.

Does a better proposal distribution improve our re-
sult?

Transition: xk |xk−1∼h(xk |xk−1)

Measurement: yk |xk∼g(yk |xk )

Goal: at each time step k , use some samples to approximate
the posterior

p(x1:k |y1:k ) ∝ h(x1)g(y1|x1)
k∏

t=2

h(xt |xt−1)g(yt |xt )

,

and then estimate the expectation Ep [f (x1:k )] as

Ep̂ [f (x1:k )] =

∫
f (x1:k )p̂(x1:k )dx1:k
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Introduction (2)

This paper is interested in the settings:

i) xk is high-dimensional, i.e. xk ∈ Rd with d � 1;
ii) There are local dependcency strucuture among x1:k , both

spatially and temporally

Two examples:
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Abstract
We propose nested sequential Monte Carlo
(NSMC), a methodology to sample from se-
quences of probability distributions, even where
the random variables are high-dimensional.
NSMC generalises the SMC framework by re-
quiring only approximate, properly weighted,
samples from the SMC proposal distribution,
while still resulting in a correct SMC algorithm.
Furthermore, NSMC can in itself be used to pro-
duce such properly weighted samples. Conse-
quently, one NSMC sampler can be used to con-
struct an efficient high-dimensional proposal dis-
tribution for another NSMC sampler, and this
nesting of the algorithm can be done to an arbi-
trary degree. This allows us to consider complex
and high-dimensional models using SMC. We
show results that motivate the efficacy of our ap-
proach on several filtering problems with dimen-
sions in the order of 100 to 1 000.

1. Introduction
Inference in complex and high-dimensional statistical mod-
els is a very challenging problem that is ubiquitous in ap-
plications. Examples include, but are definitely not limited
to, climate informatics (Monteleoni et al., 2013), bioinfor-
matics (Cohen, 2004) and machine learning (Wainwright &
Jordan, 2008). In particular, we are interested in sequential
Bayesian inference, which involves computing integrals of
the form

π̄k(f) := Eπ̄k
[f(X1:k)] =

∫
f(x1:k)π̄k(x1:k)dx1:k, (1)

Proceedings of the 32nd International Conference on Machine
Learning, Lille, France, 2015. JMLR: W&CP volume 37. Copy-
right 2015 by the author(s).
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Figure 1. Example of a spatio-temporal model where π̄k(x1:k) is
given by a k× 2× 3 undirected graphical model and xk ∈ R2×3.

for some sequence of probability densities

π̄k(x1:k) = Z−1
πk
πk(x1:k), k ≥ 1, (2)

with normalisation constants Zπk
=

∫
πk(x1:k)dx1:k.

Note that x1:k := (x1, . . . , xk) ∈ Xk. The typical scenario
that we consider is the well-known problem of inference
in time series or state space models (Shumway & Stoffer,
2011; Cappé et al., 2005). Here the index k corresponds to
time and we want to process some observations y1:k in a
sequential manner to compute expectations with respect to
the filtering distribution π̄k(dxk) = P(Xk ∈ dxk | y1:k).
To be specific, we are interested in settings where

(i) Xk is high-dimensional, i.e. Xk ∈ Rd with d� 1, and

(ii) there are local dependencies among the latent variables
X1:k, both w.r.t. time k and between the individual
components of the (high-dimensional) vectors Xk.

One example of the type of models we consider are the
so-called spatio-temporal models (Wikle, 2015; Cressie &
Wikle, 2011; Rue & Held, 2005). In Figure 1 we provide
a probabilistic graphical model representation of a spatio-
temporal model that we will explore further in Section 6.

Sequential Monte Carlo (SMC) methods, reviewed in Sec-
tion 2.1, comprise one of the most successful methodolo-
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High-level Descriptions of SMC

Procedures (at time step k):
i) Select one sequence from existing ones {X i

1:k−1}Ni=1,
denoted as X j

1:k−1

ii) Draw a sample X i
k from proposal distribution q̄(xk |X j

1:k−1),
and set X i

1:k = (X j
1:k−1,X

i
k ) as the new sample

iii) Assign the new sample a weight W i
k =

p(X i
1:k |y1:k )

q̄(X i
1:k )

, due to

the mismatch between the proposal pdf and true pdf

Nested SMC Christian A. Naesseth August 31, 2015 3

The bootstrap filter

The bootstrap particle filter approximates p(xt | y1:t) by

p̂N (xt | y1:t) :=
N∑

i=1

W i
t∑

`W
`
t

δXi
t
(xt).

• Resampling: {(Xi
t−1,W

i
t−1)}Ni=1 → {(X̃i

t−1, 1/N)}Ni=1.

• Propagation: Xi
t ∼ f(xt | X̃i

t−1).

• Weighting: W i
t = g(yt |Xi

t).

⇒ {(Xi
t ,W

i
t )}Ni=1

Weighting Resampling Propagation Weighting Resampling

With the pair {X i
1:k ,W

i
k}Ni=1, the posterior is approximated as

p(xi
1:k |y1:k ) ≈

N∑

i=1

W i
k∑N

i=1 W i
k

δX i
1:k

(xi
1:k )

The key is how to choose the proposal distribution
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Bootstrap Particle Filter

Proposal pdf is chosen to be the transition pdf, i.e.,

q̄(xk |X j
1:k−1) = h(xk |X j

k−1)

Under this proposal, the weight can be easily computed as

W i
k =

f (X i
k |X

j
k−1)g(yk |X i

k )

f (X i
k |X

j
k−1)

= g(yk |X i
k )

Bootstrap PF performs poorly in high dimensions (d>10)

- Mismatch between the proposal and target distirbutions
- Weight callapse, i.e. weights are dominated by only one

weight

Despite of its simplicty, h(xt |xt−1) is a bad proposal distribution
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Fully Adapted SMC (1)

The proposal pdf is chosen to adapt to the target distribution

Let π̄k (x1:k )= 1
Zπk
πk (x1:k ) be the target pdf. The proposal pdf is

designed as q̄k (xk |x1:k−1)= 1
Zqk (x1:k−1)qk (xk |x1:k−1), where

qk (xk |x1:k−1) =
πk (x1:k )

πk−1(x1:k−1)
, [= g(yk |xk )h(xk |xk−1)]

Under this proposal pdf, the weight becomes

W i
k = Zqk (x1:k−1)
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Fully Adapted SMC (2)

Example: 2D MRF

Nested SMC Christian A. Naesseth August 31, 2015 11

2D MRF – Nested SMC implementation (I/III)

x4,4

x4,3

x4,2

x4,1

x4x1 x2 x3 x5 x6

Optimal proposals given by:

qt(xt |xt−1) = φt(xt)ψt(xt−1,xt)

=

{ d∏

k=1

Gt,k(xt,k)
d∏

k=2

m(xt,k−1, xt,k)

}{ d∏

k=1

ψ(xt−1,k, xt,k)

}

Target pdf: π̄(x1:k ) = 1
Zπk

φ1(x1)
∏k

s=2 φs(xs)Ψs(xs−1,xs)

Proposal pdf: qk (xk |xk−1) = φk (xk )Ψk (xk−1,xk )

Weight: Zqk (xk−1) =
∫
φk (xk )Ψk (xk−1,xk )dxk
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Fully Adapted SMC (3)

Algorithm 2:
- Select one sequence from {X i

1:k−1}Ni=1 with probability

proportional to
Zqk (X i

1:k−1)∑N
i=1 Zqk (X i

1:k−1)
, denoted as X j

1:k−1;

- Draw X i
k from q̄k (·|X j

1:k−1) and let X i
1:k = (X j

1:k−1,X
i
k )

Repeat above algorithm N times, we obtain samples {X i
1:k}Ni=1,

and obtain

π̄k (x1:k ) ≈ 1
N

N∑

i=1

δX i
1:k

(x1:k )

However, exact computation of Zqk and sampling from
q̄k (·|X j

1:k−1) are often impossible in practice.
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Nested SMC (1)

Relaxing the exact computation and sampling requirements in
fully adapted SMC......

Definition 1 (Properly weighted sample)

Let q̄(x) = 1
Zq

q(x). A (random) pair (X ,W ) ∈ R× R+ is
properly weighted w.r.t. q(·) if E(X ,W ) [f (X )W ] = ZqEq[f (x)] for
all measurable functions f (x)

The exact pair (X ,W ) with X ∼ q̄(x) and W = Zq is a special
case of properly weighted samples.
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Nested SMC (2)

(A1) Let Q be a class, and let q =Q(q,M). Assume that:

i) The construction of q returns a member variable
Ẑq = q.GetZ();

ii) Q has a member function Simulate(·) which returns a
(possibly random) variable X = q.Simulate()

iii) (X , Ẑq) is properly weighted w.r.t. q()
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Nested SMC (3)

Replace the exact Zq and X in fully adapted SMC with q.GetZ()
and q.Simulate()

Algorithm 3:
- Initialize qi = Q(qk (·|X i

1:k−1),M) for i = 1,2, · · · ,N
- Set Ẑ i

qk
= qi .GetZ() for i = 1,2, · · · ,N

- Repeat N times

- Select one element from {1,2, · · · s, · · · ,N} with

probabilities
Ẑ s

qk∑N
s=1 Ẑ s

qk

; denote the selected index as j

- Draw X i
k = qj .Simulate() let X i

1:k = (X j
1:k−1,X

i
k )
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Nested SMC (4)

Theorem 1
Assume Q satisfies condition (A1). Then, the generated
samples from nested SMC satisfies

N1/2

(
1
N

N∑

i=1

f (X i
1:k )− π̄k (f )

)
D−−→ N (0,ΣM

k (f )),

where D−−→ means converges in distribution.

As long as (q.GetZ, q.Simulate()) is properly weighted, the
expectation estimated from nested SMC converges to the exact
expectation π̄k (f ) as N increases
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Nesting of Nested SMC (1)Nested SMC Christian A. Naesseth August 31, 2015 11

2D MRF – Nested SMC implementation (I/III)

x4,4

x4,3

x4,2

x4,1

x4x1 x2 x3 x5 x6

Optimal proposals given by:

qt(xt |xt−1) = φt(xt)ψt(xt−1,xt)

=

{ d∏

k=1

Gt,k(xt,k)
d∏

k=2

m(xt,k−1, xt,k)

}{ d∏

k=1

ψ(xt−1,k, xt,k)

}Zπk can be estimated as: Ẑπk = Ẑπk−1 ×
{

1
N
∑N

i=1 Ẑ i
qk

}
, where

Ẑ i
qk

= qi .GetZ().

Theorem 2

The pair (X i
1:k , Ẑ

i
πk

) is properly weighted w.r.t. πk (·), in which
X i

1:k is drawn with Algorithm 3.

Implication: using nested SMC, properly weighted samples
w.r.t. 2D MRF πk (·) can be obtained from the properly weighted
samples w.r.t. 1D MRF qk (·)
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Nesting of Nested SMC (2)Nested SMC Christian A. Naesseth August 31, 2015 11

2D MRF – Nested SMC implementation (I/III)

x4,4

x4,3

x4,2

x4,1

x4x1 x2 x3 x5 x6

Optimal proposals given by:

qt(xt |xt−1) = φt(xt)ψt(xt−1,xt)

=

{ d∏

k=1

Gt,k(xt,k)
d∏

k=2

m(xt,k−1, xt,k)

}{ d∏

k=1

ψ(xt−1,k, xt,k)

}
(qi .Simulate,qi .GetZ) is properly weighted w.r.t. 1D MRF q(·)

⇓
(X i

1:k , Ẑ
i
πk

) is properly weighted w.r.t. 2D MRF π(·)

(X i
1:k , Ẑ

i
πk

) is properly weighted w.r.t.
2D MRF π(·)

⇓
Draw samples from 3D MRF
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Abstract
We propose nested sequential Monte Carlo
(NSMC), a methodology to sample from se-
quences of probability distributions, even where
the random variables are high-dimensional.
NSMC generalises the SMC framework by re-
quiring only approximate, properly weighted,
samples from the SMC proposal distribution,
while still resulting in a correct SMC algorithm.
Furthermore, NSMC can in itself be used to pro-
duce such properly weighted samples. Conse-
quently, one NSMC sampler can be used to con-
struct an efficient high-dimensional proposal dis-
tribution for another NSMC sampler, and this
nesting of the algorithm can be done to an arbi-
trary degree. This allows us to consider complex
and high-dimensional models using SMC. We
show results that motivate the efficacy of our ap-
proach on several filtering problems with dimen-
sions in the order of 100 to 1 000.

1. Introduction
Inference in complex and high-dimensional statistical mod-
els is a very challenging problem that is ubiquitous in ap-
plications. Examples include, but are definitely not limited
to, climate informatics (Monteleoni et al., 2013), bioinfor-
matics (Cohen, 2004) and machine learning (Wainwright &
Jordan, 2008). In particular, we are interested in sequential
Bayesian inference, which involves computing integrals of
the form

π̄k(f) := Eπ̄k
[f(X1:k)] =

∫
f(x1:k)π̄k(x1:k)dx1:k, (1)

Proceedings of the 32nd International Conference on Machine
Learning, Lille, France, 2015. JMLR: W&CP volume 37. Copy-
right 2015 by the author(s).
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Figure 1. Example of a spatio-temporal model where π̄k(x1:k) is
given by a k× 2× 3 undirected graphical model and xk ∈ R2×3.

for some sequence of probability densities

π̄k(x1:k) = Z−1
πk
πk(x1:k), k ≥ 1, (2)

with normalisation constants Zπk
=

∫
πk(x1:k)dx1:k.

Note that x1:k := (x1, . . . , xk) ∈ Xk. The typical scenario
that we consider is the well-known problem of inference
in time series or state space models (Shumway & Stoffer,
2011; Cappé et al., 2005). Here the index k corresponds to
time and we want to process some observations y1:k in a
sequential manner to compute expectations with respect to
the filtering distribution π̄k(dxk) = P(Xk ∈ dxk | y1:k).
To be specific, we are interested in settings where

(i) Xk is high-dimensional, i.e. Xk ∈ Rd with d� 1, and

(ii) there are local dependencies among the latent variables
X1:k, both w.r.t. time k and between the individual
components of the (high-dimensional) vectors Xk.

One example of the type of models we consider are the
so-called spatio-temporal models (Wikle, 2015; Cressie &
Wikle, 2011; Rue & Held, 2005). In Figure 1 we provide
a probabilistic graphical model representation of a spatio-
temporal model that we will explore further in Section 6.

Sequential Monte Carlo (SMC) methods, reviewed in Sec-
tion 2.1, comprise one of the most successful methodolo-

- Conclusion: One nested SMC sampler can be used as the
proposal distribution for another nested SMC tarteting at
higher dimensional distributions
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Experiments (1)

1) Gaussian State Space Model

Nested SMC Christian A. Naesseth August 31, 2015 4

Particle filters in high dimension
• Known to perform poorly in high (say, d & 10) dimensions.
• ex) Spatio-temporal model: g(yt |xt) =

∏d
k=1 g(yt,k |xt,k).

X1 X2 X3 X4 X5 X6

· · ·

• f(xt |xt−1) is typically an extremely bad proposal
distribution in HD.

Does a better proposal distribution improve our re-
sult?

Figure: Gaussian state space model in form of 2D MRF of size d × t

The transition and measurement pdfs are all Gaussian

Two-level Nested SMC
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Experiments (2)

Nested Sequential Monte Carlo Methods
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E
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k
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Figure 2. Median (over dimension) ESS (4) and 15–85% percentiles (shaded region). The results are based on 100 independent runs for
the Gaussian MRF with dimension d.

p(xk |xk−1, yk) is not explicitly used.

We simulate data from this model for k = 1, . . . , 100 for
different values of d = dim(xk) ∈ {50, 100, 200}. The
exact filtering marginals are computed using the Kalman
filter. We compare with both the ST-PF and standard (boot-
strap) PF.

The results are evaluated based on the effective sample size
(ESS, see e.g. Fearnhead et al. (2010b)) defined as,

ESS(xk,l) =
(
E
[

(x̂k,l−µk,l)
2

σ2
k,l

])−1

, (4)

where x̂k,l denote the mean estimates and µk,l and σ2
k,l

denote the true mean and variance of xk,l | y1:k obtained
from the Kalman filter. The expectation in (4) is approx-
imated by averaging over 100 independent runs of the in-
volved algorithms. The ESS reflects the estimator accu-
racy, obvious by the definition which is tightly related to
the mean-squared-error. Intuitively the ESS corresponds to
the equivalent number of i.i.d. samples needed for the same
accuracy.

We use N = 500 and M = 2 · d for NSMC and match the
computational time for ST-PF and bootstrap PF. We report
the results in Figure 2. Note that the bootstrap PF is omitted
from d = 100, 200 due to its poor performance already
for d = 50 (which is to be expected). Each dimension
l = 1, . . . , d provides us with a value of the ESS, so we
present the median (lines) and 15–85% percentiles (shaded
regions) in the first row of Figure 2.

We have conducted additional experiments with differ-
ent model parameters and different choices for N and
M (some additional results are given in Naesseth et al.
(2015)). Overall the results seem to be in agreement with
the ones presented here, however ST-PF seems to be more
robust to the trade-off between N and M . A rule-of-thumb
for NSMC is to generally try to keepN as high as possible,
while still maintaining a reasonable estimate of Zqk .

6.2. Non-Gaussian State Space Model

Next, we consider an example with a non-Gaussian SSM,
borrowed from Beskos et al. (2014a) where the full de-

tails of the model are given. The transition proba-
bility p(xk |xk−1) is a localised Gaussian mixture and
the measurement probability p(yk |xk) is t-distributed.
The model dimension is d = 1 024. Beskos et al.
(2014a) report improvements for ST-PF over both the boot-
strap PF and the block PF by Rebeschini & van Han-
del (2015). We use N = M = 100 for both ST-PF
and NSMC (the special structure of this model implies
that there is no significant computational overhead from

1 10 20 30 40 50 60 70 80 90 100
k

0

5

10

15

20

25

30

E
S

S

NSMC

ST-PF
Bootstrap

Figure 3. Median ESS with 15 − 85%
percentiles (shaded region) for the non-
Gaussian SSM.

running backward
sampling) and the
bootstrap PF is
given N = 10 000.
In Figure 3 we
report the ESS (4),
estimated accord-
ing to Carpenter
et al. (1999). The
ESS for the boot-
strap PF is close
to 0, for ST-PF
around 1–2, and
for NSMC slightly
higher at 7–8.
However, we note that all methods perform quite poorly
on this model, and to obtain satisfactory results it would be
necessary to use more particles.

6.3. Spatio-Temporal Model – Drought Detection

In this final example we study the problem of detecting
droughts based on measured precipitation data (Jones &
Harris, 2013) for different locations on earth. We look at
the situation in North America during the years 1901–1950
and the Sahel region in Africa during the years 1950–2000,
time frames including the so-called Dust Bowl in the US
during the 1930s (Schubert et al., 2004) and the decades
long drought in the Sahel region in Africa starting in the
1960s (Foley et al., 2003; Hoerling et al., 2006).

We consider the spatio-temporal model defined by Fu et al.
(2012) and compare with the results therein. Each loca-
tion in a region is modelled to be in either a normal state

Figure: Median effective sample size (ESS) and 15% ∼ 85%
percentiles. N = 500 and M = 2d with 100 independent runs.

ESS(xk ,`) ,
(
E

[
(x̂k ,` − µk ,`)

2

σ2
k ,`

])−1
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Experiments (3)

2) Non-Gaussian State Space Model
- The transition pdf p(xk |xk−1) is Gaussian mixture
- The measurement pdf p(yk |xk ) is t-distribution

Nested Sequential Monte Carlo Methods
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Figure 2. Median (over dimension) ESS (4) and 15–85% percentiles (shaded region). The results are based on 100 independent runs for
the Gaussian MRF with dimension d.

p(xk |xk−1, yk) is not explicitly used.

We simulate data from this model for k = 1, . . . , 100 for
different values of d = dim(xk) ∈ {50, 100, 200}. The
exact filtering marginals are computed using the Kalman
filter. We compare with both the ST-PF and standard (boot-
strap) PF.

The results are evaluated based on the effective sample size
(ESS, see e.g. Fearnhead et al. (2010b)) defined as,

ESS(xk,l) =
(
E
[

(x̂k,l−µk,l)
2

σ2
k,l

])−1

, (4)

where x̂k,l denote the mean estimates and µk,l and σ2
k,l

denote the true mean and variance of xk,l | y1:k obtained
from the Kalman filter. The expectation in (4) is approx-
imated by averaging over 100 independent runs of the in-
volved algorithms. The ESS reflects the estimator accu-
racy, obvious by the definition which is tightly related to
the mean-squared-error. Intuitively the ESS corresponds to
the equivalent number of i.i.d. samples needed for the same
accuracy.

We use N = 500 and M = 2 · d for NSMC and match the
computational time for ST-PF and bootstrap PF. We report
the results in Figure 2. Note that the bootstrap PF is omitted
from d = 100, 200 due to its poor performance already
for d = 50 (which is to be expected). Each dimension
l = 1, . . . , d provides us with a value of the ESS, so we
present the median (lines) and 15–85% percentiles (shaded
regions) in the first row of Figure 2.

We have conducted additional experiments with differ-
ent model parameters and different choices for N and
M (some additional results are given in Naesseth et al.
(2015)). Overall the results seem to be in agreement with
the ones presented here, however ST-PF seems to be more
robust to the trade-off between N and M . A rule-of-thumb
for NSMC is to generally try to keepN as high as possible,
while still maintaining a reasonable estimate of Zqk .

6.2. Non-Gaussian State Space Model

Next, we consider an example with a non-Gaussian SSM,
borrowed from Beskos et al. (2014a) where the full de-

tails of the model are given. The transition proba-
bility p(xk |xk−1) is a localised Gaussian mixture and
the measurement probability p(yk |xk) is t-distributed.
The model dimension is d = 1 024. Beskos et al.
(2014a) report improvements for ST-PF over both the boot-
strap PF and the block PF by Rebeschini & van Han-
del (2015). We use N = M = 100 for both ST-PF
and NSMC (the special structure of this model implies
that there is no significant computational overhead from
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Figure 3. Median ESS with 15 − 85%
percentiles (shaded region) for the non-
Gaussian SSM.

running backward
sampling) and the
bootstrap PF is
given N = 10 000.
In Figure 3 we
report the ESS (4),
estimated accord-
ing to Carpenter
et al. (1999). The
ESS for the boot-
strap PF is close
to 0, for ST-PF
around 1–2, and
for NSMC slightly
higher at 7–8.
However, we note that all methods perform quite poorly
on this model, and to obtain satisfactory results it would be
necessary to use more particles.

6.3. Spatio-Temporal Model – Drought Detection

In this final example we study the problem of detecting
droughts based on measured precipitation data (Jones &
Harris, 2013) for different locations on earth. We look at
the situation in North America during the years 1901–1950
and the Sahel region in Africa during the years 1950–2000,
time frames including the so-called Dust Bowl in the US
during the 1930s (Schubert et al., 2004) and the decades
long drought in the Sahel region in Africa starting in the
1960s (Foley et al., 2003; Hoerling et al., 2006).

We consider the spatio-temporal model defined by Fu et al.
(2012) and compare with the results therein. Each loca-
tion in a region is modelled to be in either a normal state

Figure: Median ESS and 15% ∼ 85% percentiles.
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Abstract
We propose nested sequential Monte Carlo
(NSMC), a methodology to sample from se-
quences of probability distributions, even where
the random variables are high-dimensional.
NSMC generalises the SMC framework by re-
quiring only approximate, properly weighted,
samples from the SMC proposal distribution,
while still resulting in a correct SMC algorithm.
Furthermore, NSMC can in itself be used to pro-
duce such properly weighted samples. Conse-
quently, one NSMC sampler can be used to con-
struct an efficient high-dimensional proposal dis-
tribution for another NSMC sampler, and this
nesting of the algorithm can be done to an arbi-
trary degree. This allows us to consider complex
and high-dimensional models using SMC. We
show results that motivate the efficacy of our ap-
proach on several filtering problems with dimen-
sions in the order of 100 to 1 000.

1. Introduction
Inference in complex and high-dimensional statistical mod-
els is a very challenging problem that is ubiquitous in ap-
plications. Examples include, but are definitely not limited
to, climate informatics (Monteleoni et al., 2013), bioinfor-
matics (Cohen, 2004) and machine learning (Wainwright &
Jordan, 2008). In particular, we are interested in sequential
Bayesian inference, which involves computing integrals of
the form

π̄k(f) := Eπ̄k
[f(X1:k)] =

∫
f(x1:k)π̄k(x1:k)dx1:k, (1)

Proceedings of the 32nd International Conference on Machine
Learning, Lille, France, 2015. JMLR: W&CP volume 37. Copy-
right 2015 by the author(s).

· · ·
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· · ·
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· · ·

· · ·

· · ·

k − 1 k k + 1

Figure 1. Example of a spatio-temporal model where π̄k(x1:k) is
given by a k× 2× 3 undirected graphical model and xk ∈ R2×3.

for some sequence of probability densities

π̄k(x1:k) = Z−1
πk
πk(x1:k), k ≥ 1, (2)

with normalisation constants Zπk
=

∫
πk(x1:k)dx1:k.

Note that x1:k := (x1, . . . , xk) ∈ Xk. The typical scenario
that we consider is the well-known problem of inference
in time series or state space models (Shumway & Stoffer,
2011; Cappé et al., 2005). Here the index k corresponds to
time and we want to process some observations y1:k in a
sequential manner to compute expectations with respect to
the filtering distribution π̄k(dxk) = P(Xk ∈ dxk | y1:k).
To be specific, we are interested in settings where

(i) Xk is high-dimensional, i.e. Xk ∈ Rd with d� 1, and

(ii) there are local dependencies among the latent variables
X1:k, both w.r.t. time k and between the individual
components of the (high-dimensional) vectors Xk.

One example of the type of models we consider are the
so-called spatio-temporal models (Wikle, 2015; Cressie &
Wikle, 2011; Rue & Held, 2005). In Figure 1 we provide
a probabilistic graphical model representation of a spatio-
temporal model that we will explore further in Section 6.

Sequential Monte Carlo (SMC) methods, reviewed in Sec-
tion 2.1, comprise one of the most successful methodolo-

- Hidden states: 0 (normal) or 1 (drought) at different
locations and years

- Measurements: precipitation
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Figure 4. Top: Number of locations with estimated p(x = 1) > {0.5, 0.7, 0.9} for the two regions. Bottom: Estimate of p(xt,i = 1)
for all sites over a span of 3 years. All results for N = 100, N1 = {30, 40}, N2 = 20.

0 or in an abnormal state 1 (drought). Measurements are
given by precipitation (in millimeters) for each location and
year. At every time instance k our latent structure is de-
scribed by a rectangular 2D grid Xk = {Xk,i,j}I,Ji=1,j=1;
in essence this is the model showcased in Figure 1. Fu
et al. (2012) considers the problem of finding the maximum
aposteriori configuration, using a linear programming re-
laxation. We will instead compute an approximation of the
full posterior filtering distribution π̄k(xk) = p(xk | y1:k).

· · · Xk−1

N
→

Xk Xk+1 · · ·

M1
→

↓M2 ↓M2 ↓M2

Xk,1:2,1 Xk,1:2,2 Xk,1:2,3

Figure 5. Illustration of the
three-level NSMC.

The rectangular struc-
ture is used to instantiate
an NSMC method that
on the first level targets
the full posterior filtering
distribution, second level
the columns, and third
level the rows of Xk.
Properly weighted sam-
ples are generated using
a bootstrap PF for the
third level. The structure
of our NSMC method
applied to this particular problem is illustrated in Figure 5.

Figure 4 gives the results on the parts of North America that
we consider. The first row shows the number of locations
where the estimate of p(xk,i,j = 1) exceeds {0.5, 0.7, 0.9},
for both regions. These results seems to be in agreement
with Fu et al. (2012, Figures 3, 6). However, we also re-
ceive an approximation of the full posterior and can vi-
sualise uncertainty in our estimates, as illustrated by the
three different levels of posterior probability for drought.

In general, we obtain a rich sample diversity from the pos-
terior distribution. However, for some problematic years
the sampler degenerates, with the result that the three cred-
ibility levels all coincide. This is also visible in the second
row of Figure 4, where we show the posterior estimates
p(xk,i,j | y1:k) for the years 1939–1941, overlayed on the
regions of interest. Naturally, one way to improve the esti-
mates is to run the sampler with a larger number of parti-
cles, which has been kept very low in this proof-of-concept.

We have shown that a straightforward NSMC implementa-
tion with fairly few particles can attain reasonable approxi-
mations to the filtering problem for dimensions in the order
of hundreds, or even thousands. This means that NSMC
methods takes the SMC framework an important step closer
to being viable for high-dimensional statistical inference
problems. However, NSMC is not a silver bullet for solv-
ing high-dimensional inference problems, and the approx-
imation accuracy will be highly model dependent. Hence,
much work remains to be done, for instance on combining
NSMC with other techniques for high-dimensional infer-
ence such as localisation (Rebeschini & van Handel, 2015)
and annealing (Beskos et al., 2014b), in order to solve even
more challenging problems.
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three different levels of posterior probability for drought.

In general, we obtain a rich sample diversity from the pos-
terior distribution. However, for some problematic years
the sampler degenerates, with the result that the three cred-
ibility levels all coincide. This is also visible in the second
row of Figure 4, where we show the posterior estimates
p(xk,i,j | y1:k) for the years 1939–1941, overlayed on the
regions of interest. Naturally, one way to improve the esti-
mates is to run the sampler with a larger number of parti-
cles, which has been kept very low in this proof-of-concept.

We have shown that a straightforward NSMC implementa-
tion with fairly few particles can attain reasonable approxi-
mations to the filtering problem for dimensions in the order
of hundreds, or even thousands. This means that NSMC
methods takes the SMC framework an important step closer
to being viable for high-dimensional statistical inference
problems. However, NSMC is not a silver bullet for solv-
ing high-dimensional inference problems, and the approx-
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