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Visual Attention

Goal: obtain an attention map – a matrix that represents the relative 
importance of different 2D spatial locations with respect to the target 
task

Types:

• Post-Hoc Attention

• Trainable Attention
• Hard

• Soft



Post-Hoc Attention

Heat maps via occlusion (Zeiler 2013)

Saliency maps (Simonyan 2013)

CAM (Zhou 2016)

Grad-CAM (Selvaraju 2017/2019)

A group of methods applied to a trained network to 
create heatmaps highlighting “important” parts of an 
image



Issues with Post-Hoc Attention

• Saliency maps and Grad-CAM are probably  “correct”; however saliency maps can 
sometimes be hard for humans to understand which somewhat defeats their purpose

• A lot of other post-hoc attention mechanisms (e.g. Guided Backprop, Guided Grad-CAM) 
have been criticized recently for essentially being edge detectors
• Randomize model’s weights and see if it destroys the attention maps (it should)
• Randomize the training labels and see if it destroys the attention maps (it should)
• Surprise: for some post-hoc attention methods the maps are OK!

From Adebayo et al. Sanity checks for saliency maps. 
random VGG-16 net (the visualizations should NOT 
make sense). From Nie et al. Theoretical explanation 
for perplexing backprop visualizations

https://arxiv.org/pdf/1810.03292.pdf
https://arxiv.org/abs/1805.07039


Soft Trainable Attention Hard Trainable Attention

Soft attention map elements are values 
between 0 and 1. Learned via backprop

Hard attention map elements are 0 or 1. 
Essentially cropping. Learned via REINFORCE.



Soft Trainable Attention

Learn to Pay Attention (Jetley 2018)

Decoupled Spatial Neural Attention (Zhang 2018)

Unsupervised Video Segmentation with Co-Attention (Lu 2019)

Sparse and Structured Visual Attention (Martins 2020)

A group of methods intended to help a model 
focus on important parts of the input throughout 
training



Post-Hoc vs. Trainable Attention

Post-Hoc Trainable

“Explanations” Yes/No Yes

Improved Performance No Yes

Parameters Same Increased

Architecture Requirements Yes/No Yes

Weakly Supervised Learning Yes Yes



Methods
Learn to Pay Attention



Summary

• Soft trainable attention mechanism in images

• Goal: learn to amplify influence of salient image regions and suppress 
irrelevant or confusing information in other regions

• Enforce compatibility between local feature vectors extracted at 
intermediate stages in the CNN and the global feature vector 
normally fed to the linear classifier layer at the end



Model
Modified VGG architecture



Model

Modification 1: 

• attention estimators after layers 7, 10, 13; different spatial resolutions

• Attention estimator after layer 7 takes the output of layer 7 and 
calculates an attention mask of values between 0 and 1, which it then 
multiplies against the original output of layer 7 to produce 𝒈𝑎

1

• 𝒈𝑎
2 from layer 10, 𝒈𝑎

3 from layer 13



Model

Modification 2: 

• No FC layer at the end to produce the predictions

• Classification occurs through new FC layer that receives inputs from 
the three attention estimators



Notation

• 𝒈 = the global feature vector that represents the entire input image 
• This 𝒈 is not to be confused with 𝒈𝑎, which is an output of an attention estimator

• ℓ𝑖
𝑠 = local feature vector for conv layer 𝑠=1,…,15 and spatial location 𝑖=1,…,n

• ℒ𝑠 = {ℓ1
𝑠 , ℓ2
𝑠 , … , ℓ𝑛

𝑠 } : the set of feature vectors extracted at a given conv layer 𝑠
• 𝑐𝑖
𝑠 = the “compatibility score” for conv layer 𝑠 and spatial location 𝑖, which is 

calculated from ℓ𝑖
𝑠 and the global feature vector 𝒈. The compatibility score is an 

intermediate step in the attention calculation
• 𝑎𝑖
𝑠 = the “attention weight” for conv layer 𝑠 and spatial location 𝑖, calculated 

from 𝑐𝑖
𝑠

• 𝒈𝑎
𝑠 = the final output of the attention mechanism for conv layer 𝑠, calculated 

from 𝑎𝑖
𝑠 and ℓ𝑖

𝑠

• The subscript “𝑎” here is not indexing into anything; it just indicates “attention output” 
and distinguishes 𝒈𝑎 from the global feature vector 𝒈



1. Compatibility Score

• Calculated using local features ℓ𝑖
𝑠 and global feature vector 𝒈

• The compatibility score is intended to have a high value when 
the image patch described by the local features “contains 
parts of the dominant image category” (e.g. dog face in dog 
image)

• Two variants:
• Parametrized compatibility: 𝑐𝑖

𝑠 = 𝒖, ℓ𝑖
𝑠 + 𝒈 , 𝑖 ∈ {1,… , 𝑛}

• Dot product: 𝑐𝑖
𝑠 = ℓ𝑖

𝑠, 𝒈 , 𝑖 ∈ {1,… , 𝑛}

• If ℓ and 𝒈 are not the same size, then first project 𝒈 to the 
lower-dimensional space of ℓ (the authors do not project ℓ
to 𝒈 to limit the number of parameters)



2. Calculate Attention Weights 𝑎 from 
Compatibility Scores 𝑐

Softmax to constrain compatibility scores 𝑐 to (0,1):

𝑎𝑖
𝑠 =
exp(𝑐𝑖

𝑠)

 𝑗
𝑛 exp(𝑐𝑗

𝑠)
, 𝑖 ∈ {1, … , 𝑛}



3. Calculate Final Output of Attention 
Mechanism for Each Layer 𝑠

• Weighted combination of the local features ℓ of a particular layer 
𝑠, where the weights are the 𝑎 just calculated:

𝒈𝑎
𝑠 = 

𝑖=1

𝑛

𝑎𝑖
𝑠 ∙ ℓ𝑖
𝑠

• The output of the attention estimator 𝒈𝒂
𝒔 will then be used 

instead of the global feature vector 𝒈 to perform final 
classification

• Softmax of the previous step enforces 0 ≤ 𝑎𝑖 ≤ 1 ∀𝑖 ∈ {1, … , 𝑛}
and  𝑖 𝑎𝑖 = 1, i.e. that the combination of feature vectors is 
convex. Thus features at different spatial locations must compete 
against one another for their share of the attention map



4. Class Prediction Based on Attention Final 
Output

𝑔𝑎
1 𝑔𝑎

2 𝑔𝑎
3 𝑔𝑎

1 𝑔𝑎
2 𝑔𝑎

3

approach 1 “concat” approach 2 “indep”

𝑔𝑎
1 𝑔𝑎

2 𝑔𝑎
3

concatenate

fully connected layer

final predictions

fully connected layer fully connected layer fully connected layer

predictions predictions predictions

final predictions

averaging



Results



Classification

• Compatibility score calculation: 
parametrized compatibility (pc) 
outperforms dot product (dp)

• Class prediction: concat outperforms
indep

• The VGG-att2-concat-pc model 
achieves a 2.5%/7.4% improvement 
over baseline VGG for CIFAR-10/100
classification

• Trainable attention can improve 
performance (while post-hoc attention 
cannot)



Classification

The attention 
mechanism enables the 
network to focus on the 
object of interest while 
suppressing the 
background regions.

Figure 3: Attention maps from VGG-att2 trained on low-res CIFAR-10 dataset 

focus sharply on the objects in high-res ImageNet images for CIFAR-10 categories;

contrasted here with the activation-based attention maps of Zagoruyko & 

Komodakis (2016).



Fine-Grained Recognition

• the VGG-att2-concat-pc model achieves a 7.8% and 0.5% improvement for fine-grained recognition of CUB and 
SVHN categories (relative to VGG)

• Note - RN-34 is pretrained on ImageNet while their models are pretrained on CIFAR-100
• Different layers learn specialized focus on different object parts



Cross-Domain Image Classification

• Feature extractor trained on CIFAR-10/CIFAR-100, parameters fixed, 
then SVM

• Attention improves generalization to unseen datasets by ~6%



Weakly Supervised Semantic Segmentation

• Outperforms other 
trainable attention 
(“Attention-Based”)

• Outperforms post-hoc 
attention (“Saliency-
based”) in car 
category



Weakly Supervised Semantic Segmentation

Figure 8: Weakly 

supervised segmentation 

by binarising attention 

maps.



Summary

• Modified VGG architecture with soft trainable attention estimators at 
three layers

• Attention weights are calculated from compatibility scores obtained 
from local features and the global feature vector

• Attention maps highlight important parts of objects

• Improved performance on classification, fine-grained recognition, and 
weakly supervised semantic segmentation


