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Multi-head Attention 
● N attention layers (‘heads’) in parallel, concatenating outputs and feeding it through 

an affine transform.

Figure 1: Multi-head Attention Demonstration



BERT
● [SEP] special token representing the end of a sentence  
● [CLS] special token that is added to the beginning of the text

● BERT is pretrained on 3.3 billion tokens of English text to perform two tasks:

○ Masked language modeling 

○ Next sentence prediction 

● Further training the model on supervised data results in impressive performance 
(fine-tuning).



What Does BERT Look At? 
An Analysis of BERT’s Attention



An Analysis of BERT’s Attention
This paper mainly focuses on two main perspectives:
● BERT’s attention heads might have different patterns.
● Syntactic and coreference information is indeed captured by BERT’s heads.

Setup
● BERT-base: 12-layer, 768-hidden, 12-heads, 110M parameters
● Extract the attention maps from BERT-base over 1000 random Wikipedia segments. 

● Each segment consists of at most 128 tokens corresponding to two consecutive 
paragraphs of Wikipedia

● The input presented to the model is:
[CLS]<paragraph- 1>[SEP]<paragraph-2>[SEP]. 



Relative Position 
● The relative position is attended heavily in earlier layers of the network. 
● Attend the previous token: 4 attention heads on average in layers 2,4,7,8. 
● Attend the next token: 5 attention heads on average in layers 1,2,2,3,6.

Figure 2: Examples of heads exhibiting the patterns. The darkness of a line indicates the strength 
of the attention weight (some attention weights are so low they are invisible)  



Attending to Separator Tokens 
● More than half of a head’s total attention is given to special tokens.
● [CLS] in early layers, [SEP] in middle layers and [.]/[,] for deep layers. 
● Hypothesis: these special tokens are being used as no-op for the heads when there 

are no attention function.

Figure 3: Each point corresponds to the average attention a particular BERT attention head puts 
toward a token type. 



Attending to Separator Tokens 
● Gradient-based measures of feature importance. 
● The attention to special tokens are high but the gradient magnitudes are low.

Figure 4: Gradient-based feature importance estimates for 
attention to [SEP], periods/commas, and other tokens. 

These special tokens are being 
used as no-op!



Focused vs Broad Attention 
● Measured by average entropy of each head’s attention distribution 
● Some attention heads, especially in lower layers, have very broad attention. 
● At most 10% of their attention mass on any single word.

● All attention heads from only 
the [CLS] token are similar.

Figure 5: Entropies of attention distributions. In the first layer 
there are particularly high-entropy heads that produce bag-of-
vector-like representations. 



Probing Individual Attention Heads 
● Individual attention heads to probe what aspects of language they have learned?
● Evaluate on dependency parsing:   WSJ portion of the Penn Treebank 

● Each attention head does not model syntax 
much better than right-branching baseline. 

● Certain heads are specialized to some specific 
dependency relations (high accuracy).

● Certain heads perform different syntactic behavior 
compared with human-defined ones. 

Table 1: Results on Dependency Parsing



Probing Individual Attention Heads 
● Coreference links are usually longer than syntactic dependencies
● Coreference Resolution on CoNLL-2012 dataset
● One of the heads performs very well close to the rule-based system.

BERT learns some aspects syntax purely as a by-product 
of self-supervised training 

Table 2: Results on Coreference Resolution



Clustering attention heads
● They visualize Jensen-Shannon divergence between the head outputs in 2-dim. 
● Observation: heads from the same layer are similar.

Figure 6: Visualization of Attention heads clustering 



Revealing the Dark Secrets of BERT 



Revealing the Dark Secrets of BERT 
● What are the common attention patterns, how do they change during fine-tuning, 

and how does that impact the performance on a given task?
● What linguistic knowledge is encoded in self-attention weights of the fine-tuned 

models and what portion of it comes from the pre-trained BERT?
● How different are the self-attention patterns of different heads?

● BERT-base model fine-tuned on seven GLUE tasks: 
Paraphrase detection (MRPC and QQP);
Textual similarity (STS-B);
Sentiment analysis (SST-2);
Textual entailment (RTE);
Natural language inference (QNLI, MNLI).



BERT’s self-attention patterns
● The vertical pattern: attention to a single token, e.g., [SEP], or [CLS]. 
● The diagonal pattern: the attention to previous/next words; 
● The block pattern indicates more-or-less uniform attention;
● The heterogeneous pattern is the only pattern that theoretically could correspond to 

anything like meaningful relations between parts of the input sequence (although 
not necessarily so).

Figure 7: Visualization of Attention Patterns.



BERT’s self-attention patterns
● And here are the ratios of these five types of attention:

● At least a third of BERT heads attends simply to [SEP] and [CLS] tokens 
● The model is severely overparametrized, which explains the recent successful 

attempts of its distillation.

Figure 8: Ratios of different types of Attention patterns 



What happens in fine-tuning?
● The heatmap below shows the cosine similarities between flattened self-attention 

map matrices in each head and each layer, before and after fine-tuning.

● Most attention weights do not change all that much, and for most tasks, the last 
two layers show the most change.

Figure 9: heatmap of weights similarity before and after fine-tuning



How much difference does fine-tuning make?
● For sentiment analysis, 80% accuracy without any pre-training. 
● Given the scale of the large pre-trained Transformers, this raises serious questions 

about whether the expensive pre-training yields enough bang for the buck. 
● NLP datasets can be solved without much task-independent linguistic knowledge 

that the pre-training + fine-tuning setup was supposed to deliver.

● Random + fine-tuned BERT: 
disturbingly well on all tasks
except textual similarity (STS).

Table 2: GLUE task performance of BERT models with different initialization. 



Are they linguistically interpretable?
● Pre-trained BERT’s heads that encode information correlated to semantic links in the 

input text. 

Figure 10: Note that the heatmap in the middle is obtained through averaging of 
all the individual input example maps.  Leftmost/Rightmost is randomly selected.



What information gets used at inference?
● Disabling one head at a time (i.e. replacing the learned attention weights with 

uniform attention)

● Many of the heads can also be switched off without any effect on performance.

Figure 11: Heatmap of disabling one head in different layers / datasets.



What happens in fine-tuning?
● The heatmap below shows the cosine similarities between flattened self-attention 

map matrices in each head and each layer, before and after fine-tuning.
● Effects of this operation vary across tasks.

Figure 12: Performance of the model while disabling one layer (all 12 heads).



What is the Main Dark Knowledge?
● Attention is the key BERT’s underlying mechanism, the model can 

benefit from attention “disabling”. 

● Redundancy in the information encoded by different heads: BERT is 
heavily overparametrized.



Are Sixteen Heads Really 
Better than One? 



Are Sixteen Heads Really Better than One?
● Masking Attention Heads:

where the ξh are mask variables: set ξh=0 to mask specific head at test time. 

● NMT: encoder self-attention (Enc-Enc), encoder-decoder attention (Enc-Dec) and 
decoder self-attention (Dec-Dec).

● BERT-base: with 12 layers and 12 attention heads which we fine-tune and evaluate 
on MultiNLI.



Ablating One Head 
● Q: What is the contribution of a particular attention head?
● Evaluate the model’s performance while masking some head.
● A: At test time, most heads are redundant given the rest of the model. 

Table 3: Difference in BLEU score for each head in encoder’s self-attention (Enc-Enc)



Ablating All Heads but One 
● Q: Is more than one head even needed? 
● The difference in performance when all heads except one are removed. 

● A1: For most layers, one head is indeed sufficient at test time 
● A2: Some layers require multiple attention heads: the last layer (Enc-Dec) 

Table 4: Difference in BLEU score with Transformer Table 5: Difference in accuracy score with BERT



Are Important Heads the Same Across Datasets? 
● Q: Are Important Heads the Same Across Datasets? 

● A: ‘Universally’ important. heads that have the highest effect on performance on one 
domain tend to have the same effect on the other 



Iterative Pruning of Attention Heads 
● Head Importance Score for Pruning

● Reliability: Take the expectation over data.
● Efficiency: Only requires performing a forward and backward pass.



Iterative Pruning of Attention Heads 
● Altered two or more different layers at the same time.

● Prune up to 20% and 40% of heads from WMT and BERT.
● Neither model can be reduced to a purely single-head attention model without 

substantial losses to performance.



Iterative Pruning of Attention Heads 
● Pruning more than 60% of the Enc-Dec attention heads will result in catastrophic 

performance degradation in the WMT model.
● The encoder and decoder self-attention layers can still produce reasonable 

translations.



Dynamics of Head Importance during Training 
● Important heads are determined early (but not immediately) during the training 

process. 



Conclusions
● MHA does not always leverage its theoretically superior expressiveness 

over vanilla attention to the fullest extent. 

● Several heads can be removed from trained transformer models without 
statistically significant degradation in test performance, and that some 
layers can be reduced to only one head. 

● In machine translation models, the encoder-decoder attention layers are 
much more reliant on multi-headedness.



Probing Neural Network 
Comprehension of Natural Language 

Arguments 



Argument Reasoning Comprehension 
● ARCT: discovering warrants and focuses on inference

Figure 13: Logits are independently calculated for each 
argument-warrant pair then concatenated and passed 
through SoftMax. 

Figure 12: An example of the ARCT task



Argument Reasoning Comprehension 

Figure 14: Processing an argument-warrant pair with BERT. The reason (with word pieces of length a) and 
claim (length b) together form the first utterance, and the warrant (length c) is the second. The final CLS 
vector is then passed to a linear layer to calculate the logit z . 



Statistical Cues 
● Spurious statistical comes from distributions of linguistic artifacts over 

the warrants.
● Productivity: the proportion of applicable data points for which it predicts 

the correct answer 
● Coverage: the rate of data points

where it occurs with one label but 
not the other. 

Table 6: Productivity and coverage of using the 
presence of “not” in the warrant to predict the label in 
ARCT.  Across the whole dataset, if you pick the war-
rant with “not” you will be right 61% of the time, 
which covers 64% of all data points. 



Probing Experiments 
● A model is exploiting distributional cues? Yes!

● Warrants alone (W): 71%
● Add Reason: 71% -> 75%

● The entirety of BERT’s performance 
can be accounted for in terms of 
exploiting spurious statistical cues. 

Claim   Reason   Warrant
(C)        (R)           (W)     

Table 5: Results of Large BERT, and the BoV and 
BiLSTM baselines 



Summary
● MHA does not always leverage its theoretically superior expressiveness 

over vanilla attention to the fullest extent. 
● Redundancy in the information encoded by different heads: BERT is heavily 

overparametrized.
● BERT learns some aspects syntax purely as a by-product of self-supervised

training.
● BERT may not be that good at language inference (it is cheating).


