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Multi-View Stereopsis

• Goal: Given multiple views of a scene (from multiple 
cameras), reconstruct the geometry of the 3D world.

Camera 1 Camera 2
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x: coordinates of 3D point

y1, y2: coordinates of 2D image points

C1, C2: camera matrices (define projection from 3D to 2D)

x = 𝜏𝜏(y1, y2, C1, C2)

Multi-View Stereopsis
If a point in 3D can be seen in at least two calibrated cameras, it can be triangulated.
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The “extrinsic matrix”

- Accounts for camera “pose,” i.e. 
camera location and orientation

- (rotation matrix concatenated 
with a translation vector)

C = K � [ R | t ]

The Camera Matrix

The “intrinsic matrix”

- Accounts for camera focal length, 
lens distortion

4/13



Learning a Multi-View Stereo Machine

• Goal: Given multiple views of a scene (from multiple cameras), 
reconstruct the geometry of the 3D world.

• Problems: 
– Each point in the scene must be matched across cameras (the 

“correspondence” problem).
– Occlusion may mean not every point in the 3D world can be seen in at least 

two cameras
– Ideally, we could use just a single camera to reconstruct 3D geometries
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Learning a Multi-View Stereo Machine

U-Net U-Net
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Differentiable Unprojection

• “Lift” the 2D features into 3D by transferring the feature representation, ℱ(𝑝𝑝), at the pixel 
𝑝𝑝 into each of the 3D voxels whose centers would project into 𝑝𝑝

• Given the centers of blocks in a 3D grid, 𝑋𝑋𝑘𝑘 𝑘𝑘=1
𝑁𝑁𝑉𝑉 , the feature for the 𝑘𝑘𝑡𝑡𝑡 block is ℱ(𝑝𝑝𝑘𝑘′ ), 

where 𝑝𝑝𝑘𝑘′ = 𝐾𝐾[𝑅𝑅|𝑡𝑡]𝑋𝑋𝑘𝑘.
• 𝑝𝑝𝑘𝑘′ is continuous, but ℱ is defined at discrete 2D locations, so ℱ(𝑝𝑝𝑘𝑘′ ) is obtained via 

differentiable bilinear sampling (Jaderberg et al. 2015).
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Recurrent Grid Fusion

• To (flexibly) infer 3D geometry, separate 3D Feature Grids need to be merged. Ideally,
matched features should be merged to solve the “correspondence” problem.

• The authors argue that simple point-wise merging (max or average) is too spatially local. 
Thus, they use a 3D convolution GRU to match and merge features.
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Differentiable Projection

• Two output versions: voxel occupancy and depth maps
• For depth map output, the final 3D grid is projected back down to 2D from the perspective of 

each camera to form a 2D feature map. Depth is inferred from these maps.
• Consider a (continuous) 3D point 𝑋𝑋𝑤𝑤 that lies at depth 𝑧𝑧𝑤𝑤 along the ray intersecting 2D point 

𝑝𝑝 in the projected 2D feature map, 𝒪𝒪. That is, 𝑝𝑝 = 𝐾𝐾 𝑅𝑅 𝑡𝑡 𝑋𝑋𝑤𝑤, and the feature at 𝒪𝒪 𝑝𝑝 is 
computed by sampling the 3D grid at point 𝑋𝑋𝑤𝑤 (differentiable nearest neighbor).

• As multiple 3D voxels (with different features) can project to the same 2D point, 3D grid 
features are sampled at multiple depth planes and concatenated.
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Experiments
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Experiments
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Experiments
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Experiments
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