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A general class of hierarchical Bayesian models

I Denote η as the hyperparameter
I Let the global hidden variable be β with prior p(β|η)
I Let the local variables for each data sample be zi (hidden)

and xi (observed) for i = 1, . . . ,n.
I With joint distribution of all variables:

p(β, z1:n, x1:n|η) = p(β|η)
n∏

i=1

p(xi |zi , β)p(zi |β)
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Variational (mean-field) inference
I Mean-field method assumes the fully factorized family of

distributions over the hidden variables:

q(β, z1:n) = q(β)
n∏

i=1

q(zi)

I We would like to minimize the KL-divergence between this
variational distribution and the true posterior:

min
q(β),q(zi )

KL(q(β, z1:n)||p(β, z1:n|x1:n, η))

I Which results in the following iterative update equations:

q(β) ∝ exp{Eq(z1:n)[log p(x1:n, z1:n, β|η)]}
q(zi) ∝ exp{Eq(β)[log p(xi , zi |β)]}



Variational (mean-field) inference
I Mean-field method assumes the fully factorized family of

distributions over the hidden variables:

q(β, z1:n) = q(β)
n∏

i=1

q(zi)

I We would like to minimize the KL-divergence between this
variational distribution and the true posterior:

min
q(β),q(zi )

KL(q(β, z1:n)||p(β, z1:n|x1:n, η))

I Which results in the following iterative update equations:

q(β) ∝ exp{Eq(z1:n)[log p(x1:n, z1:n, β|η)]}
q(zi) ∝ exp{Eq(β)[log p(xi , zi |β)]}



Variational (mean-field) inference
I Mean-field method assumes the fully factorized family of

distributions over the hidden variables:

q(β, z1:n) = q(β)
n∏

i=1

q(zi)

I We would like to minimize the KL-divergence between this
variational distribution and the true posterior:

min
q(β),q(zi )

KL(q(β, z1:n)||p(β, z1:n|x1:n, η))

I Which results in the following iterative update equations:

q(β) ∝ exp{Eq(z1:n)[log p(x1:n, z1:n, β|η)]}
q(zi) ∝ exp{Eq(β)[log p(xi , zi |β)]}



One problem...

I In Bayesian nonparametric models (BNP), however, the
value of zi is potentially unbounded (e.g., the mixture
assignment in a DP mixture).

I Thus we need to truncate the variational distribution.
I Moreover, it is difficult to grow the truncation in mean-field

variational inference even in an ad-hoc way because VB
tends to underestimate posterior variance.

I In contrast, Gibbs sampling for BNP models gets the
variance right in the conditional distribution, which allows
to effectively explore the unbounded latent space.
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Locally collapsed variational inference
I The difference between above mean-field variational

inference and the proposed algorithm lies in the update of
the local distribution q(zi):

q(zi) ∝ Eq(β)[p(xi , zi |β)]

I This paper proposed to use a collapsed Gibbs sampler to
obtain samples from above function first, then construct its
empirical distribution q̂(zi).
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What justifies this approach?

I “Alas, as for some other adaptations of variational
inference, we do not yet have an airtight justification.”



One example

I When applied to BNP models, it is truncation-free, it gives
a good mechanism to increase truncation on the fly.

I An example is shown below on how this approach is
applied to Dirichlet process mixture models:

I They sample from q(zi) to obtain its empirical distribution
q̂(zi). If zi > T , a new component is created.
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Experiments I

Datasets
I Nature: 350K documents from the journal Nature from

years 1869 to 2008, with about 58M tokens and a
vocabulary size of 4,253.

I New York Times: 1.8M documents from the years 1987 to
2007, with about 461M tokens and a vocabulary size of
8,000.

Evaluation Metric
I They evaluate the different algorithms using held-out

per-word likelihood



Experiments II


