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Variational Inference (VI)

Given observations x , latent variables z , model likelihood p(x |z), and prior
p(z), VI approximates the posterior p(z |x) with variational distribution
q(z |ψ) which is often required to be explicit. ψ is updated by minimizing
the KL divergence

KL(q(z |ψ)‖p(z |x)), (1)

which is equivalent to maximizing the evidence lower bound (ELBO)

−Ez∼q(z |ψ)[log q(z |ψ)− log p(x , z)]. (2)
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Motivation

VI has a well-known issue in underestimating the variance of the
posterior because Q is restricted to have an analytic PDF in the
variational family but the posteriors can often be complex.
To expand the variational family, one can define Q with an implicit
model, which makes Q more flexible but also much more difficult to
directly computing the log density ratio in ELBO.
To well characterize the posterior while maintaining simple
optimization, semi-implicit VI (SIVI) is proposed.
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Semi-Implicit Variational Family

Rather than treating ψ as the variational parameter to be inferred,
SIVI regards ψ ∼ qφ(ψ) as a random variable.
Marginalizing the ψ out, we can view z as a random variable drawn
from distribution family H

H = {hφ(z) : hφ(z) =
∫

ψ
q(z |ψ)qφ(ψ)dψ}. (3)

Why simi-implicit?
I q(z |ψ) is required to be explicit, but the mixing distribution qφ(ψ) is

allowed to be implicit.
I Unless qφ(ψ) is conjugate to q(z |ψ), the marginal Q distribution

hφ(z) is often implicit.
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Implicit Mixing Distribution

An implicit distribution, consisting of a source of randomness q(ε) for
ε ∈ Rg and a deterministic transform Tφ : Rg → Rd , can be
constructed as ψ = Tφ(ε), ε ∼ q(ε).
In SIVI, Tφ(·) is chosen as a deep neural network which leads to a
highly flexible implicit distribution qφ(ψ).
When qφ(ψ) degenerates to a point mass density, SIVI reduces to
vanilla VI.
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Lower Bound of ELBO

Using hφ(z) = Eψ∼qφ(ψ)q(z |ψ) as the variational distribution, SIVI has a
lower bound for its ELBO

L = Eψ∼qφ(ψ)Ez∼q(z |ψ) log
p(x , z)
q(z |ψ) ≤ L = Ez∼hφ(z) log

p(x , z)
hφ(z)

(4)

Proposition 1. Let us denote ψ∗ = argmaxψ −Ez∼q(z |ψ) log
q(z |ψ)
p(x ,z) , then

L ≤ −Ez∼q(z |ψ∗) log
q(z |ψ∗)
p(x , z)

, (5)

where the equality holds is and only if qφ(ψ) = δψ∗(ψ). So a direct
optimization of L can make SIVI degenerate to vanilla VI.

January 25, 2019 6 / 12



Lower Bound of ELBO
Regularization

To prevent degeneracy, L is regularized by adding

BK = Eψ,ψ(1),··· ,ψ(K)∼qφ(ψ)KL(q(z |ψ)‖h̃K (z)), (6)

where h̃K (z) =
q(z |ψ) +∑K

k=1 q(z |ψ(k))

K + 1
. (7)

Proposition 2. The regularized lower bound LK = L+ BK is an
asymptotically exact ELBO that satisfies L0 = L and limK→∞ LK = L.

LK = Eψ∼qφ(ψ)Ez∼q(z |ψ)Eψ(1),··· ,ψ(K)∼qφ(ψ) log
p(x , z)

q(z |ψ)+
∑K

k=1 q(z |ψ
(k))

K+1

. (8)
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SIVI Algorithm
Input: Data {xi}1:N , joint likelihood p(x , z), explicit variational distribution
qξ(z |ψ) with reparameterization z = f (ε̃, ξ,ψ), ε̃ ∼ p(ε̃), and implicit layer
neural network Tφ(ε), ε ∼ q(ε).
Output: Variational parameters ξ and φ for qξ(z |ψ) and qφ(ψ).
Initialize ξ and φ randomly

Semi-Implicit Variational Inference
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Supplementary Material
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Algorithm 1 Semi-Implicit Variational Inference (SIVI)
input :Data {xi}1:N , joint likelihood p(x, z), explicit vari-

ational distribution q⇠(z | ) with reparameteriza-
tion z = f(✏, ⇠, ), ✏ ⇠ p(✏), implicit layer neu-
ral network T�(✏) and source of randomness q(✏)

output : Variational parameter ⇠ for the conditional distri-
bution q⇠(z | ), variational parameter � for the
mixing distribution q�( )

Initialize ⇠ and � randomly
while not converged do

Set LKt
= 0, ⇢t and ⌘t as step sizes, and Kt �

0 as a non-decreasing integer; Sample  (k) =
T�(✏(k)), ✏(k) ⇠ q(✏) for k = 1, . . . , Kt; take sub-
sample x = {xi}i1:iM

for j = 1 to J do
Sample  j = T�(✏j), ✏j ⇠ q(✏)
Sample zj = f(✏̃j , ⇠, j), ✏̃j ⇠ p(")

LKt
= LKt

+ 1
J

�
� log 1

Kt+1

⇥PKt
k=1 q⇠(zj | (k)) +

q⇠(zj | j)
⇤
+ N

M
log p(x | zj) + log p(zj)

 

end
t = t + 1
⇠ = ⇠ + ⇢tr⇠LKt

�
{ (k)}1,Kt

, { j}1,J , {zj}1,J

�

� = �+ ⌘tr�LKt

�
{ (k)}1,Kt , { j}1,J , {zj}1,J

�

end

A. Proofs
Proof of Inequility (3). To prove a functional form of
Jensen’s Inequality, let h(z) = E ⇠q�( )q(z| ) and
hf, giL2 =

R
f(z)g(z)dz. From Theorem 1, we have

convexity, and according to Theorem 6.2.1. of Kurdila
& Zabarankin (2005), we have an equivalent first-order defi-
nition for convexity as

KL(q(z| )||p(z)) �KL(h(z)||p)+

hq(z| ) � h(z),rqKL(q||p)|h(z)iL2

Taking the expectation with respect to  ⇠ q�( ) on both
sides, we have

E ⇠q�( )KL(q(z| )||p(z))

� KL(h(z)||p(z))

+ E ⇠q�( )[hq(z| ) � h(z),rqKL(q||p)|h(z)iL2 ]

= KL(h(z)||p(z))

= KL(E ⇠q�( )q(z| )||p(z)).

Proof of Proposition 1. We show that directly maximizing
the lower bound L of ELBO in (4) may drive q( ) towards
degeneracy. For VI that uses q(z | ) as its variational
distribution, if supposing  ⇤ is the optimum variational
parameter, which means

 ⇤ = arg max
 

�Ez⇠q(z| ) log
q(z| )

p(x, z)
,

then we have

L = �E ⇠q�( )Ez⇠q(z| ) log
q(z| )

p(x, z)

=

Z
q�( )[�Ez⇠q(z| ) log

q(z| )

p(x, z)
]d 


Z

q�( )d [�Ez⇠q(z| ⇤) log
q(z| ⇤)
p(x, z)

]

= �Ez⇠q(z| ⇤) log
q(z| ⇤)
p(x, z)

.

The equality in the above equation is reached if and only
if q( ) = � ⇤( ), which means the mixing distribution
degenerates to a point mass density and hence SIVI degen-
erates to vanilla VI.

Proof of Proposition 2. B0 = 0 is trivial. Denote  (0) =
 v. For iid samples  (k) ⇠ q�( ), when K ! 1, by

the strong law of large numbers, h̃K(z) =
PK

k=0 q(z | (k))

K+1
converges almost surely to Eq�( )q(z | ) = h�(z). To
prove (6), by the strong law of large numbers, we first
rewrite it as the limit of a double sequence S(K, J), where
K, J 2 {1, 2, . . . , }, and check the condition for the in-
terchange of iterated limits (Rudin, 1964; Habil, 2016): i)
The double limit exists; ii) Fixing one index of the double
sequence, the one side limit exists for the other index .

lim
K!1

E (0), (1),··· , (K)⇠q( ) log

PK
k=0 q(z | (k))

K + 1

= lim
K!1

lim
J!1

1

J

JX

j=1

log
1

K + 1

KX

k=0

q(z | (k)
j )

=� lim
K!1

lim
J!1

S(K, J).

Here  (k)
j are iid samples from q( ). For i) we show

double limit limK,J!1 S(K, J) = log h(z). For 8✏ > 0,
9N(✏), when K, J > N(✏), | log 1

K+1

PK
k=0 q(z | (k)

j )�
log h(z)| < ✏ thanks to the law of large numbers, then

������

JX

j=1

log
1

K + 1

KX

k=0

q(z | (k)
j ) � J log h(z)

������


JX

j=1

�����log
1

K + 1

KX

k=0

q(z | (k)
j ) � log h(z)

�����  J✏.
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Experiments: Expressiveness of SIVI
The target distribution is approximated by minimizing KL(Eqφ(ξ)q(z |ξ)‖p(z)).

Semi-Implicit Variational Inference

Table 1. Inference and target distributions
h(z) = E ⇠q( )q(z | ) p(z)

z ⇠ N ( , 0.1),
 ⇠ q( )

Laplace(z;µ = 0, b = 2)
0.3N (z;�2, 1) + 0.7N (z; 2, 1)

z ⇠ Log-Normal( , 0.1),
 ⇠ q( )

Gamma(z; 2, 1)

z ⇠ N

✓
 ,


0.1 0
0 0.1

�◆
,

 ⇠ q( )

0.5N (z;�2, I) + 0.5N (z; 2, I)
N (z1; z22/4, 1)N (z2; 0, 4)

0.5N

✓
z; 0,
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Figure 1. Approximating synthetic target distributions with SIVI

layer widths [30, 60, 30] and a ten dimensional isotropic
Gaussian noise as its input. We fix �2

0 = 0.1 and optimize
the implicit layer to minimize KL(Eq�( )q(z | )||p(z)).
As shown in Figure 1, despite having a fixed purposely mis-
specified explicit layer, by training a flexible implicit layer,
the random samples from which are illustrated in Figure 8
of Appendix D, SIVI infers a sophisticated marginal vari-
ational distribution that accurately captures the skewness,
kurtosis, and/or multimodality exhibited by the target one.

5.2. Negative Binomial Model

We consider a negative binomial (NB) distribution with the
gamma and beta priors (a = b = ↵ = � = 0.01) as

xi
iid
⇠ NB(r, p), r ⇠ Gamma(a, 1/b), p ⇠ Beta(↵,�),

for which the posterior p(r, p | {xi}1,N ) is not tractable.
In comparison to Gibbs sampling, it is shown in
Zhou et al. (2012) that MFVI, which uses q(r, p) =
Gamma(r; ã, 1/b̃)Beta(p; ↵̃, �̃) to approximate the poste-
rior, notably underestimates the variance. This caveat of
MFVI motivates a semi-implicit variational distribution as

q(r, p | ) = Log-Normal(r;µr,�
2
0)Logit-Normal(p;µp,�

2
0),

 = (µr, µp) ⇠ q( ),�0 = 0.1

where and an MLP based implicit q( ), as in Section 5.1,
is used by SIVI to capture the dependency between r and p.

We apply Gibbs sampling, MFVI, and SIVI to a real overdis-
persed count dataset of Bliss & Fisher (1953) that records
the number of adult red mites on each of the 150 randomly
selected apple leaves. With K = 1000, as shown in Fig-
ure 2, SIVI improves MFVI in closely matching the pos-
terior inferred by Gibbs sampling. Moreover, the mixing
distribution q( ) helps well capture the negative correla-

Figure 2. Top row: the marginal posteriors of r and p inferred
by MFVI, SIVI, and MCMC. Bottom row: the inferred implicit
mixing distribution q( ) and joint posterior of r and p.

Figure 3. Kolmogorov-Smirnov (KS) distance and its correspond-
ing p-value between the marginal posteriors of r and p inferred
by SIVI and MCMC. SIVI rapidly improves as K increases. See
Appendix D for the corresponding plots of marginal posteriors.

tion between r and p, as totally ignored by MFVI. The two-
sample Kolmogorov-Smirnov (KS) distances, between 2000
posterior samples generated by SIVI and 2000 MCMC ones,
are 0.0185 (p-value = 0.88) and 0.0200 (p-value = 0.81)
for r and p, respectively. By contrast, for MFVI and MCMC,
they are 0.2695 (p-value = 5.26 ⇥ 10�64) and 0.2965 (p-
value = 2.21⇥ 10�77), which significantly reject the null
hypothesis that the posterior inferred by MFVI matches that
by MCMC. How the performance is related to K is shown
in Figure 3 and Figures 9-10 of Appendix D, which suggests
K = 20 achieves a nice compromise between complexity
and accuracy, and as K increases, the posterior inferred by
SIVI quickly approaches that inferred by MCMC.

5.3. Non-reparameterizable Variational Distribution

To show that SIVI can use a non-reparameterizable q(z | )
in a conditionally conjugate model, as discussed in Section
3.4, we apply it to infer the two parameters of the Poisson-
logarithmic bivariate count distribution as p(ni, li | r, p) =
rlipni(1� p)r/Zi, where li 2 {0, . . . , ni} and Zi are nor-
malization constants not related to r > 0 and p 2 (0, 1)
(Zhou & Carin, 2015; Zhou et al., 2016). With r ⇠

Gamma(a, 1/b) and p ⇠ Beta(↵,�), while the joint pos-
terior p(r, p | {ni, li}1,N ) is intractable, the conditional pos-
teriors of r and p follow the gamma and beta distributions,
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Gamma(r; ã, 1/b̃)Beta(p; ↵̃, �̃) to approximate the poste-
rior, notably underestimates the variance. This caveat of
MFVI motivates a semi-implicit variational distribution as

q(r, p | ) = Log-Normal(r;µr,�
2
0)Logit-Normal(p;µp,�

2
0),

 = (µr, µp) ⇠ q( ),�0 = 0.1

where and an MLP based implicit q( ), as in Section 5.1,
is used by SIVI to capture the dependency between r and p.

We apply Gibbs sampling, MFVI, and SIVI to a real overdis-
persed count dataset of Bliss & Fisher (1953) that records
the number of adult red mites on each of the 150 randomly
selected apple leaves. With K = 1000, as shown in Fig-
ure 2, SIVI improves MFVI in closely matching the pos-
terior inferred by Gibbs sampling. Moreover, the mixing
distribution q( ) helps well capture the negative correla-

Figure 2. Top row: the marginal posteriors of r and p inferred
by MFVI, SIVI, and MCMC. Bottom row: the inferred implicit
mixing distribution q( ) and joint posterior of r and p.

Figure 3. Kolmogorov-Smirnov (KS) distance and its correspond-
ing p-value between the marginal posteriors of r and p inferred
by SIVI and MCMC. SIVI rapidly improves as K increases. See
Appendix D for the corresponding plots of marginal posteriors.

tion between r and p, as totally ignored by MFVI. The two-
sample Kolmogorov-Smirnov (KS) distances, between 2000
posterior samples generated by SIVI and 2000 MCMC ones,
are 0.0185 (p-value = 0.88) and 0.0200 (p-value = 0.81)
for r and p, respectively. By contrast, for MFVI and MCMC,
they are 0.2695 (p-value = 5.26 ⇥ 10�64) and 0.2965 (p-
value = 2.21⇥ 10�77), which significantly reject the null
hypothesis that the posterior inferred by MFVI matches that
by MCMC. How the performance is related to K is shown
in Figure 3 and Figures 9-10 of Appendix D, which suggests
K = 20 achieves a nice compromise between complexity
and accuracy, and as K increases, the posterior inferred by
SIVI quickly approaches that inferred by MCMC.

5.3. Non-reparameterizable Variational Distribution

To show that SIVI can use a non-reparameterizable q(z | )
in a conditionally conjugate model, as discussed in Section
3.4, we apply it to infer the two parameters of the Poisson-
logarithmic bivariate count distribution as p(ni, li | r, p) =
rlipni(1� p)r/Zi, where li 2 {0, . . . , ni} and Zi are nor-
malization constants not related to r > 0 and p 2 (0, 1)
(Zhou & Carin, 2015; Zhou et al., 2016). With r ⇠

Gamma(a, 1/b) and p ⇠ Beta(↵,�), while the joint pos-
terior p(r, p | {ni, li}1,N ) is intractable, the conditional pos-
teriors of r and p follow the gamma and beta distributions,

Figure: Approximating synthetic target distributions with SIVI
January 25, 2019 9 / 12



Experiments: Negative Binomial Model
Consider a negative binomial distribution with the gamma and beta priors

x i
iid∼ NB(r , p), r ∼ Gamma(a, 1/b), p ∼ Beta(α, β). (9)

The simi-implicit variational distribution is

q(r , p|ψ) = Log-Normal(r : µr , σ
2
0)Logit-Normal(p : µp, σ

2
0) (10)

ψ = (µr , µp) ∼ q(ψ), σ0 = 0.1 (11)Semi-Implicit Variational Inference
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SIVAE

VAE infers encoder parameter φ and decoder parameter θ by
maximizing

Ez∼qφ(z |x)[log(pθ(x , z))]− KL(qφ(z |x)‖p(z)) (12)

However, The encoder distribution qφ(z |x) is required to be
reparameterizable and analytically evaluable, which usually restricts it
to a small exponential family.
SIVAE uses a hierarchical encoder which makes the variational
distribution beyond a simple Gaussian form.

qφ(z |x ,µ,Σ) = N (µ(x ,φ),Σ(x ,φ)), (13)
µ(x ,φ) = f (`M , x ;φ),Σ(x ,φ) = g(`M , x ;φ), (14)
`t = Tt(`t−1, εt , x ;φ), εt ∼ qt(ε), t = 1, . . . ,M, (15)

where Tt , f , and g are all deterministic neural networks.

January 25, 2019 11 / 12



Experiments: SIVAE

The experiments are conducted on MNIST:

Methods − log p(x)
VAE 86.76
IWAE 84.78
VAE + IAF 84.9
Auxiliary VAE 83.8
AVB + AC 83.7
SIVI (3 statistic layers) 84.07
SIVI (3 statistic layers)+IW 83.25

Table: Comparison of the negative log likelihood between various algorithms.

SIVAE achieves state-of-the-art performance by mixing an MVN with
an implicit distribution.
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