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Goal

The goal is to understand activities and interactions in a complicated scene, not to track
individual objects.

This work proposes unsupervised methods for a visual surveillance system to

find typical single-agent activities (car making a U-turn) and multi-agent interactions
(vehicles waiting for pedestrians to cross the street);

label short video clips in a long sequence by interaction, and localize different
activities involved in an interaction;

show abnormal activities;

support queries about an interaction that has not yet been discovered by the system.

– p. 2/12



Approach
Figure 1

A video sequence =

P
short clips (documents) =

PP

moving pixels (visual words).
Atomic activities = distributions over visual words.
Interactions = distributions over atomic activities, which are used to label each video clip.
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Low-Level Visual Features

A pixel is considered as moving if its intensity change over two consecutive frames is
above a threshold.

Each moving pixel is described by its position and direction of motion.

The position is quantized by dividing the scene(480 × 720) into 10 by 10 blocks.

The motion of a moving pixel is quantized into four directions.

The code-book is 48 × 72 × 4 in size, with each moving pixel assigned a code based on
the quantized positions and motion directions.

The video clips are treated as documents and moving pixels are treated as words.

Document analysis techniques (LDA and HDP) are employed to process the video
sequence.
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LDA Mixture

The modified model is a LDA mixture, with mixing probabilities η = (η1, · · · , ηL)

The documents are grouped into L clusters, each described as a distribution over topics.
Use variational EM to approximate the posterior over latent variables and to estimate
model parameters.
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Three-Level HDP

In the modified HDP, Gc ∼ DP(ρ, G0), c = 1, · · · , L, form L (nonparametric) clusters.
Each cj ∼ Mult(η) indicates the cluster that document j belongs to.
Gibbs sampling is used to analyze the posterior.
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Simple Explanatory Example
Figure 4

(a) Topic distributions learnt by the HDP model.
(b) Topics distributions learnt by the HDP model in Figure 3(b), however, the cluster
labels of documents are randomly assigned and not updated by sampling.
(c) Topic distributions learnt by our HDP model in Figure 3(b) where the cluster labels
are updated using our Gibbs sampling algorithms.
(d) Topic mixtures of two clusters π1 and π2 (the mixing probabilities in G0).
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Results: Experimental Setup

The data set is a challenging far-field traffic scene (Figure 1) video sequence lasting 1.5
hours, recorded by a fixed camera.

The video sequence is divided into 10 second long clips, each treated as a document.

Shown here are the results from HDP.

LDA give similar results if the topic number is properly set.
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Results: Atomic Activities
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Results: Interactions
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Results: Video Segmentation
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Results: Abnormality Detection and Semantic Query
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