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Hidden Markov Models (HMM)

Sequence of observations x = x1, x2, ...., xT (e.g., index is time)
Sequence of hidden states z = z0, z1, z2, ...., zT (z0=initial)
xt ∈ {1, ...,W }, zt ∈ {1, ...,K}
Parameters θ = {A,B},
with A= Transition matrix; B=Emission matrix
Ak,k ′=probability of transitioning into state k ′ from state k
Bk,w=probability of emitting observation w from state k
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Example for HMM Considered in the Paper

In part of speech (POS) tagging, the observations are the
words in a sentence and index t is simply the location of the
word in the sentence, e.g.,

the dog saw a cat

with x1=’the’, x2=’dog’, x3=’saw’, x4=’a’, x5=’cat’.

The hidden state of a word represents its function in the
sentence: determiner (D), noun (N), verb (V), etc.
In this example, z1 = D, z2 = N , z3 = V , z4 = D, z5 = N .

For unsupervised tagging, a dictionary is given which
prescribes the possible tags for each word.

3 / 20



Motivation/Background

Variational Bayes (MacKay, Tech. report, 1997)
Independence between parameters and state variables is
assumed, i.e., p(z,θ|x) ≈ q(z|x)q(θ|x).
This assumption leads to efficient iterative solutions but
may be a poor approximation
Can be competitive with GS in terms of performance for
large data sets and faster 1

Gibbs sampling (GS)
Draws samples from the true posterior
How to assess convergence? what is the burn in? what
is the distance between “independent” draws?
Slow for large data sets
For HMM, updates are strongly coupled which leads to
poor mixing

1“A comparison of Bayesian estimators for unsupervised Hidden
Markov Model POS taggers” by Gao and Johnson (EMNLP 2008) 4 / 20



Motivation/Background

Collapsed Gibbs sampling (CGS)

Samples from the true posterior after integrating out θ
Reduces number of computations compared to GS
Converges faster than CG for some models (e.g., LDA 2)
since marginalization induces dependencies which spread
over many latent variables, so the dependency between
any two variables should be smaller
For HMM however, CGS is slower to converge than GS.
Collapsing couples the state at any time to the states at
both the following and previous times

2Goldwater and Griffiths, AMCL, 2007
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Motivation/Background

Collapsed Variational Bayes

Applies variational inference in the same space as CGS
Faster convergence than CGS is expected
Weaker approximations for the posterior than in VB
Derived for LDA (Teh et al. 2007) but that work is not
immediately applicable to HMM’s
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Overview

Two new collapsed variational Bayes (CVB) algorithms
are presented

Algorithm I models exactly the dependence between
parameters and latent variables but assumes mutual
independencies between latent variables in the collapsed
space

Algorithm II relaxes the latter assumption into mutual
independence between groups of latent variable but
includes additional assumptions (weaker than in I)

Comparison to collapsed Gibbs sampler, standard VB and
the traditional celebrated Baum-Welch algorithm

Performance demonstrated via Part of Speech (POS)
Tagging
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Generative Model for HMM

p(x, z,θ|α, β) = p(A|α)p(B|β)
T−1∏
t=0

p(zt+1|zt ,A)p(xt+1|zt+1,B)

With

(zt+1|zt = k ,A) ∼ Cat(K ,Ak,·), t = 0, 1, ....,T

(xt |zt = k ,B) ∼ Cat(K ,Bk,·), t = 1, 2, ....,T

A|α ∼ Dir(α), B|β ∼ Dir(β)

Assumptions:

Given θ, a state depends only on the state one time step
earlier and independent of t (1st order HMM or bi-gram)

Given θ, output at each time step depends only on the
state at the same time
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Collapsed Gibbs Sampling

Produces a hidden state sequence z sampled from

p(z|x, α, β) =

∫
p(x, z|θ)p(θ|α, β)dθ

Dirichlet priors are conjugate to discrete distributions ⇒
closed-form integration

p(zt = k |x, z−t , α, β) ∝
C−tk,w + β

C−tk,· + Wβ
·
C−tzt−1,k

+ α

C−tzt−1,· + Kα
·

·
C−tk,zt+1

+ α + δ(zt−1 = k = zt+1)

C−tk,· + Kα + δ(zt−1 = k)

C−tk,zt+1
=number of occurrences for state k occuring before

state zt+1 along all time steps except t
C−tk,·=number of occurrences for state k excluding time t
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Collapsed VB for I.I.D. Hidden Variables

Formally, CVB models the dependencies between parameters
and hidden variables in an exact fashion.

p(z,θ|x) = q(θ|z, x)q(z|x)

The mean field method requires independent variables, and
thus the induced weak dependencies among hidden variables
are ignored

q(z|x) ≈
T∏
t=1

q(zt |x)

Maximizing KL divergence ⇒ q(θ|z, x) is equal to the true
posterior and the update for each q(zt) in q(z) is

q(zt |x) ∝ exp(Eq(z−t)[log p(z, x)])

∝ exp(Eq(z−t)[log p(zt |x, z−t ])
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Algorithm 1

The first CVB algorithm for HMMs follows the theory for
i.i.d. models

Assumes that the hidden variables are mutually
independent in the collapsed space

This is a strong assumption for HMM

In standard VB the assumption is also strong
(independence between parameters and hidden variables)

It is not immediately clear which assumption is stronger
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Algorithm 2

The strong independence assumption in Algorithm 1 has
the potential to lead to inaccurate results

Mean field method requires to partition the latent
variables into disjoint and independent groups.

In natural language processing, a common feature is
many short sequences (i.e. sentences), where each
sequence is drawn i.i.d. from the same set of parameters.
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Algorithm 2

(xi , zi) - ith sequence of observations and hidden states

Denote the number of sequences to be I

q(z,θ|x) = q(θ|z, x)q(z|x) ≈ q(θ|z, x)
I∏

i=1

q(zi |x)

As with any i.i.d. model,

q(zi |x) ∝ exp(Eq(z−i )[log p(zi |x, z−i)])

∝ exp(Eq(z−i )[log p(xi , zi |x−i , z−i)])

the expression is given in closed form in the paper
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Algorithm 2

exact computation of p(xi , zi |x−i , z−i) includes expensive
functions
approximate by assuming that hidden variables within a
sequence only exhibit first order Markov dependencies and
output independence

p(xi , zi |x−i , z−i)

≈
T−1∏
t=0

p(zi ,t+1|zi ,t , x−i , z−i)p(xi ,t+1|zi ,t+1, x
−i , z−i)

This approximation ignores the contributions from other
parts of the sequence to the global counts.
Compared with contributions from all other sequences, we
assume the impact of these local counts is small.
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Results - Varying Corpus Size

Validation of the above inference algorithms for HMMs
on part of speech tagging.

Unsupervised learning: given a raw corpus and a tag
dictionary that defines legal parts of speech for each
word, tag each token in the corpus

The goal is to maximize accuracy against a reference
tagged corpus.

simple bi-gram taggers rather than state of the art tagger

data set is the Wall Street Journal (WSJ) tree-bank

Tag dictionary is constructed by collecting all the tags
found for each word type in the entire corpus.

Experiments for different corpus sizes, from 1K sentences
to the entire treebank.
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Results - Varying Corpus Size
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Results - Varying Dictionary Knowledge

In practice, it is not always possible to build a complete
tag dictionary, especially for the infrequent words.

Authors investigate the effects of reducing dictionary
information.

Randomly select 1K unlabeled sentences from the
treebank for the training. A word is frequent if the word’s
tokens appear at least d times in the training corpus,
otherwise it is infrequent.

For frequent word types the standard tag dictionary is
available; whereas for infrequent word types, all the tags
are considered to be legal.
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Results - Varying Dictionary Knowledge
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Results - Test Perplexity

Without a tag dictionary the tag types are
interchangeable and we have a label identifiability issue.

Tagging results cannot be evaluated directly against the
reference tagged corpus.

Randomly withhold 10 prec. of the sentences from the
data for testing, and use the remaining 90 prec. for
training.

The algorithms are evaluated by their test perplexities
(per token) on the withheld test set.

perplexity(xtest) = 2
−
(∑

i log2 p(xi )∑
i |xi |

)
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Results - Test Perplexity
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