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An Example

Two people (A and B) are talking about air pollution.
A: What can individuals or society do to improve air
quality? What do you think? (Open-question)
B: Well, I think air pollution is a pretty big problem right
now. I think it’s a real bad problem and I don’t think that a
lot is really being done about it at this
point.(Statement-opinion)
A: Right. (Acknowledge-backchannel)
B: I think that cars, especially here in the united states, are
a major source of the pollution when you consider that
most people have at least one automobile and people drive
around all the time. (Statement-opinion)
A: Hum, okay. I know that there’s somebody who
developed a test to look at the emissions from your
car.(Statement-nonopinion)
....
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An Example (continue)

There are also meta-information about this conversation.
Basic information about A:

Age: 46
Gender: Female
Dialect: South Midland

Basic information about B:
Age: 48
Gender: Male
Dialect: South Midland

Topic: Air pollution
...
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Preliminaries

The model is based on VAE framework. Some notations used
in this work:

uk is the kth utterance.
The dialog context is c, which has text window size k − 1,
i.e. the encoded feature of {u1, · · · ,uk−1} at time step k.
The response utterance is x, which is the kth utterance uk.
z is the latent variable (Latent feature in VAE).
y is the dialog act (question, statement, acknowledgement,
etc.).
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Baseline Model

The baseline model is to learn a deterministic mapping from
{u1, · · · ,uk−1} to x.

Figure: Baseline Model Framework
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CVAE

Figure: Conditional VAE model.

The conditional distribution p(x, z|c) = pθ(x|z, c)pθ(z|c).
pθ(z|c) is a prior network and pθ(x|z, c) is the response
decoder. c is the context.
The posterior is estimated by qφ(z|x, c). And the lower bound
can be written as

L(θ,φ;x, c) = Eqφ(z|x,c) [log pθ(x|z, c)]−KL (qφ(z|x, c)||pθ(z|c))
(1)
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Details of the KL loss

We assume qφ(z|x, c) ∼ N (µ, σ2I) and the prior network
pθ(z|c) ∼ N (µ′, σ′2I). (x, c should be the encoded features.)[

µ
log(σ2)

]
=Wr

[
x
c

]
+ br (2)

[
µ′

log(σ′2)

]
= MLP(c) (3)
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Knowledge-Guided CVAE (kgCVAE)

Figure: Knowledge-guided conditional VAE model.

Further, we can add side information y into the model. Then
the loss function can be written as

L(θ,φ;x, c,y) = Eqφ(z|x,c,y) [log pθ(x|z, c,y)]
+ Eqφ(z|x,c,y) [log pθ(y|z, c)]
−KL (qφ(z|x, c,y)||pθ(z|c)) (4)

Yitong Li



Model Framework (Training)

Figure: Proposed model framework for the training process.
‘Conversation Floor’ indicates the user information.

Note that there is an additional MLP (yellow) layer for the bag of
words decoder. They use it to deal with the vanishing gradient
problem of RNN decoder.
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Model Framework (Testing)

Figure: Proposed model framework for generation process.
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Evaluation Metric

Assume that for a given dialog context c, there exist Mc

reference responses rj , j ∈ [1,Mc].
Meanwhile, the model generate N responses hi, i ∈ [1, N ].
The generalized response-level precision/recall for a given
dialog context is:

precision(c) =
∑N

i=1maxj∈[1,Mc]d(rj , hi)

N

recall(c) =

∑Mc
j=1maxi∈[1,N ]d(rj , hi)

Mc

d(·, ·) is one of the three distance functions: BLUE score,
Cosine Distance and Dialog Act Match.
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Quantitative Results

Metrics Baseline CVAE kgCVAE
BLEU-1 prec 0.405 0.372 0.412
BLEU-1 recall 0.336 0.381 0.411
BLEU-2 prec 0.300 0.295 0.350
BLEU-2 recall 0.281 0.322 0.356
BLEU-3 prec 0.272 0.265 0.310
BLEU-3 recall 0.254 0.292 0.318
BLEU-4 prec 0.226 0.223 0.262
BLEU-4 recall 0.215 0.248 0.272
A-bow prec 0.951 0.954 0.961
A-bow recall 0.935 0.943 0.944
DA prec 0.736 0.704 0.721
DA recall 0.514 0.604 0.598

Table: Performance of each model.
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Generated Responses Example

Topic: Recycling
Context: A: are they doing a lot of recycling out in Georgia?
Target-B Ground-truth (statement): well at my workplace we
have palaces for aluminum cans and we have a separate trash
can for recyclable paper.
Baseline+Sampling:
1. well I’m a graduate student and have two kids
2. well I was in last year and so we’ve had lots of recycling
3. I’m not sure
4. well I don’t know I just moved here in new york
kgCVAE:
1. (non-understand) pardon
2. (statement) oh you’re not going to have a curbside pick up
here
3. (statement) okay I am sure about a recycling center
4. (yes-answer) yeah so
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Generated Responses Example

Topic: Child Care
Context: A: you know a private home to take their children to
when they’re young until they hit the preschool age
Target-B Ground-truth (backchannel): uh-huh
Baseline+Sampling:
1. um - hum
2. yeah
3. um - hum
4. uh-huh
kgCVAE:
1. (backchannel) uh-huh
2. (turn-exit) um-hum
3. (backchannel) yeah
4. (statement) oh yeah I think that’s part of the problem
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