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Dropout

• Training stage: A unit is present with probability p

• Testing stage: The unit is always present and the weights are
multiplied by p

• Training a neural network with dropout can be seen as training a
collection of 2K thinned networks with extensive weight sharing

• A single neural network to approximate averaging output at test time

• Dropout as regularization [S. Wager 2013].

• Dropout on units can be understood as dropout on weights.



Bayesian dropout

• Consider training a regression model by optimizing quadratic loss:

E(θ) =
1

2

∑
i

(yi − fθi(Xi))
2. (1)

The authors claim, for dropout, the quadratic loss becomes

Ẽ(θ) =
1

2

∑
i

(yi − fθ̃i(Xi))
2. (2)

where θ̃ ∼ p(·|θ), p(·|θ) is the dropout distribution.

• In Bayesian setup, if one impose a prior on θ, the generative process
can be written as

θ ∼ p(·) , yi|θ ∼ N (fθi(Xi), σ
2). (3)

By adding a dropout step, above generative model becomes:

θ ∼ p(·) , θ̃ ∼ p(θ̃|θ) , yi|θ̃ ∼ N (fθ̃i(Xi), σ
2). (4)



Bayesian dropout

• “Dropout does not favor or learn any particular perturbation of the
parameters, whereas a standard Bayesian formulation of dropout
would.”

• The authors claim that, this Bayesian specification allows the dropout
distribution (i.e., p(θ̃|x,θ)) to adapt to the data. This not desirable,
because it will “reduce the effective number of perturbed models”.

• Instead, they use a proposal distribution1 p(x, θ̃,θ) to approximate
target joint distribution2 q(x, θ̃,θ). From (4),

q(x, θ̃,θ) = q(x|θ̃)q(θ̃|θ)q(θ). (5)

For the proposal distribution, they enforce that the dropout
distribution does not depend on data.

p(θ̃|x,θ) = q(θ̃|θ) , (Bayesian dropout). (6)

Such specification implies p(x, θ̃,θ) = q(θ̃|θ)p(x,θ).
1they called posterior in the paper
2they called prior in the paper



Bayesian dropout

• Minimize the KL divergence between p(x, θ̃,θ) and q(x, θ̃,θ):

S[p, q] = −
∫
dxdθ̃dθp(x, θ̃,θ) log

p(x, θ̃,θ)

q(x, θ̃,θ)
, (7)

under the constraints that,∫
dθp(x,θ) = δ(x− x′), (8)

and p(x, θ̃,θ) is a valid density.

• Solve this using functional derivative (with Lagrange multiplier):



Approximate inference

• Omit details, solving the functional derivative gives (Z(x) is the
normalization constant)

p(θ|x) = 1

Z(x)
q(θ) exp[

∫
dθ̃q(θ̃|θ) log

N∏
i=1

q(xi|hi(θ̃))] (9)

• Analytically computing the expectation
∫
dθ̃q(θ̃|θ) log q(xi|hi(θ̃)) is

hard.
• Two strategies for approximately compute this expectation:

• Gaussian approximation (which they call analytical approximation).∫
dθ̃q(θ̃|θ) log q(xi|hi(θ̃)) ≈ EN (h;µθ,σ2

θ)
[log q(xi|h)] (10)

• Variational Bayesian using an unnormalized exponential family proposal
distribution rη(θ) = exp[T (θ)η]ν(θ) to approximate p(θ|x) 3.

η̂ = argminηKL(rη(θ)||p(θ|x)). (11)

3they originally write as θ̂ = argminηKL(rη(θ)|p(x,θ)).



Approximate inference

The parameters for proposal distribution is obtained by minimizing (11)

η̂ = [

∫
dν(θ)rη(θ)T (θ)

TT (θ)]−1[

∫
dν(θ)rη(θ)T (θ)

T log p(θ)]. (12)

where the integrals are computed by Monte Carlo integration.

η̂ = Ĉ−1ĝ (13)

ĝ =
1

S

S∑
s=1

q(θ̃s|θs)T (θs)T log[q(x|θs)q(θs)] (14)

Ĉ =
1

S

S∑
s=1

T (θs)
TT (θs) (15)



Approximate inference



Bayesian linear regression

• Model setups

• The inferred distribution of model parameters is given by

where f denote the binary dropout probability (f = 0:no dropout).



Simulated data (Bayesian linear regression)
• Higher dropout proportion leads to heavier shrinkage.
• Comparable results with ridge regression.

Figure: Left: Comparison of shrinkage. Right: Performance of ridge regression
and dropout.



Real-world data (Bayesian linear regression)

• In Amazon review dataset, they claimed their method have lower
prediction error.

Figure: Comparison between ridge regression and Bayesian dropout. Lower error
is better.



Bayesian logistic regression

• J: number of Gaussian noise junk features added to the data.

Figure: Comparison between Laplace approximation and variational Bayes on the
Bayesian logistic regression model.



Bayesian logistic regression
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