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Deep Reinforcement Learning

The deep Q-network (DQN) [Mnih et al. 2015]:

• Architecture: Convolutional neural network + Fully connected linear
layer;

• Target function:

yDQNi = r + γmax
a′

Q(s′, a′; θ−)

• Lost function at iteration i:

Li(θi) = Es,a,r,s′
[
yDQNi −Q(s, a; θi)

]2
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The Proposed Dueling Architecture
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Background

• Q−function:

Qπ(s, a) = E[Rt|st = s, at = a, π]

• Value function:

V π(s) = Ea∼π(s)[Q
π(s, a)]

• Advantage function:

Aπ(s, a) = Qπ(s, a)− V π(s)
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A Quick Example
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The Dueling Network

Key insight: Unnecessary to estimate the value of each action, for many
states.

• With the goal of estimating Q−function
• Two separated streams with fully connected layers to estimate the
value and advantage functions

- Value of only one action updated in the single-stream architecture
- Value function V updated in the dueling architecture

• Streams then combined to estimate the Q−function
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The Dueling Network (cont.)

How to combine the two streams, V (s; θ, β) and A(s, a; θ, α)?

• A naive approach: Q(s, a; θ, α, β) = V (s; θ, β) +A(s, a; θ, α)

• Zero advantage at the chosen action:

Q(s, a; θ, α, β) = V (s; θ, β) +
[
A(s, a; θ, α)− max

a′∈|A|
A(s, a′; θ, α)

]
• Another choice:

Q(s, a; θ, α, β) = V (s; θ, β) +
[
A(s, a; θ, α)− 1

|A|
∑
a′

A(s, a′; θ, α)
]
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The Baseline Method

The double DQN (DDQN) [Van Hasselt et al. 2016]:

• Proposed to mitigate the problem of overestimation in Q-learning

• Target function:

yDDQNi = r +Q(s′, argmax
a′

Q(s′, a′|θi); θ−)

• Trained with back-propagation
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Policy Evaluation

The corridor environment

• ε−greedy policy

• Actions: Go up, down, left, right, and additional no-op(s)

• Three MLP layers followed by two MLP layer in the dueling part

• Performance measured by square error∑
s,a

[Q(s, a; θ)−Qπ(s, a)]2
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Policy Evaluation (cont.)
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Atari Games
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Atari Games (cont.)

A few tricks

• Rescale the gradients entering the last convolutional layer

• Clip the gradients to constraint their norm

• Prioritized experience replay [Schaul et al. 2016]
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Atari Games (cont.)
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