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Motivation

(a)$RNN (b)$SSM

RNNs are widely used in deep learning, e.g., LSTM, Seq2Seq
Model, attention mechanism;
SSMs are Bayesian probabilistic generative models, e.g.,
HMM, LDS (KF), EKPF;
Can we leverage the advantage of both? – incorporate
stochastic latent variable into RNN.
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Deep Generative Models
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(a)&RBM&&&&&&&&&&&(b)&SBN&&&&&&&&&&&&&&&&&&&(c)&VAE

RBM: Undirected graphical model, binary latent variable,
inference by CD;
SBN: Directed graphical model, binary latent variable,
inference by Gibbs, MCEM, NVIL;
VAE: Directed graphical model, usually Gaussian latent
variable, inference by SGVB.
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Literature Review

Category Model Conferences Applications

RBM

TRBM [22, 19] NIPS 2006, AISTATS 2007 Mocap, Bouncing ball
RTRBM [20, 5, 17] NIPS 2009, ICML 2012 & 2014 plus Music, Weather
FCRBM [21, 24] ICML 2009, NIPS 2011 Mocap, Facial expression
imCRBM [23] CVPR 2010 Human pose tracking

SBN TSBN, FTSBN [10, 18] NIPS 2015, ICML 2016 plus Dynamical TM

VAE-I

VRAE [8] ICLR 2015 workshop Music
VRAE [6] CoNLL 2016 Text modeling
NASM [16] ICML 2016 QA
VNMT [25] EMNLP 2016 NMT

VAE-II

STORN [4] ICLR 2015 workshop Music
VRNN [7] NIPS 2015 Speech, Handwriting

NASMC [11] NIPS 2015 Music
SRNN [9] NIPS 2016 Speech, Music

SSM
DKF [14, 3, 13, 15] arXiv 2015 & 2016 EHR

SVAE [12] NIPS 2016 video of mouse behavior

Poisson[2, 1, 26] AISTATS 2015, NIPS 2016, ICDM 2016 Dynamical TM, Music
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Overview

Generating Sentences from a Continuous Space, CoNLL 2016
[6]
Neural Variational Inference for Text Processing, ICML 2016
[16]
A Recurrent Latent Variable Model for Sequential Data, NIPS
2015 [7]
Sequential Neural Models with Stochastic Layers, NIPS 2016
[9]
Neural Adaptive Sequential Monte Carlo, NIPS 2015 [11]
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Generating Sentences from a Continuous Space
Model
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Figure 1: The core structure of our variational au-
toencoder language model. Words are represented
using a learned dictionary of embedding vectors.

3 A VAE for sentences

We adapt the variational autoencoder to text
by using single-layer lstm rnns (Hochreiter and
Schmidhuber, 1997) for both the encoder and the
decoder, essentially forming a sequence autoen-
coder with the Gaussian prior acting as a regu-
larizer on the hidden code. The decoder serves as
a special rnn language model that is conditioned
on this hidden code, and in the degenerate setting
where the hidden code incorporates no useful in-
formation, this model is e↵ectively equivalent to an
rnnlm. The model is depicted in Figure 1, and is
used in all of the experiments discussed below.

We explored several variations on this architec-
ture, including concatenating the sampled ~z to the
decoder input at every time step, using a soft-
plus parametrization for the variance, and using
deep feedforward networks between the encoder
and latent variable and the decoder and latent vari-
able. We noticed little di↵erence in the model’s
performance when using any of these variations.
However, when including feedforward networks be-
tween the encoder and decoder we found that it
is necessary to use highway network layers (Srivas-
tava et al., 2015) for the model to learn. We discuss
hyperparameter tuning in the appendix.

We also experimented with more sophisticated
recognition models q(~z|x), including a multistep
sampling model styled after draw (Gregor et al.,
2015), and a posterior approximation using nor-
malizing flows (Rezende and Mohamed, 2015).
However, we were unable to reap significant gains
over our plain vae.

While the strongest results with vaes to date
have been on continuous domains like images, there
has been some work on discrete sequences: a tech-
nique for doing this using rnn encoders and de-
coders, which shares the same high-level architec-
ture as our model, was proposed under the name
Variational Recurrent Autoencoder (vrae) for the
modeling of music in Fabius and van Amersfoort
(2014). While there has been other work on includ-
ing continuous latent variables in rnn-style mod-
els for modeling speech, handwriting, and music
(Bayer and Osendorfer, 2015; Chung et al., 2015),
these models include separate latent variables per
timestep and are unsuitable for our goal of model-
ing global features.

In a recent paper with goals similar to ours,
Miao et al. (2015) introduce an e↵ective VAE-
based document-level language model that models
texts as bags of words, rather than as sequences.
They mention briefly that they have to train the
encoder and decoder portions of the network in al-
ternation rather than simultaneously, possibly as a
way of addressing some of the issues that we dis-
cuss in Section 3.1.

3.1 Optimization challenges

Our model aims to learn global latent represen-
tations of sentence content. We can quantify the
degree to which our model learns global features
by looking at the variational lower bound objec-
tive (1). The bound breaks into two terms: the
data likelihood under the posterior (expressed as
cross entropy), and the kl divergence of the pos-
terior from the prior. A model that encodes useful
information in the latent variable ~z will have a non-
zero kl divergence term and a relatively small cross
entropy term. Straightforward implementations of
our vae fail to learn this behavior: except in van-
ishingly rare cases, most training runs with most
hyperparameters yield models that consistently set
q(~z|x) equal to the prior p(~z), bringing the kl di-
vergence term of the cost function to zero.

When the model does this, it is essentially be-
having as an rnnlm. Because of this, it can ex-
press arbitrary distributions over the output sen-
tences (albeit with a potentially awkward left-to-
right factorization) and can thereby achieve like-
lihoods that are close to optimal. Previous work
on vaes for image modeling (Kingma and Welling,
2015) used a much weaker independent pixel de-
coder model p(x|~z), forcing the model to use the
global latent variable to achieve good likelihoods.
In a related result, recent approaches to image gen-
eration that use lstm decoders are able to do well
without vae-style global latent variables (Theis
and Bethge, 2015).

This problematic tendency in learning is com-
pounded by the lstm decoder’s sensitivity to sub-
tle variation in the hidden states, such as that in-
troduced by the posterior sampling process. This
causes the model to initially learn to ignore ~z and
go after low hanging fruit, explaining the data with
the more easily optimized decoder. Once this has
happened, the decoder ignores the encoder and lit-
tle to no gradient signal passes between the two,
yielding an undesirable stable equilibrium with the
kl cost term at zero. We propose two techniques
to mitigate this issue.

KL cost annealing In this simple approach to
this problem, we add a variable weight to the kl
term in the cost function at training time. At the
start of training, we set that weight to zero, so
that the model learns to encode as much informa-

Objective:

L = −KL(qφ(z|x)||p(z)) + Eqφ(z|x)[log pθ(x|z)] (1)

Direct implementation fails, the training always tries to yield
models that consistently set q(z|x) equal to the prior p(z).
Solution: (i) KL cost annealing; (ii) Word dropout and
historyless decoding.
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Generating Sentences from a Continuous Space
Advantage

(Left) Traditional Autoencoder; (Right) Variational Autoencoder
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Abstract

The standard recurrent neural network
language model (rnnlm) generates sen-
tences one word at a time and does not
work from an explicit global sentence rep-
resentation. In this work, we introduce
and study an rnn-based variational au-
toencoder generative model that incorpo-
rates distributed latent representations of
entire sentences. This factorization al-
lows it to explicitly model holistic prop-
erties of sentences such as style, topic,
and high-level syntactic features. Samples
from the prior over these sentence repre-
sentations remarkably produce diverse and
well-formed sentences through simple de-
terministic decoding. By examining paths
through this latent space, we are able to
generate coherent novel sentences that in-
terpolate between known sentences. We
present techniques for solving the di�cult
learning problem presented by this model,
demonstrate its e↵ectiveness in imputing
missing words, explore many interesting
properties of the model’s latent sentence
space, and present negative results on the
use of the model in language modeling.

1 Introduction

Recurrent neural network language models
(rnnlms, Mikolov et al., 2011) represent the state
of the art in unsupervised generative modeling
for natural language sentences. In supervised
settings, rnnlm decoders conditioned on task-
specific features are the state of the art in tasks
like machine translation (Sutskever et al., 2014;
Bahdanau et al., 2015) and image captioning
(Vinyals et al., 2015; Mao et al., 2015; Donahue
et al., 2015). The rnnlm generates sentences
word-by-word based on an evolving distributed
state representation, which makes it a proba-
bilistic model with no significant independence

⇤First two authors contributed equally. Work was
done when all authors were at Google, Inc.

i went to the store to buy some groceries .
i store to buy some groceries .
i were to buy any groceries .
horses are to buy any groceries .
horses are to buy any animal .
horses the favorite any animal .
horses the favorite favorite animal .
horses are my favorite animal .

Table 1: Sentences produced by greedily decoding
from points between two sentence encodings with
a conventional autoencoder. The intermediate sen-
tences are not plausible English.

assumptions, and makes it capable of modeling
complex distributions over sequences, including
those with long-term dependencies. However, by
breaking the model structure down into a series of
next-step predictions, the rnnlm does not expose
an interpretable representation of global features
like topic or of high-level syntactic properties.

We propose an extension of the rnnlm that is
designed to explicitly capture such global features
in a continuous latent variable. Naively, maxi-
mum likelihood learning in such a model presents
an intractable inference problem. Drawing inspi-
ration from recent successes in modeling images
(Gregor et al., 2015), handwriting, and natural
speech (Chung et al., 2015), our model circum-
vents these di�culties using the architecture of a
variational autoencoder and takes advantage of re-
cent advances in variational inference (Kingma and
Welling, 2015; Rezende et al., 2014) that introduce
a practical training technique for powerful neural
network generative models with latent variables.

Our contributions are as follows: We propose a
variational autoencoder architecture for text and
discuss some of the obstacles to training it as well
as our proposed solutions. We find that on a stan-
dard language modeling evaluation where a global
variable is not explicitly needed, this model yields
similar performance to existing rnnlms. We also
evaluate our model using a larger corpus on the
task of imputing missing words. For this task,
we introduce a novel evaluation strategy using an
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input we looked out at the setting sun . i went to the kitchen . how are you doing ?
mean they were laughing at the same time . i went to the kitchen . what are you doing ?
samp. 1 ill see you in the early morning . i went to my apartment . “ are you sure ?
samp. 2 i looked up at the blue sky . i looked around the room . what are you doing ?
samp. 3 it was down on the dance floor . i turned back to the table . what are you doing ?

Table 7: Three sentences which were used as inputs to the vae, presented with greedy decodes from the
mean of the posterior distribution, and from three samples from that distribution.

“ i want to talk to you . ”
“i want to be with you . ”
“i do n’t want to be with you . ”
i do n’t want to be with you .
she did n’t want to be with him .

he was silent for a long moment .
he was silent for a moment .
it was quiet for a moment .
it was dark and cold .
there was a pause .
it was my turn .

Table 8: Paths between pairs of random points in
vae space: Note that intermediate sentences are
grammatical, and that topic and syntactic struc-
ture are usually locally consistent.

ments). Here we see that the sentences are far less
typical, but for the most part are grammatical and
maintain a clear topic, indicating that the latent
variable is capturing a rich variety of global fea-
tures even for rare sentences.

6.2 Sampling from the posterior

In addition to generating unconditional samples,
we can also examine the sentences decoded from
the posterior vectors p(z|x) for various sentences
x. Because the model is regularized to produce dis-
tributions rather than deterministic codes, it does
not exactly memorize and round-trip the input. In-
stead, we can see what the model considers to be
similar sentences by examining the posterior sam-
ples in Table 7. The codes appear to capture in-
formation about the number of tokens and parts
of speech for each token, as well as topic informa-
tion. As the sentences get longer, the fidelity of
the round-tripped sentences decreases.

6.3 Homotopies

The use of a variational autoencoder allows us to
generate sentences using greedy decoding on con-
tinuous samples from the space of codes. Addi-
tionally, the volume-filling and smooth nature of
the code space allows us to examine for the first
time a concept of homotopy (linear interpolation)
between sentences. In this context, a homotopy be-
tween two codes ~z1 and ~z2 is the set of points on the
line between them, inclusive, ~z(t) = ~z1⇤(1�t)+~z2⇤t
for t 2 [0, 1]. Similarly, the homotopy between two

sentences decoded (greedily) from codes ~z1 and ~z2

is the set of sentences decoded from the codes on
the line. Examining these homotopies allows us to
get a sense of what neighborhoods in code space
look like – how the autoencoder organizes infor-
mation and what it regards as a continuous defor-
mation between two sentences.

While a standard non-variational rnnlm does
not have a way to perform these homotopies, a
vanilla sequence autoencoder can do so. As men-
tioned earlier in the paper, if we examine the ho-
motopies created by the sequence autoencoder in
Table 1, though, we can see that the transition be-
tween sentences is sharp, and results in ungram-
matical intermediate sentences. This gives evi-
dence for our intuition that the vae learns repre-
sentations that are smooth and “fill up” the space.

In Table 8 (and in additional tables in the ap-
pendix) we can see that the codes mostly contain
syntactic information, such as the number of words
and the parts of speech of tokens, and that all in-
termediate sentences are grammatical. Some topic
information also remains consistent in neighbor-
hoods along the path. Additionally, sentences with
similar syntax and topic but flipped sentiment va-
lence, e.g. “the pain was unbearable” vs. “the
thought made me smile”, can have similar embed-
dings, a phenomenon which has been observed with
single-word embeddings (for example the vectors
for “bad” and “good” are often very similar due to
their similar distributional characteristics).

7 Conclusion

This paper introduces the use of a variational
autoencoder for natural language sentences. We
present novel techniques that allow us to train
our model successfully, and find that it can e↵ec-
tively impute missing words. We analyze the la-
tent space learned by our model, and find that it
is able to generate coherent and diverse sentences
through purely continuous sampling and provides
interpretable homotopies that smoothly interpo-
late between sentences.

We hope in future work to investigate factoriza-
tion of the latent variable into separate style and
content components, to generate sentences condi-
tioned on extrinsic features, to learn sentence em-
beddings in a semi-supervised fashion for language
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Language modeling: perform roughly the same, or actually a
little bit worse than RNNLM.

Model Standard Inputless Decoder
Train nll Train ppl Test nll Test ppl Train nll Train ppl Test nll Test ppl

RNNLM 100 – 95 100 – 116 135 – 600 135 – > 600
VAE 98 (2) 100 101 (2) 119 120 (15) 300 125 (15) 380

Table 2: Penn Treebank language modeling results, reported as negative log likelihoods and as perplexi-
ties. Lower is better for both metrics. For the vae, the kl term of the likelihood is shown in parentheses
alongside the total likelihood.

vious section, including the inputless decoder, we
were unable to train models for which the kl diver-
gence term of the cost function dominates the re-
construction term. This suggests that it is still sub-
stantially easier to learn to factor the data distribu-
tion using simple local statistics, as in the rnnlm,
such that an encoder will only learn to encode in-
formation in ~z when that information cannot be
e↵ectively described by these local statistics.

5 Results: Imputing missing words

We claim that the our vae’s global sentence fea-
tures make it especially well suited to the task of
imputing missing words in otherwise known sen-
tences. In this section, we present a technique
for imputation and a novel evaluation strategy in-
spired by adversarial training. Qualitatively, we
find that the vae yields more diverse and plausible
imputations for the same amount of computation
(see the examples given in Table 3), but precise
quantitative evaluation requires intractable likeli-
hood computations. We sidestep this by introduc-
ing a novel evaluation strategy.

While the standard rnnlm is a powerful genera-
tive model, the sequential nature of likelihood com-
putation and decoding makes it unsuitable for per-
forming inference over unknown words given some
known words (the task of imputation). Except in
the special case where the unknown words all ap-
pear at the end of the decoding sequence, sampling
from the posterior over the missing variables is in-
tractable for all but the smallest vocabularies. For
a vocabulary of size V , it requires O(V ) runs of full
rnn inference per step of Gibbs sampling or iter-
ated conditional modes. Worse, because of the di-
rectional nature of the graphical model given by an
rnnlm, many steps of sampling could be required
to propagate information between unknown vari-
ables and the known downstream variables. The
vae, while it su↵ers from the same intractability
problems when sampling or computing map im-
putations, can more easily propagate information
between all variables, by virtue of having a global
latent variable and a tractable recognition model.

For this experiment and subsequent analysis, we
train our models on the Books Corpus introduced
in Kiros et al. (2015). This is a collection of text
from 12k e-books, mostly fiction. The dataset,

after pruning, contains approximately 80m sen-
tences. We find that this much larger amount of
data produces more subjectively interesting gener-
ative models than smaller standard language mod-
eling datasets. We use a fixed word dropout rate of
75% when training this model and all subsequent
models unless otherwise specified. Our models (the
vae and rnnlm) are trained as language models,
decoding right-to-left to shorten the dependencies
during learning for the vae. We use 512 hidden
units.

Inference method To generate imputations
from the two models, we use beam search with
beam size 15 for the rnnlm and approximate iter-
ated conditional modes (Besag, 1986) with 3 steps
of a beam size 5 search for the vae. This allows
us to compare the same amount of computation
for both models. We find that breaking decod-
ing for the vae into several sequential steps is nec-
essary to propagate information among the vari-
ables. Iterated conditional modes is a technique
for finding the maximum joint assignment of a set
of variables by alternately maximizing conditional
distributions, and is a generalization of “hard-em”
algorithms like k-means (Kearns et al., 1998). For
approximate iterated conditional modes, we first
initialize the unknown words to the unk token. We
then alternate assigning the latent variable to its
mode from the recognition model, and performing
constrained beam search to assign the unknown
words. Both of our generative models are trained
to decode sentences from right-to-left, which short-
ens the dependencies involved in learning for the
vae, and we impute the final 20% of each sen-
tence. This lets us demonstrate the advantages of
the global latent variable in the regime where the
rnnlm su↵ers the most from its inductive bias.

Adversarial evaluation Drawing inspiration
from adversarial training methods for generative
models as well as non-parametric two-sample tests
(Goodfellow et al., 2014; Li et al., 2015b; Denton
et al., 2015; Gretton et al., 2012), we evaluate the
imputed sentence completions by examining their
distinguishability from the true sentence endings.
While the non-di↵erentiability of the discrete rnn
decoder prevents us from easily applying the ad-
versarial criterion at train time, we can define a

Imputing missing words:

but now , as they parked out front and owen stepped out of the car , he could see
True: that the transition was complete . RNNLM: it , ” i said . VAE: through the driver ’s door .

you kill him and his
True: men . RNNLM: . ” VAE: brother .

not surprising , the mothers dont exactly see eye to eye with me
True: on this matter . RNNLM: , i said . VAE: , right now .

Table 3: Examples of using beam search to impute missing words within sentences. Since we decode from
right to left, note the stereotypical completions given by the rnnlm, compared to the vae completions
that often use topic data and more varied vocabulary.

Model Adv. Err. (%) NLL
Unigram lstm rnnlm

RNNLM (15 bm.) 28.32 38.92 46.01
VAE (3x5 bm.) 22.39 35.59 46.14

Table 4: Results for adversarial evaluation of im-
putations. Unigram and lstm numbers are the
adversarial error (see text) and rnnlm numbers
are the negative log-likelihood given to entire gen-
erated sentence by the rnnlm, a measure of sen-
tence typicality. Lower is better on both metrics.
The vae is able to generate imputations that are
significantly more di�cult to distinguish from the
true sentences.

very flexible test time evaluation by training a dis-
criminant function to separate the generated and
true sentences, which defines an adversarial error.

We train two classifiers: a bag-of-unigrams lo-
gistic regression classifier and an lstm logistic re-
gression classifier that reads the input sentence and
produces a binary prediction after seeing the final
eos token. We train these classifiers using early
stopping on a 80/10/10 train/dev/test split of 320k
sentences, constructing a dataset of 50% complete
sentences from the corpus (positive examples) and
50% sentences with imputed completions (negative
examples). We define the adversarial error as the
gap between the ideal accuracy of the discrimina-
tor (50%, i.e. indistinguishable samples), and the
actual accuracy attained.

Results As a consequence of this experimental
setup, the rnnlm cannot choose anything outside
of the top 15 tokens given by the rnn’s initial un-
conditional distribution P (x1|Null) when produc-
ing the final token of the sentence, since it has not
yet generated anything to condition on, and has a
beam size of 15. Table 4 shows that this weakness
makes the rnnlm produce far less diverse samples
than the vae and su↵er accordingly versus the ad-
versarial classifier. Additionally, we include the
score given to the entire sentence with the imputed
completion given a separate independently trained
language model. The likelihood results are com-

parable, though the rnnlms favoring of generic
high-probability endings such as “he said,” gives
it a slightly lower negative log-likelihood. Mea-
suring the rnnlm likelihood of sentences them-
selves produced by an rnnlm is not a good mea-
sure of the power of the model, but demonstrates
that the rnnlm can produce what it sees as high-
quality imputations by favoring typical local statis-
tics, even though their repetitive nature produces
easy failure modes for the adversarial classifier.
Accordingly, under the adversarial evaluation our
model substantially outperforms the baseline since
it is able to e�ciently propagate information bidi-
rectionally through the latent variable.

6 Analyzing variational models

We now turn to more qualitative analysis of the
model. Since our decoder model p(x|~z) is a sophis-
ticated rnnlm, simply sampling from the directed
graphical model (first p(~z) then p(x|~z)) would not
tell us much about how much of the data is being
explained by each of the latent space and the de-
coder. Instead, for this part of the evaluation, we
sample from the Gaussian prior, but use a greedy
deterministic decoder for p(x|~z), the rnnlm con-
ditioned on ~z. This allows us to get a sense of how
much of the variance in the data distribution is be-
ing captured by the distributed vector ~z as opposed
to the decoder. Interestingly, these results qualita-
tively demonstrate that large amounts of variation
in generated language can be achieved by following
this procedure. In the appendix, we provide some
results on small text classification tasks.

6.1 Analyzing the impact of word dropout

For this experiment, we train on the Books Cor-
pus and test on a held out 10k sentence test set
from that corpus. We find that train and test set
performance are very similar. In Figure 3, we ex-
amine the impact of word dropout on the varia-
tional lower bound, broken down into kl diver-
gence and cross entropy components. We drop out
words with the specified keep rate at training time,
but supply all words as inputs at test time except
in the 0% setting.

We do not re-tune the hyperparameters for each



Overview Paper Reviews Conclusion and Future work

Generating Sentences from a Continuous Space
Experiments

Sampling from the prior

100% word keep 75% word keep

“ no , ” he said . “ love you , too . ”
“ thank you , ” he said . she put her hand on his shoulder and followed him

to the door .

50% word keep 0% word keep

“ maybe two or two . ” i i hear some of of of
she laughed again , once again , once again , and
thought about it for a moment in long silence .

i was noticed that she was holding the in in of the
the in

Table 5: Samples from a model trained with varying amounts of word dropout. We sample a vector from
the Gaussian prior and apply greedy decoding to the result. Note that diverse samples can be achieved
using a purely deterministic decoding procedure. Once we use reach a purely inputless decoder in the
0% setting, however, the samples cease to be plausible English sentences.

he had been unable to conceal the fact that there was a logical explanation for his inability to
alter the fact that they were supposed to be on the other side of the house .

with a variety of pots strewn scattered across the vast expanse of the high ceiling , a vase of
colorful flowers adorned the tops of the rose petals littered the floor and littered the floor .

atop the circular dais perched atop the gleaming marble columns began to emerge from atop the
stone dais, perched atop the dais .

Table 6: Greedily decoded sentences from a model with 75% word keep probability, sampling from
lower-likelihood areas of the latent space. Note the consistent topics and vocabulary usage.

keep rate Cross entropy KL divergence
100% 45.01017 0.010358

90% 40.897953 4.665799

75% 37.710022 8.751512

50% 33.433636 15.13052

0% 34.825763 20.906685

keep prob xent kl
100% 3.059872 0.000953 3.060825
90% 2.706509 0.388772 3.095281
75% 2.462569 0.695894 3.158463
50% 2.174506 1.109832 3.284338
0% 2.235086 1.478137 3.713223

0
10
20
30
40
50
60

100% 90% 75% 50% 0%
Keep rate

KL divergence Cross entropy

Figure 3: The values of the two terms of the cost
function as word dropout increases.

run, which results in the model with no dropout
encoding very little information in ~z (i.e., the kl
component is small). We can see that as we lower
the keep rate for word dropout, the amount of in-
formation stored in the latent variable increases,
and the overall likelihood of the model degrades
somewhat. Results from the Section 4 indicate
that a model with no latent variable would degrade
in performance significantly more in the presence
of heavy word dropout.

We also qualitatively evaluate samples, to
demonstrate that the increased kl allows meaning-
ful sentences to be generated purely from contin-
uous sampling. Since our decoder model p(x|~z) is
a sophisticated rnnlm, simply sampling from the
directed graphical model (first p(~z) then p(x|~z))
would not tell us about how much of the data is
being explained by the learned vector vs. the lan-
guage model. Instead, for this part of the qual-
itative evaluation, we sample from the Gaussian
prior, but use a greedy deterministic decoder for x,

taking each token xt = argmaxxt
p(xt|x0,...,t�1, ~z).

This allows us to get a sense of how much of the
variance in the data distribution is being captured
by the distributed vector ~z as opposed to by local
language model dependencies.

These results, shown in Table 5, qualitatively
demonstrate that large amounts of variation in
generated language can be achieved by following
this procedure. At the low end, where very lit-
tle of the variance is explained by ~z, we see that
greedy decoding applied to a Gaussian sample does
not produce diverse sentences. As we increase the
amount of word dropout and force ~z to encode
more information, we see the sentences become
more varied, but past a certain point they begin
to repeat words or show other signs of ungram-
maticality. Even in the case of a fully dropped-out
decoder, the model is able to capture higher-order
statistics not present in the unigram distribution.

Additionally, in Table 6 we examine the e↵ect
of using lower-probability samples from the latent
Gaussian space for a model with a 75% word keep
rate. We find lower-probability samples by ap-
plying an approximately volume-preserving trans-
formation to the Gaussian samples that stretches
some eigenspaces by up to a factor of 4. This has
the e↵ect of creating samples that are not too im-
probable under the prior, but still reach into the
tails of the distribution. We use a random linear
transformation, with matrix elements drawn from
a uniform distribution from [�c, c], with c chosen
to give the desired properties (0.1 in our experi-

Sampling from the posterior:

input we looked out at the setting sun . i went to the kitchen . how are you doing ?
mean they were laughing at the same time . i went to the kitchen . what are you doing ?
samp. 1 ill see you in the early morning . i went to my apartment . “ are you sure ?
samp. 2 i looked up at the blue sky . i looked around the room . what are you doing ?
samp. 3 it was down on the dance floor . i turned back to the table . what are you doing ?

Table 7: Three sentences which were used as inputs to the vae, presented with greedy decodes from the
mean of the posterior distribution, and from three samples from that distribution.

“ i want to talk to you . ”
“i want to be with you . ”
“i do n’t want to be with you . ”
i do n’t want to be with you .
she did n’t want to be with him .

he was silent for a long moment .
he was silent for a moment .
it was quiet for a moment .
it was dark and cold .
there was a pause .
it was my turn .

Table 8: Paths between pairs of random points in
vae space: Note that intermediate sentences are
grammatical, and that topic and syntactic struc-
ture are usually locally consistent.

ments). Here we see that the sentences are far less
typical, but for the most part are grammatical and
maintain a clear topic, indicating that the latent
variable is capturing a rich variety of global fea-
tures even for rare sentences.

6.2 Sampling from the posterior

In addition to generating unconditional samples,
we can also examine the sentences decoded from
the posterior vectors p(z|x) for various sentences
x. Because the model is regularized to produce dis-
tributions rather than deterministic codes, it does
not exactly memorize and round-trip the input. In-
stead, we can see what the model considers to be
similar sentences by examining the posterior sam-
ples in Table 7. The codes appear to capture in-
formation about the number of tokens and parts
of speech for each token, as well as topic informa-
tion. As the sentences get longer, the fidelity of
the round-tripped sentences decreases.

6.3 Homotopies

The use of a variational autoencoder allows us to
generate sentences using greedy decoding on con-
tinuous samples from the space of codes. Addi-
tionally, the volume-filling and smooth nature of
the code space allows us to examine for the first
time a concept of homotopy (linear interpolation)
between sentences. In this context, a homotopy be-
tween two codes ~z1 and ~z2 is the set of points on the
line between them, inclusive, ~z(t) = ~z1⇤(1�t)+~z2⇤t
for t 2 [0, 1]. Similarly, the homotopy between two

sentences decoded (greedily) from codes ~z1 and ~z2

is the set of sentences decoded from the codes on
the line. Examining these homotopies allows us to
get a sense of what neighborhoods in code space
look like – how the autoencoder organizes infor-
mation and what it regards as a continuous defor-
mation between two sentences.

While a standard non-variational rnnlm does
not have a way to perform these homotopies, a
vanilla sequence autoencoder can do so. As men-
tioned earlier in the paper, if we examine the ho-
motopies created by the sequence autoencoder in
Table 1, though, we can see that the transition be-
tween sentences is sharp, and results in ungram-
matical intermediate sentences. This gives evi-
dence for our intuition that the vae learns repre-
sentations that are smooth and “fill up” the space.

In Table 8 (and in additional tables in the ap-
pendix) we can see that the codes mostly contain
syntactic information, such as the number of words
and the parts of speech of tokens, and that all in-
termediate sentences are grammatical. Some topic
information also remains consistent in neighbor-
hoods along the path. Additionally, sentences with
similar syntax and topic but flipped sentiment va-
lence, e.g. “the pain was unbearable” vs. “the
thought made me smile”, can have similar embed-
dings, a phenomenon which has been observed with
single-word embeddings (for example the vectors
for “bad” and “good” are often very similar due to
their similar distributional characteristics).

7 Conclusion

This paper introduces the use of a variational
autoencoder for natural language sentences. We
present novel techniques that allow us to train
our model successfully, and find that it can e↵ec-
tively impute missing words. We analyze the la-
tent space learned by our model, and find that it
is able to generate coherent and diverse sentences
through purely continuous sampling and provides
interpretable homotopies that smoothly interpo-
late between sentences.

We hope in future work to investigate factoriza-
tion of the latent variable into separate style and
content components, to generate sentences condi-
tioned on extrinsic features, to learn sentence em-
beddings in a semi-supervised fashion for language
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L = Eqφ(h|X)[
N∑

i=1
log pθ(x i |h)]− KL[qφ(h|X)||p(h)] (2)
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Figure 1. NVDM for document modelling.
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Figure 2. NASM for question answer selection.

network) compresses the bag-of-words document represen-
tation into a continuous latent distribution, and a softmax
decoder (generative model) reconstructs the document by
generating the words independently. A primary feature
of NVDM is that each word is generated directly from a
dense continuous document representation instead of the
more common binary semantic vector (Hinton & Salakhut-
dinov, 2009; Larochelle & Lauly, 2012; Srivastava et al.,
2013; Mnih & Gregor, 2014). Our experiments demon-
strate that our neural document model achieves the state-
of-the-art perplexities on the 20NewsGroups and RCV1-v2.

The NASM (Figure 2) is a supervised conditional model
which imbues LSTMs (Hochreiter & Schmidhuber, 1997)
with a latent stochastic attention mechanism to model the
semantics of question-answer pairs and predict their relat-
edness. The attention model is designed to focus on the
phrases of an answer that are strongly connected to the
question semantics and is modelled by a latent distribu-
tion. This mechanism allows the model to deal with the
ambiguity inherent in the task and learns pair-specific rep-
resentations that are more effective at predicting answer
matches, rather than independent embeddings of question
and answer sentences. Bayesian inference provides a nat-
ural safeguard against overfitting, especially as the training
sets available for this task are small. The experiments show
that the LSTM with a latent stochastic attention mecha-
nism learns an effective attention model and outperforms
both previously published results, and our own strong non-
stochastic attention baselines.

In summary, we demonstrate the effectiveness of neural
variational inference for text processing on two diverse
tasks. These models are simple, expressive and can be
trained efficiently with the highly scalable stochastic gra-
dient back-propagation. Our neural variational framework
is suitable for both unsupervised and supervised learning
tasks, and can be generalised to incorporate any type of
neural networks.

2. Neural Variational Inference Framework
Latent variable modelling is popular in many NLP prob-
lems, but it is non-trivial to carry out effective and efficient

inference for models with complex and deep structure. In
this section we introduce a generic neural variational in-
ference framework that we apply to both the unsupervised
NVDM and supervised NASM in the follow sections.

We define a generative model with a latent variable h,
which can be considered as the stochastic units in deep
neural networks. We designate the observed parent and
child nodes of h as x and y respectively. Hence, the
joint distribution of the generative model is p✓(x, y) =P

h p✓(y|h)p✓(h|x)p(x), and the variational lower bound
L is derived as:

L = Eq(h)[log p✓(y|h)p✓(h|x)p(x) � log q(h)] (1)

6 log

Z
q(h)

q(h)
p✓(y|h)p✓(h|x)p(x)dh = log p✓(x, y)

where ✓ parameterises the generative distributions p✓(y|h)
and p✓(h|x). In order to have a tight lower bound, the vari-
ational distribution q(h) should approach the true poste-
rior p(h|x, y). Here, we employ a parameterised diagonal
Gaussian N (h|µ(x, y), diag(�2(x, y))) as q�(h|x, y).
The three steps to construct the inference network are:

1. Construct vector representations of the observed vari-
ables: u = fx(x), v = fy(y).

2. Assemble a joint representation: ⇡ = g(u, v).

3. Parameterise the variational distribution over the latent
variable: µ = l1(⇡), log� = l2(⇡).

fx(·) and fy(·) can be any type of deep neural networks
that are suitable for the observed data; g(·) is an MLP that
concatenates the vector representations of the conditioning
variables; l(·) is a linear transformation which outputs the
parameters of the Gaussian distribution. By sampling from
the variational distribution, h ⇠ q�(h|x, y), we are able to
carry out stochastic back-propagation to optimise the lower
bound (Eq. 1).

During training, the model parameters ✓ together with the
inference network parameters � are updated by stochas-
tic back-propagation based on the samples h drawn from
q�(h|x, y). For the gradients w.r.t. ✓, we have the form:

r✓L ' 1
L

PL
l=1 r✓ log p✓(y|h(l))p✓(h

(l)|x) (2)

h ∈ RK , X ∈ R|V |, x i ∈ R|V |;
pθ(x i |h) is multinomial
qφ(h|X) is Gaussian
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Model Dim 20News RCV1
LDA 50 1091 1437
LDA 200 1058 1142
RSM 50 953 988
docNADE 50 896 742
SBN 50 909 784
fDARN 50 917 724
fDARN 200 —- 598
NVDM 50 836 563
NVDM 200 852 550

(a) Perplexity on test dataset.

Word weapons medical companies define israel book
guns medicine expensive defined israeli books

weapon health industry definition arab reference
NVDM gun treatment company printf arabs guide

militia disease market int lebanon writing
armed patients buy sufficient lebanese pages

weapon treatment demand defined israeli reading
shooting medecine commercial definition israelis read

NADE firearms patients agency refer arab books
assault process company make palestinian relevent
armed studies credit examples arabs collection

(b) The five nearest words in the semantic space.

Table 1. For the experimental results in (a), LDA (Blei et al., 2003) is a traditional topic model that models documents by mixtures
of topics, RSM (Hinton & Salakhutdinov, 2009) is an undirected topic model implemented by restricted Boltzmann machines, and
docNADE (Larochelle & Lauly, 2012) is a neural topic model based on autoregressive assumption. The models based on Sigmoid
Belief Networks (SBN) and Deep AutoRegressive Neural Network (DARN) structures are implemented by Mnih & Gregor (2014),
which employs an MLP to build a Monte Carlo control variate estimator for stochastic estimation.

Adam (Kingma & Ba, 2015) and tuned by hold-out vali-
dation perplexity. We alternately optimise the generative
model and the inference network by fixing the parameters
of one while updating the parameters of the other.

5.2. Experiments on Document Modelling

Table 1a presents the test document perplexity. The first
column lists the models, and the second column shows
the dimension of latent variables used in the experiments.
The final two columns present the perplexity achieved
by each topic model on the 20NewsGroups and RCV1-v2
datasets. In document modelling, perplexity is computed
by exp(� 1

D

PNd

n
1

Nd
log p(Xd)), where D is the number

of documents, Nd represents the length of the dth document
and log p(X) = log

R
p(X|h)p(h)dh is the log probabil-

ity of the words in the document. Since log p(X) is in-
tractable in the NVDM, we use the variational lower bound
(which is an upper bound on perplexity) to compute the
perplexity following Mnih & Gregor (2014).

While all the baseline models listed in Table 1a apply dis-
crete latent variables, here NVDM employs a continuous
stochastic document representation. The experimental re-
sults indicate that NVDM achieves the best performance
on both datasets. For the experiments on RCV1-v2 dataset,
the NVDM with latent variable of 50 dimension performs
even better than the fDARN with 200 dimension. It demon-
strates that our document model with continuous latent
variables has higher expressiveness and better generalisa-
tion ability. Table 1b compares the 5 nearest words selected
according to the semantic vector learned from NVDM and
docNADE.

In addition to the perplexities, we also qualitatively eval-
uate the semantic information learned by NVDM on the

Space Religion Encryption Sport Policy
orbit muslims rsa goals bush
lunar worship cryptography pts resources
solar belief crypto teams charles

shuttle genocide keys league austin
moon jews pgp team bill
launch islam license players resolution

fuel christianity secure nhl mr
nasa atheists key stats misc

satellite muslim escrow min piece
japanese religious trust buf marc

Table 2. The topics learned by NVDM on 20News.

20NewsGroups dataset with latent variables of 50 dimen-
sion. We assume each dimension in the latent space repre-
sents a topic that corresponds to a specific semantic mean-
ing. Table 2 presents 5 randomly selected topics with 10
words that have the strongest positive connection with the
topic. Based on the words in each column, we can deduce
their corresponding topics as: Space, Religion, Encryption,
Sport and Policy. Although the model does not impose in-
dependent interpretability on the latent representation di-
mensions, we still see that the NVDM learns locally inter-
pretable structure.

5.3. Dataset & Setup for Answer Sentence Selection

We experiment on two answer selection datasets, the
QASent and the WikiQA datasets. QASent (Wang et al.,
2007) is created from the TREC QA track, and the WikiQA
(Yang et al., 2015) is constructed from Wikipedia, which is
less noisy and less biased towards lexical overlap4. Table 3
summarises the statistics of the two datasets.

4Yang et al. (2015) provide detailed explanation of the differ-
ences between the two datasets.
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Neural Answer Selection Model (NASM)
A question q is associated with a set of answer sentences
{a1, . . . , an}, together with their judgements {y1, . . . , yn},
ym = 1, or 0.
Each training data point can be treated as a triple (q, a, y).
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Figure 1. NVDM for document modelling.
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Figure 2. NASM for question answer selection.

network) compresses the bag-of-words document represen-
tation into a continuous latent distribution, and a softmax
decoder (generative model) reconstructs the document by
generating the words independently. A primary feature
of NVDM is that each word is generated directly from a
dense continuous document representation instead of the
more common binary semantic vector (Hinton & Salakhut-
dinov, 2009; Larochelle & Lauly, 2012; Srivastava et al.,
2013; Mnih & Gregor, 2014). Our experiments demon-
strate that our neural document model achieves the state-
of-the-art perplexities on the 20NewsGroups and RCV1-v2.

The NASM (Figure 2) is a supervised conditional model
which imbues LSTMs (Hochreiter & Schmidhuber, 1997)
with a latent stochastic attention mechanism to model the
semantics of question-answer pairs and predict their relat-
edness. The attention model is designed to focus on the
phrases of an answer that are strongly connected to the
question semantics and is modelled by a latent distribu-
tion. This mechanism allows the model to deal with the
ambiguity inherent in the task and learns pair-specific rep-
resentations that are more effective at predicting answer
matches, rather than independent embeddings of question
and answer sentences. Bayesian inference provides a nat-
ural safeguard against overfitting, especially as the training
sets available for this task are small. The experiments show
that the LSTM with a latent stochastic attention mecha-
nism learns an effective attention model and outperforms
both previously published results, and our own strong non-
stochastic attention baselines.

In summary, we demonstrate the effectiveness of neural
variational inference for text processing on two diverse
tasks. These models are simple, expressive and can be
trained efficiently with the highly scalable stochastic gra-
dient back-propagation. Our neural variational framework
is suitable for both unsupervised and supervised learning
tasks, and can be generalised to incorporate any type of
neural networks.

2. Neural Variational Inference Framework
Latent variable modelling is popular in many NLP prob-
lems, but it is non-trivial to carry out effective and efficient

inference for models with complex and deep structure. In
this section we introduce a generic neural variational in-
ference framework that we apply to both the unsupervised
NVDM and supervised NASM in the follow sections.

We define a generative model with a latent variable h,
which can be considered as the stochastic units in deep
neural networks. We designate the observed parent and
child nodes of h as x and y respectively. Hence, the
joint distribution of the generative model is p✓(x, y) =P

h p✓(y|h)p✓(h|x)p(x), and the variational lower bound
L is derived as:

L = Eq(h)[log p✓(y|h)p✓(h|x)p(x) � log q(h)] (1)

6 log

Z
q(h)

q(h)
p✓(y|h)p✓(h|x)p(x)dh = log p✓(x, y)

where ✓ parameterises the generative distributions p✓(y|h)
and p✓(h|x). In order to have a tight lower bound, the vari-
ational distribution q(h) should approach the true poste-
rior p(h|x, y). Here, we employ a parameterised diagonal
Gaussian N (h|µ(x, y), diag(�2(x, y))) as q�(h|x, y).
The three steps to construct the inference network are:

1. Construct vector representations of the observed vari-
ables: u = fx(x), v = fy(y).

2. Assemble a joint representation: ⇡ = g(u, v).

3. Parameterise the variational distribution over the latent
variable: µ = l1(⇡), log� = l2(⇡).

fx(·) and fy(·) can be any type of deep neural networks
that are suitable for the observed data; g(·) is an MLP that
concatenates the vector representations of the conditioning
variables; l(·) is a linear transformation which outputs the
parameters of the Gaussian distribution. By sampling from
the variational distribution, h ⇠ q�(h|x, y), we are able to
carry out stochastic back-propagation to optimise the lower
bound (Eq. 1).

During training, the model parameters ✓ together with the
inference network parameters � are updated by stochas-
tic back-propagation based on the samples h drawn from
q�(h|x, y). For the gradients w.r.t. ✓, we have the form:

r✓L ' 1
L

PL
l=1 r✓ log p✓(y|h(l))p✓(h

(l)|x) (2)
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The proposed model employs two different LSTMs to embed
question q and a.
Let sq(j) and sa(i) be the state outputs of the two LSTMs,
i , j be the positions of the states.
Objective:

L = Eqφ(h|q,a,y)[log pθ(y |q, a,h)]− KL[qφ(h|q, a, y)||pθ(h|q)]
(3)
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network) compresses the bag-of-words document represen-
tation into a continuous latent distribution, and a softmax
decoder (generative model) reconstructs the document by
generating the words independently. A primary feature
of NVDM is that each word is generated directly from a
dense continuous document representation instead of the
more common binary semantic vector (Hinton & Salakhut-
dinov, 2009; Larochelle & Lauly, 2012; Srivastava et al.,
2013; Mnih & Gregor, 2014). Our experiments demon-
strate that our neural document model achieves the state-
of-the-art perplexities on the 20NewsGroups and RCV1-v2.

The NASM (Figure 2) is a supervised conditional model
which imbues LSTMs (Hochreiter & Schmidhuber, 1997)
with a latent stochastic attention mechanism to model the
semantics of question-answer pairs and predict their relat-
edness. The attention model is designed to focus on the
phrases of an answer that are strongly connected to the
question semantics and is modelled by a latent distribu-
tion. This mechanism allows the model to deal with the
ambiguity inherent in the task and learns pair-specific rep-
resentations that are more effective at predicting answer
matches, rather than independent embeddings of question
and answer sentences. Bayesian inference provides a nat-
ural safeguard against overfitting, especially as the training
sets available for this task are small. The experiments show
that the LSTM with a latent stochastic attention mecha-
nism learns an effective attention model and outperforms
both previously published results, and our own strong non-
stochastic attention baselines.

In summary, we demonstrate the effectiveness of neural
variational inference for text processing on two diverse
tasks. These models are simple, expressive and can be
trained efficiently with the highly scalable stochastic gra-
dient back-propagation. Our neural variational framework
is suitable for both unsupervised and supervised learning
tasks, and can be generalised to incorporate any type of
neural networks.

2. Neural Variational Inference Framework
Latent variable modelling is popular in many NLP prob-
lems, but it is non-trivial to carry out effective and efficient

inference for models with complex and deep structure. In
this section we introduce a generic neural variational in-
ference framework that we apply to both the unsupervised
NVDM and supervised NASM in the follow sections.

We define a generative model with a latent variable h,
which can be considered as the stochastic units in deep
neural networks. We designate the observed parent and
child nodes of h as x and y respectively. Hence, the
joint distribution of the generative model is p✓(x, y) =P

h p✓(y|h)p✓(h|x)p(x), and the variational lower bound
L is derived as:

L = Eq(h)[log p✓(y|h)p✓(h|x)p(x) � log q(h)] (1)

6 log

Z
q(h)

q(h)
p✓(y|h)p✓(h|x)p(x)dh = log p✓(x, y)

where ✓ parameterises the generative distributions p✓(y|h)
and p✓(h|x). In order to have a tight lower bound, the vari-
ational distribution q(h) should approach the true poste-
rior p(h|x, y). Here, we employ a parameterised diagonal
Gaussian N (h|µ(x, y), diag(�2(x, y))) as q�(h|x, y).
The three steps to construct the inference network are:

1. Construct vector representations of the observed vari-
ables: u = fx(x), v = fy(y).

2. Assemble a joint representation: ⇡ = g(u, v).

3. Parameterise the variational distribution over the latent
variable: µ = l1(⇡), log� = l2(⇡).

fx(·) and fy(·) can be any type of deep neural networks
that are suitable for the observed data; g(·) is an MLP that
concatenates the vector representations of the conditioning
variables; l(·) is a linear transformation which outputs the
parameters of the Gaussian distribution. By sampling from
the variational distribution, h ⇠ q�(h|x, y), we are able to
carry out stochastic back-propagation to optimise the lower
bound (Eq. 1).

During training, the model parameters ✓ together with the
inference network parameters � are updated by stochas-
tic back-propagation based on the samples h drawn from
q�(h|x, y). For the gradients w.r.t. ✓, we have the form:

r✓L ' 1
L

PL
l=1 r✓ log p✓(y|h(l))p✓(h
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Source Set Questions QA Pairs Judgement
Train 1,229 53,417 automatic

QASent Dev 82 1,148 manual
Test 100 1,517 manual
Train 2,118 20,360 manual

WikiQA Dev 296 2,733 manual
Test 633 6,165 manual

Table 3. Statistics of QASent and WikiQA. Judgement denotes
whether correctness was determined automatically or by human
annotators.
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Figure 3. The standard deviations of MAP scores computed by
running 10 NASM models on WikiQA with different numbers of
samples.

Model QASent WikiQA

MAP MRR MAP MRR

Published Models
PV 0.5213 0.6023 0.5110 0.5160
Bigram-CNN 0.5693 0.6613 0.6190 0.6281
Deep CNN 0.5719 0.6621 — —
PV + Cnt 0.6762 0.7514 0.5976 0.6058
WA 0.7063 0.7740 — —
LCLR 0.7092 0.7700 0.5993 0.6068
Bigram-CNN + Cnt 0.7113 0.7846 0.6520 0.6652
Deep CNN + Cnt 0.7186 0.7826 — —

Our Models
LSTM 0.6436 0.7235 0.6552 0.6747
LSTM + Att 0.6451 0.7316 0.6639 0.6828
NASM 0.6501 0.7324 0.6705 0.6914
LSTM + Cnt 0.7228 0.7986 0.6820 0.6988
LSTM + Att + Cnt 0.7289 0.8072 0.6855 0.7041
NASM + Cnt 0.7339 0.8117 0.6886 0.7069

Table 4. Results of our models (LSTM, LSTM + Att, NASM)
in comparison with other state of the art models on the QASent
and WikiQA dataset. PV is the paragraph vector (Le & Mikolov,
2014). Bigram-CNN is the simple convolutional model reported
in (Yu et al., 2014). Deep CNN is the deep convolutional model
from (Severyn, 2015). WA is a model based on word alignment
(Wang & Ittycheriah, 2015). LCLR is the SVM-based classifier
trained using a set of features. Model + Cnt means that the result
is obtained from a combination of a lexical overlap feature and
the output from the distributional model.

In order to investigate the effectiveness of our NASM
model we also implemented two strong baseline models —
a vanilla LSTM model (LSTM) and an LSTM model with a
deterministic attention mechanism (LSTM+Att). The for-
mer directly applies the QA matching function (Eq. 15) on
the independent question and answer representations which
are the last state outputs sq(|q|) and sa(|a|) from the ques-
tion and answer LSTM models. The latter adds an attention
model to learn pair-specific representation for prediction on
the basis of the vanilla LSTM. Moreover, LSTM+Att is the
deterministic counterpart of NASM, which has the same
neural network architecture as NASM. The only difference
is that it replaces the stochastic units h with determinis-
tic ones, and no inference network is required to carry out
stochastic estimation. Following previous work, for each of
our models we also add a lexical overlap feature by com-
bining a co-occurrence word count feature with the proba-
bility generated from the neural model. MAP and MRR are
adopted as the evaluation metrics for this task.

To facilitate direct comparison with previous work we fol-
low the same experimental setup as Yu et al. (2014) and
Severyn (2015). The word embeddings (K = 50) are
obtained by running the word2vec tool (Mikolov et al.,
2013) on the English Wikipedia dump and the AQUAINT5

corpus. We use LSTMs with 3 layers and 50 hidden units,

5https://catalog.ldc.upenn.edu/LDC2002T31

and apply 40% dropout after the embedding layer. For the
construction of the inference network, we use an MLP (Eq.
10) with 2 layers and tanh units of 50 dimension, and an
MLP (Eq. 17) with 2 layers and tanh units of 150 dimen-
sion for modelling the joint representation. During training
we carry out stochastic estimation by taking one sample
for computing the gradients, while in prediction we use 20
samples to calculate the expectation of the lower bound.
Figure 3 presents the standard deviation of NASM’s MAP
scores while using different numbers of samples. Consid-
ering the trade-off between computational cost and vari-
ance, we chose 20 samples for prediction in all the exper-
iments. The models are trained using Adam (Kingma &
Ba, 2015), with hyperparameters selected by optimising the
MAP score on the development set.

5.4. Experiments on Answer Sentence Selection

Table 4 compares the results of our models with current
state-of-the-art models on both answer selection datasets.
On the QASent dataset, our vanilla LSTM model outper-
forms the deep CNN 6 model by approximately 7% on

6As stated in (Yih et al., 2013) that the evaluation scripts used
by previous work are noisy — 4 out of 72 questions in the test set
are treated answered incorrectly. This makes the MAP and MRR
scores ⇠ 4% lower than the true scores. Since Severyn (2015) and
Wang & Ittycheriah (2015) use a cleaned-up evaluation scripts,
we apply the original noisy scripts to re-evaluate their outputs in
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Figure 4. A visualisation of attention scores on answer sentences.
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Figure 5. Hinton diagrams of the log standard deviations.

MAP and 6% on MRR. The LSTM+Att performs slightly
better than the vanilla LSTM model, and our NASM im-
proves the results further. Since the QASent dataset is bi-
ased towards lexical overlapping features, after combining
with a co-occurrence word count feature, our best model
NASM outperforms all the previous models, including both
neural network based models and classifiers with a set of
hand-crafted features (e.g. LCLR). Similarly, on the Wik-
iQA dataset, all of our models outperform the previous dis-
tributional models by a large margin. By including a word
count feature, our models improve further and achieve the
state-of-the-art. Notably, on both datasets, our two LSTM-
based models have set strong baselines and NASM works
even better, which demonstrates the effectiveness of intro-
ducing stochastic units to model question semantics in this
answer sentence selection task.

In Figure 4, we compare the effectiveness of the latent at-
tention mechanism (NASM) and its deterministic counter-
part (LSTM+Att) by visualising the attention scores on the
answer sentences. For most of the negative answer sen-
tences, neither of the two attention models can attend to
reasonable words that are beneficial for predicting relat-
edness. But for the correct answer sentences, such as the
ones in Figure 4, both attention models are able to capture
crucial information by attending to different parts of the
sentence based on the question semantics. Interestingly,
compared to the deterministic counterpart LSTM+Att, our
NASM assigns higher attention scores on the prominent
words that are relevant to the question, which forms a more
peaked distribution and in turn helps the model achieve bet-
ter performance.

In order to have an intuitive observation on the latent dis-
tributions, we present Hinton diagrams of their log stan-
dard deviation parameters (Figure 5). In a Hinton diagram,
the size of a square is proportional to a value’s magni-
tude, and the colour (black/white) indicates its sign (pos-
itive/negative). In this case, we visualise the parameters

order to make the results directly comparable with previous work.

of 50 conditional distributions p✓(h|q) with the questions
selected from 5 different groups, which start with ‘how’,
‘what’, ‘who’, ‘when’ and ‘where’. All the log standard de-
viations are initialised as zero before training. According to
Figure 5, we can see that the questions starting with ‘how’
have more white areas, which indicates higher variances or
more uncertainties are in these dimensions. By contrast, the
questions starting with ‘what’ have black squares in almost
every dimension. Intuitively, it is more difficult to under-
stand and answer the questions starting with ‘how’ than the
others, while the ‘what’ questions commonly have explicit
words indicating the possible answers. To validate this, we
compute the stratified MAP scores based on different ques-
tion type. The MAP of ’how’ questions is 0.524 which is
the lowest among the five groups. Hence empirically, ’how’
questions are harder to ’understand and answer’.

6. Discussion
As shown in the experiments, neural variational inference
brings consistent improvements on the performance of both
NLP tasks. The basic intuition is that the latent distribu-
tions grant the ability to sum over all the possibilities in
terms of semantics. From the perspective of optimisation,
one of the most important reasons is that Bayesian learning
guards against overfitting.

According to Eq. 5 in NVDM, since we adopt p(h)
as a standard Gaussian prior, the KL divergence term
DKL[q�(h|X)kp(h)] can be analytically computed as
1
2 (K � kµk2 � k�k2 + log | diag(�2)|). It is not difficult
to find that it actually acts as L2 regulariser when we up-
date the µ. Similarly, in NASM (Eq. 16), we also have the
KL divergence term DKL[q�(h|q, a, y))kp✓(h|q)]. Differ-
ent from NVDM, it attempts to minimise the distance be-
tween q�(h|q, a, y)) and p✓(h|q) that are both conditional
distributions. Because p✓(h|q) as well as q�(h|q, a, y))
are learned during training, the two distributions are mu-
tually restrained while being updated. Therefore, NVDM
simply penalises the large µ and encourages q�(h|X) to
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A Recurrent Latent Variable Model for Sequential Data
Model: Generation

(a) Prior (b) Generation (c) Recurrence (d) Inference (e) Overall

Figure 1: Graphical illustrations of each operation of the VRNN: (a) computing the conditional
prior using Eq. (5); (b) generating function using Eq. (6); (c) updating the RNN hidden state using
Eq. (7); (d) inference of the approximate posterior using Eq. (9); (e) overall computational paths of
the VRNN.

Learning The objective function becomes a timestep-wise variational lower bound using Eq. (8)
and Eq. (10):

Eq(zT |xT )

"
TX

t=1

(�KL(q(zt | xt, z<t)kp(zt | x<t, z<t)) + log p(xt | zt,x<t))

#
. (11)

As in the standard VAE, we learn the generative and inference models jointly by maximizing the
variational lower bound with respect to their parameters. The schematic view of the VRNN is
shown in Fig. 1, operations (a)–(d) correspond to Eqs. (5)–(7), (9), respectively. The VRNN applies
the operation (a) when computing the conditional prior (see Eq. (5)). If the variant of the VRNN
(VRNN-I) does not apply the operation (a), then the prior becomes independent across timesteps.
STORN [2] can be considered as an instance of the VRNN-I model family. In fact, STORN puts
further restrictions on the dependency structure of the approximate inference model. We include this
version of the model (VRNN-I) in our experimental evaluation in order to directly study the impact
of including the temporal dependency structure in the prior (i.e., conditional prior) over the latent
random variables.

4 Experiment Settings

We evaluate the proposed VRNN model on two tasks: (1) modelling natural speech directly from
the raw audio waveforms; (2) modelling handwriting generation.

Speech modelling We train the models to directly model raw audio signals, represented as a se-
quence of 200-dimensional frames. Each frame corresponds to the real-valued amplitudes of 200
consecutive raw acoustic samples. Note that this is unlike the conventional approach for modelling
speech, often used in speech synthesis where models are expressed over representations such as
spectral features [see, e.g., 18, 3, 13].

We evaluate the models on the following four speech datasets:

1. Blizzard: This text-to-speech dataset made available by the Blizzard Challenge 2013 con-
tains 300 hours of English, spoken by a single female speaker [10].

2. TIMIT: This widely used dataset for benchmarking speech recognition systems contains
6, 300 English sentences, read by 630 speakers.

3. Onomatopoeia2: This is a set of 6, 738 non-linguistic human-made sounds such as cough-
ing, screaming, laughing and shouting, recorded from 51 voice actors.

4. Accent: This dataset contains English paragraphs read by 2, 046 different native and non-
native English speakers [19].

2 This dataset has been provided by Ubisoft.
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(a) Prior (b) Generation (c) Recurrence (d) Inference (e) Overall

Figure 1: Graphical illustrations of each operation of the VRNN: (a) computing the conditional
prior using Eq. (5); (b) generating function using Eq. (6); (c) updating the RNN hidden state using
Eq. (7); (d) inference of the approximate posterior using Eq. (9); (e) overall computational paths of
the VRNN.

Learning The objective function becomes a timestep-wise variational lower bound using Eq. (8)
and Eq. (10):

Eq(zT |xT )

"
TX

t=1

(�KL(q(zt | xt, z<t)kp(zt | x<t, z<t)) + log p(xt | zt,x<t))

#
. (11)

As in the standard VAE, we learn the generative and inference models jointly by maximizing the
variational lower bound with respect to their parameters. The schematic view of the VRNN is
shown in Fig. 1, operations (a)–(d) correspond to Eqs. (5)–(7), (9), respectively. The VRNN applies
the operation (a) when computing the conditional prior (see Eq. (5)). If the variant of the VRNN
(VRNN-I) does not apply the operation (a), then the prior becomes independent across timesteps.
STORN [2] can be considered as an instance of the VRNN-I model family. In fact, STORN puts
further restrictions on the dependency structure of the approximate inference model. We include this
version of the model (VRNN-I) in our experimental evaluation in order to directly study the impact
of including the temporal dependency structure in the prior (i.e., conditional prior) over the latent
random variables.

4 Experiment Settings

We evaluate the proposed VRNN model on two tasks: (1) modelling natural speech directly from
the raw audio waveforms; (2) modelling handwriting generation.

Speech modelling We train the models to directly model raw audio signals, represented as a se-
quence of 200-dimensional frames. Each frame corresponds to the real-valued amplitudes of 200
consecutive raw acoustic samples. Note that this is unlike the conventional approach for modelling
speech, often used in speech synthesis where models are expressed over representations such as
spectral features [see, e.g., 18, 3, 13].

We evaluate the models on the following four speech datasets:

1. Blizzard: This text-to-speech dataset made available by the Blizzard Challenge 2013 con-
tains 300 hours of English, spoken by a single female speaker [10].

2. TIMIT: This widely used dataset for benchmarking speech recognition systems contains
6, 300 English sentences, read by 630 speakers.

3. Onomatopoeia2: This is a set of 6, 738 non-linguistic human-made sounds such as cough-
ing, screaming, laughing and shouting, recorded from 51 voice actors.

4. Accent: This dataset contains English paragraphs read by 2, 046 different native and non-
native English speakers [19].

2 This dataset has been provided by Ubisoft.
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Speech Modeling: train the model directly on raw audio
signal, represented as a sequence of 200-d frames.

Blizzard: 300 hours of English spoken by a single female
speaker.
TIMIT: 6300 English sentences, read by 630 speakers.
Onomatopoeia: 6738 non-linguistic human-made sounds, such
as coughing, screaming, laughing and shouting, recorded from
51 vocie actors.
Accent: English paragraphs read by 2046 different English
speakers.

Handwriting Generation
IAM-OnDB: 13040 handwritten lines written by 500 writers.
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Table 1: Average log-likelihood on the test (or validation) set of each task.
Speech modelling Handwriting

Models Blizzard TIMIT Onomatopoeia Accent IAM-OnDB
RNN-Gauss 3539 -1900 -984 -1293 1016
RNN-GMM 7413 26643 18865 3453 1358

VRNN-I-Gauss � 8933 � 28340 � 19053 � 3843 � 1332
⇡ 9188 ⇡ 29639 ⇡ 19638 ⇡ 4180 ⇡ 1353

VRNN-Gauss � 9223 � 28805 � 20721 � 3952 � 1337
⇡ 9516 ⇡ 30235 ⇡ 21332 ⇡ 4223 ⇡ 1354

VRNN-GMM � 9107 � 28982 � 20849 � 4140 � 1384
⇡ 9392 ⇡ 29604 ⇡ 21219 ⇡ 4319 ⇡ 1384

For the Blizzard and Accent datasets, we process the data so that each sample duration is 0.5s (the
sampling frequency used is 16kHz). Except the TIMIT dataset, the rest of the datasets do not have
predefined train/test splits. We shuffle and divide the data into train/validation/test splits using a
ratio of 0.9/0.05/0.05.

Handwriting generation We let each model learn a sequence of (x, y) coordinates together with
binary indicators of pen-up/pen-down, using the IAM-OnDB dataset, which consists of 13, 040
handwritten lines written by 500 writers [14]. We preprocess and split the dataset as done in [7].

Preprocessing and training The only preprocessing used in our experiments is normalizing each
sequence using the global mean and standard deviation computed from the entire training set. We
train each model with stochastic gradient descent on the negative log-likelihood using the Adam
optimizer [12], with a learning rate of 0.001 for TIMIT and Accent and 0.0003 for the rest. We use
a minibatch size of 128 for Blizzard and Accent and 64 for the rest. The final model was chosen
with early-stopping based on the validation performance.

Models We compare the VRNN models with the standard RNN models using two different output
functions: a simple Gaussian distribution (Gauss) and a Gaussian mixture model (GMM). For each
dataset, we conduct an additional set of experiments for a VRNN model without the conditional
prior (VRNN-I).

We fix each model to have a single recurrent hidden layer with 2000 LSTM units (in the case of
Blizzard, 4000 and for IAM-OnDB, 1200). All of '⌧ shown in Eqs. (5)–(7), (9) have four hidden
layers using rectified linear units [15] (for IAM-OnDB, we use a single hidden layer). The standard
RNN models only have 'x

⌧ and 'dec
⌧ , while the VRNN models also have 'z

⌧ , 'enc
⌧ and 'prior

⌧ . For the
standard RNN models, 'x

⌧ is the feature extractor, and 'dec
⌧ is the generating function. For the RNN-

GMM and VRNN models, we match the total number of parameters of the deep neural networks
(DNNs), 'x,z,enc,dec,prior

⌧ , as close to the RNN-Gauss model having 600 hidden units for every layer
that belongs to either 'x

⌧ or 'dec
⌧ (we consider 800 hidden units in the case of Blizzard). Note that

we use 20 mixture components for models using a GMM as the output function.

For qualitative analysis of speech generation, we train larger models to generate audio sequences.
We stack three recurrent hidden layers, each layer contains 3000 LSTM units. Again for the RNN-
GMM and VRNN models, we match the total number of parameters of the DNNs to be equal to the
RNN-Gauss model having 3200 hidden units for each layer that belongs to either 'x

⌧ or 'dec
⌧ .

5 Results and Analysis

We report the average log-likelihood of test examples assigned by each model in Table 1. For
RNN-Gauss and RNN-GMM, we report the exact log-likelihood, while in the case of VRNNs, we
report the variational lower bound (given with � sign, see Eq. (4)) and approximated marginal
log-likelihood (given with ⇡ sign) based on importance sampling using 40 samples as in [17].
In general, higher numbers are better. Our results show that the VRNN models have higher log-
likelihood, which support our claim that latent random variables are helpful when modelling com-

6

Figure 2: The top row represents the difference �t between µz,t and µz,t�1. The middle row shows
the dominant KL divergence values in temporal order. The bottom row shows the input waveforms.

plex sequences. The VRNN models perform well even with a unimodal output function (VRNN-
Gauss), which is not the case for the standard RNN models.

Latent space analysis In Fig. 2, we show an analysis of the latent random variables. We let
a VRNN model read some unseen examples and observe the transitions in the latent space. We
compute �t =

P
j(µ

j
z,t � µj

z,t�1)
2 at every timestep and plot the results on the top row of Fig. 2.

The middle row shows the KL divergence computed between the approximate posterior and the
conditional prior. When there is a transition in the waveform, the KL divergence tends to grow
(white is high), and we can clearly observe a peak in �t that can affect the RNN dynamics to change
modality.

(a) Ground Truth (b) RNN-GMM (c) VRNN-Gauss

Figure 3: Examples from the training set and generated samples from RNN-GMM and VRNN-
Gauss. Top three rows show the global waveforms while the bottom three rows show more zoomed-
in waveforms. Samples from (b) RNN-GMM contain high-frequency noise, and samples from (c)
VRNN-Gauss have less noise. We exclude RNN-Gauss, because the samples are almost close to
pure noise.
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the dominant KL divergence values in temporal order. The bottom row shows the input waveforms.
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(white is high), and we can clearly observe a peak in �t that can affect the RNN dynamics to change
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VRNN-Gauss have less noise. We exclude RNN-Gauss, because the samples are almost close to
pure noise.
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Speech generation We generate waveforms with 2.0s duration from the models that were trained
on Blizzard. From Fig. 3, we can clearly see that the waveforms from the VRNN-Gauss are much
less noisy and have less spurious peaks than those from the RNN-GMM. We suggest that the large
amount of noise apparent in the waveforms from the RNN-GMM model is a consequence of the
compromise these models must make between representing a clean signal consistent with the train-
ing data and encoding sufficient input variability to capture the variations across data examples. The
latent random variable models can avoid this compromise by adding variability in the latent space,
which can always be mapped to a point close to a relatively clean sample.

Handwriting generation Visual inspection of the generated handwriting (as shown in Fig. 4) from
the trained models reveals that the VRNN model is able to generate more diverse writing style while
maintaining consistency within samples.

(a) Ground Truth (b) RNN-Gauss (c) RNN-GMM (d) VRNN-GMM

Figure 4: Handwriting samples: (a) training examples and unconditionally generated handwriting
from (b) RNN-Gauss, (c) RNN-GMM and (d) VRNN-GMM. The VRNN-GMM retains the writing
style from beginning to end while RNN-Gauss and RNN-GMM tend to change the writing style
during the generation process. This is possibly because the sequential latent random variables can
guide the model to generate each sample with a consistent writing style.

6 Conclusion

We propose a novel model that can address sequence modelling problems by incorporating latent
random variables into a recurrent neural network (RNN). Our experiments focus on unconditional
natural speech generation as well as handwriting generation. We show that the introduction of
latent random variables can provide significant improvements in modelling highly structured se-
quences such as natural speech sequences. We empirically show that the inclusion of randomness
into high-level latent space can enable the VRNN to model natural speech sequences with a simple
Gaussian distribution as the output function. However, the standard RNN model using the same
output function fails to generate reasonable samples. An RNN-based model using more powerful
output function such as a GMM can generate much better samples, but they contain a large amount
of high-frequency noise compared to the samples generated by the VRNN-based models.

We also show the importance of temporal conditioning of the latent random variables by reporting
higher log-likelihood numbers on modelling natural speech sequences. In handwriting generation,
the VRNN model is able to model the diversity across examples while maintaining consistent writing
style over the course of generation.
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dt�1 dt dt+1

xt�1 xt xt+1

ut�1 ut ut+1

(a) RNN

zt�1 zt zt+1

xt�1 xt xt+1

ut�1 ut ut+1

(b) SSM

Figure 1: Graphical models to generate x1:T with a recurrent neural network (RNN) and a state space
model (SSM). Diamond-shaped units are used for deterministic states, while circles are used for
stochastic ones. For sequence generation, like in a language model, one can use ut = xt�1.

approximation is inspired by the independence properties of the true posterior distribution over the
latent states of the model, and allows us to improve inference by conveniently using the information
coming from the whole sequence at each time step. The posterior distribution over the latent states of
the SRNN is highly non-stationary while we are learning the parameters of the model. To further
improve the variational approximation, we show that we can construct the inference network so that
it only needs to learn how to compute the mean of the variational approximation at each time step
given the mean of the predictive prior distribution.

In Section 4 we test the performances of SRNN on speech and polyphonic music modelling tasks.
SRNN improves the state of the art results on the Blizzard and TIMIT speech data sets by a large
margin, and performs comparably to competing models on polyphonic music modeling. Finally,
other models that extend RNNs by adding stochastic units will be reviewed and compared to SRNN
in Section 5.

2 Recurrent Neural Networks and State Space Models

Recurrent neural networks and state space models are widely used to model temporal sequences
of vectors x1:T = (x1,x2, . . . ,xT ) that possibly depend on inputs u1:T = (u1,u2, . . . ,uT ). Both
models rest on the assumption that the sequence x1:t of observations up to time t can be summarized
by a latent state dt or zt, which is deterministically determined (dt in a RNN) or treated as a random
variable which is averaged away (zt in a SSM). The difference in treatment of the latent state has
traditionally led to vastly different models: RNNs recursively compute dt = f(dt�1,ut) using a
parameterized nonlinear function f , like a LSTM cell or a GRU. The RNN observation probabilities
p(xt|dt) are equally modeled with nonlinear functions. SSMs, like linear Gaussian or hidden Markov
models, explicitly model uncertainty in the latent process through z1:T . Parameter inference in a
SSM require z1:T to be averaged out, and hence p(zt|zt�1,ut) and p(xt|zt) are often restricted to
the exponential family of distributions to make many existing approximate inference algorithms
applicable. On the other hand, averaging a function over the deterministic path d1:T in a RNN is a
trivial operation. The striking similarity in factorization between these models is illustrated in Figures
1a and 1b.

Can we combine the best of both worlds, and make the stochastic state transitions of SSMs nonlinear
whilst keeping the gated activation mechanism of RNNs? Below, we show that a more expressive
model can be created by stacking a SSM on top of a RNN, and that by keeping them layered, the
functional form of the true posterior distribution over z1:T guides the design of a backwards-recursive
structured variational approximation.

3 Stochastic Recurrent Neural Networks

We define a SRNN as a generative model p✓ by temporally interlocking a SSM with a RNN, as
illustrated in Figure 2a. The joint probability of a single sequence and its latent states, assuming
knowledge of the starting states z0 = 0 and d0 = 0, and inputs u1:T , factorizes as

2
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Like SSM, zt directly depends on zt−1. The true posterior of zt
depends on zt−1,d t:T , xt:T .

dt�1 dt dt+1

zt�1 zt zt+1

xt�1 xt xt+1

ut�1 ut ut+1

(a) Generative model p✓

dt�1 dt dt+1

at�1 at at+1

zt�1 zt zt+1

xt�1 xt xt+1

(b) Inference network q�

Figure 2: A SRNN as a generative model p✓ for a sequence x1:T . Posterior inference of z1:T and d1:T

is done through an inference network q�, which uses a backwards-recurrent state at to approximate
the nonlinear dependence of zt on future observations xt:T and states dt:T ; see Equation (7).

p✓(x1:T , z1:T ,d1:T |u1:T , z0,d0) = p✓x(x1:T |z1:T ,d1:T ) p✓z(z1:T |d1:T , z0) p✓d(d1:T |u1:T ,d0)

=
TY

t=1

p✓x(xt|zt,dt) p✓z(zt|zt�1,dt) p✓d(dt|dt�1,ut) . (1)

The SSM and RNN are further tied with skip-connections from dt to xt. The joint density in (1) is
parameterized by ✓ = {✓x, ✓z, ✓d}, which will be adapted together with parameters � of a so-called
“inference network” q� to best model N independently observed data sequences {xi

1:Ti
}N

i=1 that are
described by the log marginal likelihood or evidence

L(✓) = log p✓
�
{xi

1:Ti
} | {ui

1:Ti
, zi

0,d
i
0}N

i=1

�
=

X

i

log p✓(x
i
1:Ti

|ui
1:Ti

, zi
0,d

i
0) =

X

i

Li(✓) . (2)

Throughout the paper, we omit superscript i when only one sequence is referred to, or when it is
clear from the context. In each log likelihood term Li(✓) in (2), the latent states z1:T and d1:T

were averaged out of (1). Integrating out d1:T is done by simply substituting its deterministically
obtained value, but z1:T requires more care, and we return to it in Section 3.2. Following Figure 2a,
the states d1:T are determined from d0 and u1:T through the recursion dt = f✓d(dt�1,ut). In our
implementation f✓d is a GRU network with parameters ✓d. For later convenience we denote the value
of d1:T , as computed by application of f✓d , by ed1:T . Therefore p✓d(dt|dt�1,ut) = �(dt � edt), i.e.
d1:T follows a delta distribution centered at ed1:T .

Unlike the VRNN [8], zt directly depends on zt�1, as it does in a SSM, via p✓z(zt|zt�1,dt). This
split makes a clear separation between the deterministic and stochastic parts of p✓; the RNN remains
entirely deterministic and its recurrent units do not depend on noisy samples of zt, while the prior
over zt follows the Markov structure of SSMs. The split allows us to later mimic the structure of
the posterior distribution over z1:T and d1:T in its approximation q�. We let the prior transition
distribution p✓z(zt|zt�1,dt) = N (zt; µ

(p)
t ,v

(p)
t ) be a Gaussian with a diagonal covariance matrix,

whose mean and log-variance are parameterized by neural networks that depend on zt�1 and dt,

µ
(p)
t = NN

(p)
1 (zt�1,dt) , log v

(p)
t = NN

(p)
2 (zt�1,dt) , (3)

where NN denotes a neural network. Parameters ✓z denote all weights of NN
(p)
1 and NN

(p)
2 , which

are two-layer feed-forward networks in our implementation. Similarly, the parameters of the emission
distribution p✓x(xt|zt,dt) depend on zt and dt through a similar neural network that is parameterized
by ✓x.

3.1 Variational inference for the SRNN

The stochastic variables z1:T of the nonlinear SSM cannot be analytically integrated out to obtain
L(✓) in (2). Instead of maximizing L with respect to ✓, we maximize a variational evidence lower

3
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Models Blizzard TIMIT
SRNN

(smooth+Resq) �11991 � 60550
SRNN (smooth) � 10991 � 59269

SRNN (filt+Resq) � 10572 � 52126
SRNN (filt) � 10846 � 50524

VRNN-GMM � 9107 � 28982
⇡ 9392 ⇡ 29604

VRNN-Gauss � 9223 � 28805
⇡ 9516 ⇡ 30235

VRNN-I-Gauss � 8933 � 28340
⇡ 9188 ⇡ 29639

RNN-GMM 7413 26643
RNN-Gauss 3539 -1900

Table 1: Average log-likelihood per sequence
on the test sets. For TIMIT the average test set
length is 3.1s, while the Blizzard sequences
are all 0.5s long. The non-SRNN results are
reported as in [8]. Smooth: g�a

is a GRU run-
ning backwards; filt: g�a

is a feed-forward
network; Resq: parameterization with resid-
ual in (12).

Figure 3: Visualization of the average KL term and
reconstructions of the output mean and log-variance
for two examples from the Blizzard test set.

Models Nottingham JSB chorales MuseData Piano-midi.de
SRNN (smooth+Resq) � �2.94 � �4.74 � �6.28 � �8.20

TSBN � �3.67 � �7.48 � �6.81 � �7.98
NASMC ⇡ �2.72 ⇡ �3.99 ⇡ �6.89 ⇡ �7.61
STORN ⇡ �2.85 ⇡ �6.91 ⇡ �6.16 ⇡ �7.13

RNN-NADE ⇡ �2.31 ⇡ �5.19 ⇡ �5.60 ⇡ �7.05
RNN ⇡ �4.46 ⇡ �8.71 ⇡ �8.13 ⇡ �8.37

Table 2: Average log-likelihood on the test sets. The TSBN results are from [13], NASMC from [16],
STORN from [3], RNN-NADE and RNN from [4].

of the single speaker from Blizzard is modeled, seems to encounter difficulties when modeling the
630 speakers in the TIMIT data set. As expected, for SRNN the variational approximation that is
obtained when future information is also used (smoothing) is better than the one obtained by filtering.
Learning the residual between the prior mean and the mean of the variational approximation, given in
(12), further improves the performance in 3 out of 4 cases.

In the first two lines of Figure 3 we plot two raw signals from the Blizzard test set and the average
KL term between the variational approximation and the prior distribution. We see that the KL
term increases whenever there is a transition in the raw audio signal, meaning that the inference
network is using the information coming from the output symbols to improve inference. Finally, the
reconstructions of the output mean and log-variance in the last two lines of Figure 3 look consistent
with the original signal.

Polyphonic music. Table 2 compares the average log-likelihood on the test sets obtained with
SRNN and the models introduced in [3, 4, 13, 16]. As done for the speech data, we prefer to report the
more conservative estimate of the ELBO in Table 2, rather than approximating the log-likelihood with
importance sampling as some of the other methods do. We see that SRNN performs comparably to
other state of the art methods in all four data sets. We report the results using smoothing and learning
the residual between the mean of the predictive prior and the one of the variational approximation,
but the performances using filtering and learning directly the mean of the variational approximation
are now similar. We believe that this is due to the small amount of data and the fact that modeling
MIDI music is much simpler than modeling raw speech signals.
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Consider a probabilistic model

p(z1:T , x1:T ) = p(z1)p(x1|z1)
T∏

t=2
p(zt |z1:t−1)p(xt |z1:t , x1:t−1)

The goal of SMC is to approximate the posterior as

p(z1:T |x1:T ) ≈
N∑

n=1
w̃ (n)

t δ(z1:T − z(n)
1:T ) (4)

through a weighted set of N sampled trajectories drawn from a
proposal distribution {z(n)

1:T}n=1:N ∼ q(z1:T |x1:T ),

q(z1:T |x1:T ) = q(z1|x1)
T∏

t=2
q(zt |z1:t−1, x1:t) (5)
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How to get normalized importance weights:

ter (UPF) [5]. In general, however, the construction of good proposal distributions is still an open
question that severely limits the applicability of SMC methods.

This paper proposes a new gradient-based black-box adaptive SMC method that automatically tunes
flexible proposal distributions. The quality of a proposal distribution can be assessed using the (in-
tractable) Kullback-Leibler (KL) divergence between the target distribution and the parametrized
proposal distribution. We approximate the derivatives of this objective using samples derived from
SMC. The framework is very general and tractably handles complex parametric proposal distribu-
tions. For example, here we use neural networks to carry out the parameterization thereby leveraging
the large literature and efficient computational tools developed by this community. We demonstrate
that the method can efficiently learn good proposal distributions that significantly outperform exist-
ing adaptive proposal methods including the EKPF and UPF on standard benchmark models used
in the particle filter community. We show that improved performance of the SMC algorithm trans-
lates into improved mixing of the Particle Marginal Metropolis-Hasting (PMMH) [3]. Finally, we
show that the method allows higher-dimensional and more complicated models to be accurately han-
dled using SMC, such as those parametrized using neural networks (NN), that are challenging for
traditional particle filtering methods .

The focus of this work is on improving SMC, but many of the ideas are inspired by the burgeoning
literature on approximate inference for unsupervised neural network models. These connections are
explored in section 6.

2 Sequential Monte Carlo

We begin by briefly reviewing two fundamental SMC algorithms, sequential importance sampling
(SIS) and sequential importance resampling (SIR). Consider a probabilistic model comprising (pos-
sibly multi-dimensional) hidden and observed states z1:T and x1:T respectively, whose joint dis-
tribution factorizes as p(z1:T , x1:T ) = p(z1)p(x1|z1)

QT
t=2 p(zt|z1:t�1)p(xt|z1:t, x1:t�1). This

general form subsumes common state-space models, such as Hidden Markov Models (HMMs), as
well as non-Markovian models for the hidden state, such as Gaussian processes.

The goal of the sequential importance sampler is to approximate the posterior distribution over
the hidden state sequence, p(z1:T |x1:T ) ⇡ PN

n=1 w̃
(n)
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(n)
1:T ), through a weighted set of

N sampled trajectories drawn from a simpler proposal distribution {z
(n)
1:T }n=1:N ⇠ q(z1:T |x1:T ).

Any form of proposal distribution can be used in principle, but a particularly convenient one takes
the same factorisation as the true posterior q(z1:T |x1:T ) = q(z1|x1)

QT
t=2 q(zt|z1:t�1, x1:t), with

filtering dependence on x. A short derivation (see supplementary material) then shows that the
normalized importance weights are defined by a recursion:
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SIS is elegant as the samples and weights can be computed in sequential fashion using a single
forward pass. However, naı̈ve implementation suffers from a severe pathology: the distribution
of importance weights often become highly skewed as t increases, with many samples attaining
very low weight. To alleviate the problem, the Sequential Importance Resampling (SIR) algorithm
[1] adds an additional step that resamples z

(n)
t at time t from a multinomial distribution given by

w̃(z
(n)
1:t ) and gives the new particles equal weight.1 This replaces degenerated particles that have low

weight with samples that have more substantial importance weights without violating the validity of
the method. SIR requires knowledge of the full trajectory of previous samples at each stage to draw
the samples and compute the importance weights. For this reason, when carrying out resampling,
each new particle needs to update its ancestry information. Letting a

(n)
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index of particle n at time t for state z⌧ , where 1  ⌧  t, and collecting these into the set
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t }. Finally, to lighten notation, we use the shorthand

1More advanced implementations resample only when the effective sample size falls below a threshold [2].
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Adapting proposals by descending the inclusive KL divergence

w
(n)
t = w(z

(n)
1:t ) for the weights. Note that, when employing resampling, these do not depend on

the previous weights w
(n)
t�1 since resampling has given the previous particles uniform weight. The

implementation of SMC is given by Algorithm 1 in the supplementary material.

2.1 The Critical Role of Proposal Distributions in Sequential Monte Carlo

The choice of the proposal distribution in SMC is critical. Even when employing the resampling
step, a poor proposal distribution will produce trajectories that, when traced backwards, quickly
collapse onto a single ancestor. Clearly this represents a poor approximation to the true posterior
p(z1:T |x1:T ). These effects can be mitigated by increasing the number of particles and/or applying
more complex additional MCMC moves [5, 2], but these strategies increase the computational cost.

The conclusion is that the proposal should be chosen with care. The optimal choice for an uncon-
strained proposal that has access to all of the observed data at all times is the intractable posterior
distribution q�(z1:T |x1:T ) = p✓(z1:T |x1:T ). Given the restrictions imposed by the factorization,
this becomes q(zt|z1:t�1, x1:t) = p(zt|z1:t�1, x1:t), which is still typically intractable. The boot-
strap filter instead uses the prior q(zt|z1:t�1, x1:t) = p(zt|z1:t�1, x1:t�1) which is often tractable,
but fails to incorporate information from the current observation xt. A halfway-house employs
distributional approximate inference techniques to approximate p(zt|z1:t�1, x1:t). Examples in-
clude the EKPF and UPF [5]. However, these methods suffer from three main problems. First,
the extended and unscented Kalman Filter from which these methods are derived are known to be
inaccurate and poorly behaved for many problems outside of the SMC setting [6]. Second, these
approximations must be applied on a sample by sample basis, leading to significant additional com-
putational overhead. Third, neither approximation is tuned using an SMC-relevant criterion. In the
next section we introduce a new method for adapting the proposal that addresses these limitations.

3 Adapting Proposals by Descending the Inclusive KL Divergence

In this work the quality of the proposal distribution will be optimized using the
inclusive KL-divergence between the true posterior distribution and the proposal,
KL[p✓(z1:T |x1:T )||q�(z1:T |x1:T )]. (Parameters are made explicit since we will shortly be
interested in both adapting the proposal � and learning the model ✓.) This objective is chosen for
four main reasons. First, this is a direct measure of the quality of the proposal, unlike those typically
used such as effective sample size. Second, if the true posterior lies in the class of distributions
attainable by the proposal family then the objective has a global optimum at this point. Third, if
the true posterior does not lie within this class, then this KL divergence tends to find proposal
distributions that have higher entropy than the original which is advantageous for importance
sampling (the exclusive KL is unsuitable for this reason [7]). Fourth, the derivative of the objective
can be approximated efficiently using a sample based approximation that will now be described.

The gradient of the negative KL divergence with respect to the parameters of the proposal distribu-
tion takes a simple form,

� @
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@
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The expectation over the posterior can be approximated using samples from SMC. One option would
use the weighted sample trajectories at the final time-step of SMC, but although asymptotically
unbiased such an estimator would have high variance due to the collapse of the trajectories. An
alternative, that reduces variance at the cost of introducing some bias, uses the intermediate ancestral
trees i.e. a filtering approximation (see the supplementary material for details),

� @

@�
KL[p✓(z1:T |x1:T )||q�(z1:T |x1:T )] ⇡

X

t

X

n

w̃
(n)
t

@

@�
log q�(z

(n)
t |x1:t, z

A
(n)
t�1

1:t�1). (1)

The simplicity of the proposed approach brings with it several advantages and opportunities.

Online and batch variants. Since the derivatives distribute over time, it is trivial to apply this
update in an online way e.g. updating the proposal distribution every time-step. Alternatively, when
learning parameters in a batch setting, it might be more appropriate to update the proposal pa-
rameters after making a full forward pass of SMC. Conveniently, when performing approximate

3

Model parameter learning by maximum likelihood
maximum-likelihood learning the gradient update for the model parameters ✓ can be efficiently
approximated using the same sample particles from SMC (see supplementary material and Algo-
rithm 1). A similar derivation for maximum likelihood learning is also discussed in [4].
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Algorithm 1 Stochastic Gradient Adaptive SMC (batch inference and learning variants)

Require: proposal: q�, model: p✓, observations: X = {x1:Tj }j=1:M , number of particles: N
repeat
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� Optimize(�,4�)
✓  Optimize(✓,4✓) (optional)

until convergence

Efficiency of the adaptive proposal. In contrast to the EPF and UPF, the new method employs an
analytic function for propagation and does not require costly particle-specific distributional approxi-
mation as an inner-loop. Similarly, although the method bears similarity to the assumed-density filter
(ADF) [8] which minimizes a (local) inclusive KL, the new method has the advantage of minimizing
a global cost and does not require particle-specific moment matching.

Training complex proposal models. The adaptation method described above can be applied to any
parametric proposal distribution. Special cases have been previously treated by [9]. We propose
a related, but arguably more straightforward and general approach to proposal adaptation. In the
next section, we describe a rich family of proposal distributions, that go beyond previous work,
based upon neural networks. This approach enables adaptive SMC methods to make use of the rich
literature and optimization tools available from supervised learning.

Flexibility of training. One option is to train the proposal distribution using samples from SMC
derived from the observed data. However, this is not the only approach. For example, the proposal
could be trained using data sampled from the generative model instead, which might mitigate over-
fitting effects for small datasets. Similarly, the trained proposal does not need to be the one used to
generate the samples in the first place. The bootstrap filter or more complex variants can be used.

4 Flexible and Trainable Proposal Distributions Using Neural Networks

The proposed adaption method can be applied to any parametric proposal distribution. Here we
briefly describe how to utilize this flexibility to employ powerful neural network-based parameteriza-
tions that have recently shown excellent performance in supervised sequence learning tasks [10, 11].
Generally speaking, applications of these techniques to unsupervised sequence modeling settings is
an active research area that is still in its infancy [12] and this work opens a new avenue in this wider
research effort.

In a nutshell, the goal is to parameterize q�(zt|z1:t�1, x1:t) – the proposal’s stochastic mapping from
all previous hidden states z1:t�1 and all observations (up to and including the current observation)
x1:t, to the current hidden state, zt – in a flexible, computationally efficient and trainable way. Here
we use a class of functions called Long Short-Term Memory (LSTM) that define a deterministic
mapping from an input sequence to an output sequence using parameter-efficient recurrent dynam-
ics, and alleviate the common vanishing gradient problem in recurrent neural networks [13, 10, 11].
The distributions q�(zt|ht) can be a mixture of Gaussians (a mixture density network (MDN) [14])
in which the mixing proportions, means and covariances are parameterised through another neural
network (see the supplementary for details on LSTM, MDN, and neural network architectures).
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The results are reported in Table 2.3 The adaptive method significantly outperforms the bootstrap
filter on three of the four datasets. On the piano dataset the bootstrap method performs marginally
better. In general, the NLLs for the new methods are comparable to the state-of-the-art although
detailed comparison is difficult as the methods with stochastic latent states require approximate
marginalization using importance sampling or SMC.

Dataset LV-RNN LV-RNN STORN FD-RNN sRNN RNN-NADE
(NASMC) (Bootstrap) (SGVB)

Piano-midi-de 7.61 7.50 7.13 7.39 7.58 7.03
Nottingham 2.72 3.33 2.85 3.09 3.43 2.31
MuseData 6.89 7.21 6.16 6.75 6.99 5.60

JSBChorales 3.99 4.26 6.91 8.01 8.58 5.19

Table 2: Estimated negative log likelihood on test data. “FD-RNN” and “STORN” are from [19],
and “sRNN” and “RNN-NADE” are results from [18].

6 Comparison of Variational Inference to the NASMC approach

There are several similarities between NASMC and Variational Free-energy methods that em-
ploy recognition models. Variational Free-energy methods refine an approximation q�(z|x) to
the posterior distribution p✓(z|x) by optimising the exclusive (or variational) KL-divergence
KL[q�(z|x)||p✓(z|x)]. It is common to approximate this integral using samples from the approxi-
mate posterior [21, 22, 23]. This general approach is similar in spirit to the way that the proposal is
adapted in NASMC, except that the inclusive KL-divergence is employed KL[p✓(z|x)||q�(z|x)] and
this entails that sample based approximation requires simulation from the true posterior. Critically,
NASMC uses the approximate posterior as a proposal distribution to construct a more accurate pos-
terior approximation. The SMC algorithm therefore can be seen as correcting for the deficiencies in
the proposal approximation. We believe that this can lead to significant advantages over variational
free-energy methods, especially in the time-series setting where variational methods are known to
have severe biases [24]. Moreover, using the inclusive KL avoids having to compute the entropy
of the approximating distribution which can prove problematic when using complex approximating
distributions (e.g. mixtures and heavy tailed distributions) in the variational framework. There is a
close connection between NASMC and the wake-sleep algorithm [25] . The wake-sleep algorithm
also employs the inclusive KL divergence to refine a posterior approximation and recent generaliza-
tions have shown how to incorporate this idea into importance sampling [26]. In this context, the
NASMC algorithm extends this work to SMC.

7 Conclusion

This paper developed a powerful method for adapting proposal distributions within general SMC
algorithms. The method parameterises a proposal distribution using a recurrent neural network
to model long-range contextual information, allows flexible distributional forms including mixture
density networks, and enables efficient training by stochastic gradient descent. The method was
found to outperform existing adaptive proposal mechanisms including the EKPF and UPF on a stan-
dard SMC benchmark, it improves burn in and mixing of the PMMH sampler, and allows effective
training of latent variable recurrent neural networks using SMC. We hope that the connection be-
tween SMC and neural network technologies will inspire further research into adaptive SMC meth-
ods. In particular, application of the methods developed in this paper to adaptive particle smoothing,
high-dimensional latent models and adaptive PMCMC for probabilistic programming are particular
exciting avenues.
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Takeaways

Modeling:
1 RNN + stochastic latent variable
2 applications in mocap, music, text, speech, handwriting, etc.
3 mixture RNN model?

Training:
1 SGVB
2 NASMC
3 combine SMC + VAE?
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