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Contributions

Character-level convolutional networks (ConvNets) for text

classification

the first to apply ConvNets only on characters

achieve state-of-the-art or competitive results without the knowledage

of words

possible advantage: open vocabulary, deal with abnormal character

combinations such as misspellings naturally

Constructed several large-scale datasets.
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Character-level ConvNets: Key Modules

1-D temporal convolutional module

Suppose we have a discrete input function g(x) 2 [1, l ] ! R
A discrete kernel function f (x) 2 [1, k] ! R
The convolution h(y) 2 [1, b(l � k)/dc + 1] ! R between f (x) and

g(x) with stride d is defined as

h(y) =
kX

x=1

f (x) · g(y · d � x + c) (1)

where c = k � d + 1 is an offset constant.

Example: l = 7, k = 3, d = 1 (Left), d = 2 (Right)
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Character-level ConvNets: Key Modules

Temporal max-pooling

Given a discrete input function g(x) 2 [1, l ] ! R
The max-pooling function h(y) 2 [1, b(l � k)/dc + 1] ! R of g(x) is

defined as

h(y) =
k

max

x=1
g(y · d � x + c) (2)

where c = k � d + 1 is an offset constant.

Example: l = 6, k = 3, d = 1 (Left), d = 3 (Right)

After max-pooling, we apply a nonlinear activation function: ReLU.
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Character quantization & Model Design

The alphabet used in this work consists of 70 characters, including 26

English letters, 10 digits, 33 other characters and the new line

character.

from previous research that ConvNets do not require the knowledge about the syntactic or semantic
structure of a language. This simplification of engineering could be crucial for a single system that
can work for different languages, since characters always constitute a necessary construct regardless
of whether segmentation into words is possible. Working on only characters also has the advantage
that abnormal character combinations such as misspellings and emoticons may be naturally learnt.

2 Character-level Convolutional Networks

In this section, we introduce the design of character-level ConvNets for text classification. The de-
sign is modular, where the gradients are obtained by back-propagation [27] to perform optimization.

2.1 Key Modules

The main component is the temporal convolutional module, which simply computes a 1-D convo-
lution. Suppose we have a discrete input function g(x) 2 [1, l] ! R and a discrete kernel function
f(x) 2 [1, k] ! R. The convolution h(y) 2 [1, b(l � k)/dc + 1] ! R between f(x) and g(x) with
stride d is defined as

h(y) =
kX

x=1

f(x) · g(y · d � x + c),

where c = k � d + 1 is an offset constant. Just as in traditional convolutional networks in vision,
the module is parameterized by a set of such kernel functions fij(x) (i = 1, 2, . . . , m and j =
1, 2, . . . , n) which we call weights, on a set of inputs gi(x) and outputs hj(y). We call each gi (or
hj) input (or output) features, and m (or n) input (or output) feature size. The outputs hj(y) is
obtained by a sum over i of the convolutions between gi(x) and fij(x).

One key module that helped us to train deeper models is temporal max-pooling. It is the 1-D version
of the max-pooling module used in computer vision [2]. Given a discrete input function g(x) 2
[1, l] ! R, the max-pooling function h(y) 2 [1, b(l � k)/dc + 1] ! R of g(x) is defined as

h(y) =
k

max
x=1

g(y · d � x + c),

where c = k � d + 1 is an offset constant. This very pooling module enabled us to train ConvNets
deeper than 6 layers, where all others fail. The analysis by [3] might shed some light on this.

The non-linearity used in our model is the rectifier or thresholding function h(x) = max{0, x},
which makes our convolutional layers similar to rectified linear units (ReLUs) [24]. The algorithm
used is stochastic gradient descent (SGD) with a minibatch of size 128, using momentum [26] [30]
0.9 and initial step size 0.01 which is halved every 3 epoches for 10 times. Each epoch takes a fixed
number of random training samples uniformly sampled across classes. This number will later be
detailed for each dataset sparately. The implementation is done using Torch 7 [4].

2.2 Character quantization

Our models accept a sequence of encoded characters as input. The encoding is done by prescribing
an alphabet of size m for the input language, and then quantize each character using 1-of-m encoding
(or “one-hot” encoding). Then, the sequence of characters is transformed to a sequence of such m
sized vectors with fixed length l0. Any character exceeding length l0 is ignored, and any characters
that are not in the alphabet including blank characters are quantized as all-zero vectors. The character
quantization order is backward so that the latest reading on characters is always placed near the begin
of the output, making it easy for fully connected layers to associate weights with the latest reading.

The alphabet used in all of our models consists of 70 characters, including 26 english letters, 10
digits, 33 other characters and the new line character. The non-space characters are:

abcdefghijklmnopqrstuvwxyz0123456789
-,;.!?:’’’/\|_@#$%ˆ&*˜‘+-=<>()[]{}

Later we also compare with models that use a different alphabet in which we distinguish between
upper-case and lower-case letters.
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Model design: Two ConvNets: one large, and one small. Both are 9

layers deep with 6 convolutional layers and 3 fully-connected layers.

2.3 Model Design

We designed 2 ConvNets – one large and one small. They are both 9 layers deep with 6 convolutional
layers and 3 fully-connected layers. Figure 1 gives an illustration.

Some Text

Convolutions Max-pooling

Length

F
e
a

tu
re

Q
u
a
n
ti
z
a
ti
o
n

...

Conv. and Pool. layers Fully-connected

Figure 1: Illustration of our model

The input have number of features equal to 70 due to our character quantization method, and the
input feature length is 1014. It seems that 1014 characters could already capture most of the texts of
interest. We also insert 2 dropout [10] modules in between the 3 fully-connected layers to regularize.
They have dropout probability of 0.5. Table 1 lists the configurations for convolutional layers, and
table 2 lists the configurations for fully-connected (linear) layers.

Table 1: Convolutional layers used in our experiments. The convolutional layers have stride 1 and
pooling layers are all non-overlapping ones, so we omit the description of their strides.

Layer Large Feature Small Feature Kernel Pool
1 1024 256 7 3
2 1024 256 7 3
3 1024 256 3 N/A
4 1024 256 3 N/A
5 1024 256 3 N/A
6 1024 256 3 3

We initialize the weights using a Gaussian distribution. The mean and standard deviation used for
initializing the large model is (0, 0.02) and small model (0, 0.05).

Table 2: Fully-connected layers used in our experiments. The number of output units for the last
layer is determined by the problem. For example, for a 10-class classification problem it will be 10.

Layer Output Units Large Output Units Small
7 2048 1024
8 2048 1024
9 Depends on the problem

For different problems the input lengths may be different (for example in our case l0 = 1014), and
so are the frame lengths. From our model design, it is easy to know that given input length l0, the
output frame length after the last convolutional layer (but before any of the fully-connected layers)
is l6 = (l0 � 96)/27. This number multiplied with the frame size at layer 6 will give the input
dimension the first fully-connected layer accepts.

2.4 Data Augmentation using Thesaurus

Many researchers have found that appropriate data augmentation techniques are useful for control-
ling generalization error for deep learning models. These techniques usually work well when we
could find appropriate invariance properties that the model should possess. In terms of texts, it is not
reasonable to augment the data using signal transformations as done in image or speech recognition,
because the exact order of characters may form rigorous syntactic and semantic meaning. Therefore,
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Character-level ConvNets: Model Design

The convolutional layers have stride 1, and the pooling layers are all

non-overlapping ones.

Add dropout in layer 7 and layer 8.

input: 70 ⇥ 1014, layer1: 256 ⇥ 336, layer2: 256 ⇥ 110, layer3:

256 ⇥ 108, layer4: 256 ⇥ 106, layer5: 256 ⇥ 104, layer6:

256 ⇥ 34 ! 8704, layer7: 1024, layer8: 1024.

2.3 Model Design

We designed 2 ConvNets – one large and one small. They are both 9 layers deep with 6 convolutional
layers and 3 fully-connected layers. Figure 1 gives an illustration.
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Data Augmentation using Thesaurus

In terms of text, it is not reasonable to augment the data using signal

transformations.

Instead, we replace words or phrases with their synonyms.

We extract all replaceable words from the given text and randomly

choose r of them to be replaced, with p(r) ⇠ p

r

.

The index s of the synonym chosen give a word is determined by

p(s) ⇠ q

s

.

Set p = q = 0.5 in experiments.
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Comparison Models

Bag-of-words and its TFIDF: select 50,000 most frequent words.

Bag-of-ngrams and its TFIDF: select 500,000 most frequent n-grams

(up to 5-grams).

Bag-of-means on word embedding: use k-means on word2vec, and use

these learned means as representatives of the clustered words. The

number of means is 5000.

Word-based ConvNets: the model is the same as character-based

ConvNets, but replace characters with words.

Long Short-Term Memory
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Datasets

Figure 2: long-short term memory

Long-short term memory. We also offer a comparison
with a recurrent neural network model, namely long-short
term memory (LSTM) [11]. The LSTM model used in
our case is word-based, using pretrained word2vec em-
bedding of size 300 as in previous models. The model is
formed by taking mean of the outputs of all LSTM cells to
form a feature vector, and then using multinomial logistic
regression on this feature vector. The output dimension
is 512. The variant of LSTM we used is the common
“vanilla” architecture [8] [9]. We also used gradient clipping [25] in which the gradient norm is
limited to 5. Figure 2 gives an illustration.

3.3 Choice of Alphabet

For the alphabet of English, one apparent choice is whether to distinguish between upper-case and
lower-case letters. We report experiments on this choice and observed that it usually (but not always)
gives worse results when such distinction is made. One possible explanation might be that semantics
do not change with different letter cases, therefore there is a benefit of regularization.

4 Large-scale Datasets and Results

Previous research on ConvNets in different areas has shown that they usually work well with large-
scale datasets, especially when the model takes in low-level raw features like characters in our
case. However, most open datasets for text classification are quite small, and large-scale datasets are
splitted with a significantly smaller training set than testing [21]. Therefore, instead of confusing our
community more by using them, we built several large-scale datasets for our experiments, ranging
from hundreds of thousands to several millions of samples. Table 3 is a summary.

Table 3: Statistics of our large-scale datasets. Epoch size is the number of minibatches in one epoch

Dataset Classes Train Samples Test Samples Epoch Size
AG’s News 4 120,000 7,600 5,000
Sogou News 5 450,000 60,000 5,000
DBPedia 14 560,000 70,000 5,000
Yelp Review Polarity 2 560,000 38,000 5,000
Yelp Review Full 5 650,000 50,000 5,000
Yahoo! Answers 10 1,400,000 60,000 10,000
Amazon Review Full 5 3,000,000 650,000 30,000
Amazon Review Polarity 2 3,600,000 400,000 30,000

AG’s news corpus. We obtained the AG’s corpus of news article on the web2. It contains 496,835
categorized news articles from more than 2000 news sources. We choose the 4 largest classes from
this corpus to construct our dataset, using only the title and description fields. The number of training
samples for each class is 30,000 and testing 1900.

Sogou news corpus. This dataset is a combination of the SogouCA and SogouCS news corpora [32],
containing in total 2,909,551 news articles in various topic channels. We then labeled each piece
of news using its URL, by manually classifying the their domain names. This gives us a large
corpus of news articles labeled with their categories. There are a large number categories but most
of them contain only few articles. We choose 5 categories – “sports”, “finance”, “entertainment”,
“automobile” and “technology”. The number of training samples selected for each class is 90,000
and testing 12,000. Although this is a dataset in Chinese, we used pypinyin package combined
with jieba Chinese segmentation system to produce Pinyin – a phonetic romanization of Chinese.
The models for English can then be applied to this dataset without change. The fields used are title
and content.

2http://www.di.unipi.it/˜gulli/AG_corpus_of_news_articles.html
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Results

Table 4: Testing errors of all the models. Numbers are in percentage. “Lg” stands for “large” and
“Sm” stands for “small”. “w2v” is an abbreviation for “word2vec”, and “Lk” for “lookup table”.
“Th” stands for thesaurus. ConvNets labeled “Full” are those that distinguish between lower and
upper letters

Model AG Sogou DBP. Yelp P. Yelp F. Yah. A. Amz. F. Amz. P.
BoW 11.19 7.15 3.39 7.76 42.01 31.11 45.36 9.60
BoW TFIDF 10.36 6.55 2.63 6.34 40.14 28.96 44.74 9.00
ngrams 7.96 2.92 1.37 4.36 43.74 31.53 45.73 7.98
ngrams TFIDF 7.64 2.81 1.31 4.56 45.20 31.49 47.56 8.46
Bag-of-means 16.91 10.79 9.55 12.67 47.46 39.45 55.87 18.39
LSTM 13.94 4.82 1.45 5.26 41.83 29.16 40.57 6.10
Lg. w2v Conv. 9.92 4.39 1.42 4.60 40.16 31.97 44.40 5.88
Sm. w2v Conv. 11.35 4.54 1.71 5.56 42.13 31.50 42.59 6.00
Lg. w2v Conv. Th. 9.91 - 1.37 4.63 39.58 31.23 43.75 5.80
Sm. w2v Conv. Th. 10.88 - 1.53 5.36 41.09 29.86 42.50 5.63
Lg. Lk. Conv. 8.55 4.95 1.72 4.89 40.52 29.06 45.95 5.84
Sm. Lk. Conv. 10.87 4.93 1.85 5.54 41.41 30.02 43.66 5.85
Lg. Lk. Conv. Th. 8.93 - 1.58 5.03 40.52 28.84 42.39 5.52
Sm. Lk. Conv. Th. 9.12 - 1.77 5.37 41.17 28.92 43.19 5.51
Lg. Full Conv. 9.85 8.80 1.66 5.25 38.40 29.90 40.89 5.78
Sm. Full Conv. 11.59 8.95 1.89 5.67 38.82 30.01 40.88 5.78
Lg. Full Conv. Th. 9.51 - 1.55 4.88 38.04 29.58 40.54 5.51
Sm. Full Conv. Th. 10.89 - 1.69 5.42 37.95 29.90 40.53 5.66
Lg. Conv. 12.82 4.88 1.73 5.89 39.62 29.55 41.31 5.51
Sm. Conv. 15.65 8.65 1.98 6.53 40.84 29.84 40.53 5.50
Lg. Conv. Th. 13.39 - 1.60 5.82 39.30 28.80 40.45 4.93
Sm. Conv. Th. 14.80 - 1.85 6.49 40.16 29.84 40.43 5.67

DBPedia ontology dataset. DBpedia is a crowd-sourced community effort to extract structured
information from Wikipedia [19]. The DBpedia ontology dataset is constructed by picking 14 non-
overlapping classes from DBpedia 2014. From each of these 14 ontology classes, we randomly
choose 40,000 training samples and 5,000 testing samples. The fields we used for this dataset
contain title and abstract of each Wikipedia article.

Yelp reviews. The Yelp reviews dataset is obtained from the Yelp Dataset Challenge in 2015. This
dataset contains 1,569,264 samples that have review texts. Two classification tasks are constructed
from this dataset – one predicting full number of stars the user has given, and the other predict-
ing a polarity label by considering stars 1 and 2 negative, and 3 and 4 positive. The full dataset
has 130,000 training samples and 10,000 testing samples in each star, and the polarity dataset has
280,000 training samples and 19,000 test samples in each polarity.

Yahoo! Answers dataset. We obtained Yahoo! Answers Comprehensive Questions and Answers
version 1.0 dataset through the Yahoo! Webscope program. The corpus contains 4,483,032 questions
and their answers. We constructed a topic classification dataset from this corpus using 10 largest
main categories. Each class contains 140,000 training samples and 5,000 testing samples. The fields
we used include question title, question content and best answer.

Amazon reviews. We obtained an Amazon review dataset from the Stanford Network Analysis
Project (SNAP), which spans 18 years with 34,686,770 reviews from 6,643,669 users on 2,441,053
products [22]. Similarly to the Yelp review dataset, we also constructed 2 datasets – one full score
prediction and another polarity prediction. The full dataset contains 600,000 training samples and
130,000 testing samples in each class, whereas the polarity dataset contains 1,800,000 training sam-
ples and 200,000 testing samples in each polarity sentiment. The fields used are review title and
review content.

Table 4 lists all the testing errors we obtained from these datasets for all the applicable models. Note
that since we do not have a Chinese thesaurus, the Sogou News dataset does not have any results
using thesaurus augmentation. We labeled the best result in blue and worse result in red.
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Results

Compared to a large character-level ConvNets with data augmentations5 Discussion
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Figure 3: Relative errors with comparison models

To understand the results in table 4 further, we offer some empirical analysis in this section. To
facilitate our analysis, we present the relative errors in figure 3 with respect to comparison models.
Each of these plots is computed by taking the difference between errors on comparison model and
our character-level ConvNet model, then divided by the comparison model error. All ConvNets in
the figure are the large models with thesaurus augmentation respectively.

Character-level ConvNet is an effective method. The most important conclusion from our experi-
ments is that character-level ConvNets could work for text classification without the need for words.
This is a strong indication that language could also be thought of as a signal no different from
any other kind. Figure 4 shows 12 random first-layer patches learnt by one of our character-level
ConvNets for DBPedia dataset.

Figure 4: First layer weights. For each patch, height is the kernel size and width the alphabet size

Dataset size forms a dichotomy between traditional and ConvNets models. The most obvious
trend coming from all the plots in figure 3 is that the larger datasets tend to perform better. Tra-
ditional methods like n-grams TFIDF remain strong candidates for dataset of size up to several
hundreds of thousands, and only until the dataset goes to the scale of several millions do we observe
that character-level ConvNets start to do better.

ConvNets may work well for user-generated data. User-generated data vary in the degree of how
well the texts are curated. For example, in our million scale datasets, Amazon reviews tend to be
raw user-inputs, whereas users might be extra careful in their writings on Yahoo! Answers. Plots
comparing word-based deep models (figures 3c, 3d and 3e) show that character-level ConvNets work
better for less curated user-generated texts. This property suggests that ConvNets may have better
applicability to real-world scenarios. However, further analysis is needed to validate the hypothesis
that ConvNets are truly good at identifying exotic character combinations such as misspellings and
emoticons, as our experiments alone do not show any explicit evidence.

Choice of alphabet makes a difference. Figure 3f shows that changing the alphabet by distinguish-
ing between uppercase and lowercase letters could make a difference. For million-scale datasets, it
seems that not making such distinction usually works better. One possible explanation is that there
is a regularization effect, but this is to be validated.
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Discussion

Character-level ConvNets is an effective method.

5 Discussion
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Dataset size forms a dichotomy between traditional and ConvNet

models.

ConvNets may work well for user-generated data.

Choice of alphabet makes a difference.

Semantics of tasks may not matter.

Bag-of-means is a misuse of word2vec.

There is no free lunch.
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Zero-shot Learning and Side Information

Zero-shot Learning: No labeled data for some classes during training
Needs side information: per-class attributes, word2vec etc.
Formulate learning as a joint embedding problem of images and side
information
Propose: Fine-Grained Visual Descriptions as side information
Collect two datasets for this purpose: Caltech-UCSD birds, and
Oxford-102 flowers dataset
Evaluate several variants of word- and character-based neural language
models
Outperforms tha attribute-based zero-shot recognition and retrieval
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Fine-Grained Visual Description

10 sentences per image: CUB ⇡ 118K, Oxford Flowers-102: ⇡ 82K.

The bird has a white 
underbelly, black 
feathers in the wings, 
a large wingspan, and 
a white beak.

This bird has 
distinctive-looking 
brown and white 
stripes all over its 
body, and its brown 
tail sticks up.

This flower has a 
central white blossom 
surrounded by large 
pointed red petals 
which are veined and 
leaflike.

Light purple petals 
with orange and 
black middle green 
leaves

Figure 3: Example annotations of birds and flowers.

risk of over-fitting strongly limits the encoder network ca-
pacity. The CUB dataset also has per-image attributes, but
we found that using these does not improve performance
compared to using a single averaged attribute vector per
class.

5. Experimental results
In this section we describe our experiments on the

Caltech-UCSD Birds dataset (CUB) and Oxford Flowers-
102 (Flowers) dataset. CUB contains 11,788 bird images
from 200 different categories. Flowers contains 8189 flower
images from 102 different categories. Following [1], the
images in CUB are split into 100 training, 50 validation, and
50 disjoint test categories1. As in [3], the images in Flowers
are split into 82 training + validation and 20 test classes.
For the image features, we extracted 1, 024-dimensional
pooling units from GoogLeNet [44] with batch normaliza-
tion [19] implemented in Torch2. For each image, we ex-
tracted middle, upper left, upper right, lower left and lower
right crops for the original and horizontally-flipped image,
resulting in 10 views per training image. At test time we
only use the original image resized to 224 ⇥ 224.

For all word-level models (BoW, Word-LSTM, Word-
CNN, Word-CNN-RNN), we used all vocabulary words in
the dataset. For character-level models (Char-LSTM, Char-
CNN, Char-CNN-RNN), the alphabet consisted of all low-
ercase characters and punctuation.

The CNN input size (sequence length) was set to 30 for
word-level and 201 for character-level models; longer text
inputs are cut off at this point and shorter ones are zero-
padded. All text embeddings used a 1024-dimensional em-
bedding layer to match the size of the image embedding.
We kept the image encoder fixed, and used RMSprop with
base learning rate 0.0007 and minibatch size 40.

5.1. Collecting fine-grained visual descriptions
In this section we describe the collection of our new

dataset of fine-grained visual descriptions. For each image
1Since we evaluate in the zero-shot setting, it is critical that the vali-

dation categories be disjoint from the training categories. Once hyperpa-
rameters have been cross-validated, the training + validation (150) classes
can be taken as the training set. For Flowers, we do not do any parameter
cross-validation, we use the same parameters found for CUB.

2github.com/soumith/imagenet-multiGPU.torch

Top-1 Acc (%) AP@50 (%)
Embedding DA-SJE DS-SJE DA-SJE DS-SJE
ATTRIBUTES 50.9 50.4 20.4 50.0
WORD2VEC 38.7 38.6 7.5 33.5
BAG-OF-WORDS 43.4 44.1 24.6 39.6

CHAR CNN 47.2 48.2 2.9 42.7
CHAR LSTM 22.6 21.6 11.6 22.3
CHAR CNN-RNN 54.0 54.0 6.9 45.6

WORD CNN 50.5 51.0 3.4 43.3
WORD LSTM 52.2 53.0 36.8 46.8
WORD CNN-RNN 54.3 56.8 4.8 48.7

Table 1: Zero-shot recognition and retrieval on CUB. “DS-
SJE” and “DA-SJE” refer to symmetric and asymmetric
forms of our joint embedding objective, respectively.

in CUB and Flowers, we collected ten single-sentence vi-
sual descriptions. We used the Amazon Mechanical Turk
(AMT) platform for data collection, using non-“Master”
certified workers situated in the US with average work ap-
proval rating above 95%.

We asked workers to describe only visual appearance in
at least 10 words, to avoid figures of speech, to avoid nam-
ing the species even if they knew it, and not to describe
the background or any actions being taken. The prompt in-
cluded three example sentences and a diagram labeling spe-
cific parts of a bird (e.g. tarsus) and flower (e.g. stamen)
so that non-experts could describe many different aspects
without reference to external sources such as Wikipedia.
Workers were not told the species.

Figure 3 shows several representative examples of the
results from our data collection. The descriptions almost al-
ways accurately describe the image, to varying degrees of
comprehensiveness. Thus, in some cases multiple captions
might be needed to fully disambiguate the species of bird
category. However, as we show subsequently, the data is de-
scriptive and large enough to support training high-capacity
text models and greatly improve the performance of text-
based embeddings for zero-shot learning.

5.2. CUB zero-shot recognition and retrieval
In this section we describe the protocol and results for

our zero-shot tasks. For both recognition and retrieval, we
first extract text encodings from test captions and average
them per-class. In this experiment we use all test captions
and in a later section we vary this number, including using
a single caption per class. In recognition, the resulting clas-
sifier is defined by equation 3. Note that by linearity we can
move the expectation inside the compatibility function:

fv(v) = arg max
y2Y

✓(v)T Et⇠T (y)['(t)] (8)

The expectation above is estimated by the averaged per-
class text embedding that we compute. Hence the accuracy
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Deep Structured Joint Embedding

Objective:
Given data S = {(vn, tn, yn), n = 1, . . . ,N}, visual information v 2 V,

text descriptions t 2 T and class label y 2 Y
We seek to learn functions fv : V ! Y and ft : T ! Y that minimize

the empirical risk

1

N

NX

n=1

�(yn, fv (vn)) +�(yn, ft(tn)) (1)

where � : Y ⇥ Y ! R is the 0-1 loss.

Learn to predict by conditioning on both images and text. Name this

objective Deep Symmetric Structured Joint Embedding (DS-SJE).

If only the first term is used, then name this objective Deep

Asymmetric Structured Joint Embedding (DA-SJE).
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Deep Structured Joint Embedding

Inference:
We define a compatibility function F : V ⇥ T ! R that uses features

from learnable encoder functions ✓(v) for images and '(t) for text:

F (v , t) = ✓(v)>'(t) (2)

We then formulate image and text classifiers as follows;

fv (v) = arg max

y2Y
Et⇠T (y)[F (v , t)] (3)

ft(t) = arg max

y2Y
Ev⇠V(y)[F (v , t)] (4)

Learning: the 0-1 loss is replaced with a surrogate objective function
that is continuous and convex.
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Text Encoder: Convolutional Recurrent Net (CNN-RNN)

RNN on top of mid-level temporal CNN

The beak is yellow and pointed and the wings are blue.

Convolutional 
encoding

Sequential 
encoding

Figure 2: Our proposed convolutional-recurrent net.

which is defined as relu(x) = max(0, x). The over-
all network is constructed using convolution, pooling and
thresholding activation function layers, followed by fully-
connected layers to project onto the embedding space. The
text embedding function is thus simply '(t) = CNN(t); the
final hidden layer of the CNN.

The maximum input length for character sequences is
constrained by the network architecture, but variable length
sequences beneath this limit are handled by zero-padding
the input past the final input character. The Word-CNN is
exactly the same as Char-CNN except that the alphabet of
the Char-CNN is replaced with the vocabulary of the Word-
CNN. Of course, the vocabulary is much larger, typically
at least several thousand words compared to a few dozen
characters in an alphabet. However, the sequence length is
significantly reduced.

4.2. Convolutional Recurrent Net (CNN-RNN)
A potential shortcoming of convolution-only text mod-

els is that they lack a strong temporal dependency along
the input text sequence. However, the CNN models are ex-
tremely fast and scale well to long sequences such as char-
acter strings. To get the benefits of both recurrent models
and CNNs, we propose to stack a recurrent network on top
of a mid-level temporal CNN hidden layer. Intuitively, the
CNN hidden activation is split along the time dimension (in
our case when the dimension was reduced to 8) and treated
as an input sequence of vectors. The entire resulting net-
work is still end-to-end differentiable.

This approach has the advantage that low-level temporal
features can be learned efficiently with fast convolutional
networks, and temporal structure can still be exploited at
the more abstract level of mid-level features. This can be
viewed as modeling temporal structure at the abstract or
conceptual level, not strictly dilineated by word boundaries.
The approach is well-suited to the case of character-level
processing (Char-CNN-RNN). We also evaluate a word-
level version (Word-CNN-RNN).

Figure 2 illustrates the convolutional-recurrent approach.
The final encoded feature is the average hidden unit activa-

tion over the sequence, i.e. '(t) = 1/L
�L

i=1 hi, where
hi is the hidden activation vector for the i-th frame and L
is the sequence length. The resulting scoring function can
be viewed as a linear accumulation of evidence for com-
patibility with a query image (illustrated in Figure 1). It is
also a linearized version of attention over the text sequence.
This has the advantage that at test time for classification
or retrieval, one can use the averaged hidden units as a fea-
ture, but for diagnostic purposes one can backtrace the score
computation to each time step of text processing.

4.3. Long Short-Term Memory (LSTM)
As opposed to the CNN models, the LSTM explic-

itly takes into account the temporal structure starting from
words or characters. We refer readers to [17] for full de-
tails. To extract a text embedding from the LSTM text en-
coder, we take the temporal average of the final layer hidden
units, i.e. '(t) = 1/L

�L
i=1 hi (defined similarly as in Sec-

tion 4.2).

4.4. Baseline representations
Since we gathered a significant amount of new data, tra-

ditional (e.g. non-“deep”) text representations should also
improve in performance. To evaluate whether using the neu-
ral language models really provide an additional benefit, we
compare against several classical methods.

For the BoW model, we first compute the vocabulary V
of all of the unique words appearing in the visual descrip-
tions. Then, we encode each description as a binary vec-
tor indicating the presence or absence of each word. The
embedding function is simply the output of a multi-layer
perceptron (MLP), '(t) = MLP(I(t)). where I(·) maps t
to an indicator vector in {0, 1}|V |. In practice we found a
single layer linear projection was sufficient for surprisingly
good performance.

We also evaluate a baseline that represents descrip-
tions using unsupervised word embeddings learned by
word2vec [28]. Previous works on visual-semantic embed-
ding have directly used the word embedings of target classes
for zero-shot learning tasks. However, in our case we have
access to many visual descriptions, and we would like to ex-
tract vector representations of them in real time; i.e. without
re-running word2vec training. A very simple way to do this
is to average the word embeddings of each word in the vi-
sual description. Although this loses the structure of the
sentence, this nevertheless yields a strong baseline and in
practice performs similarly to bag of words.

Finally, an important point of comparison is attributes,
which contain rich structured information far more com-
pactly than informal visual descriptions. As in the case
of bag-of-words, we learn a single-layer encoder function
mapping attributes to the embedding space. Since the num-
ber of attribute vectors is very small (only one per class), the
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Visual Description vs Attributes

Figure 3: Example annotations of birds and flowers.

risk of over-fitting strongly limits the encoder network ca-
pacity. The CUB dataset also has per-image attributes, but
we found that using these does not improve performance
compared to using a single averaged attribute vector per
class.

5. Experimental results
In this section we describe our experiments on the

Caltech-UCSD Birds dataset (CUB) and Oxford Flowers-
102 (Flowers) dataset. CUB contains 11,788 bird images
from 200 different categories. Flowers contains 8189 flower
images from 102 different categories. Following [1], the
images in CUB are split into 100 training, 50 validation, and
50 disjoint test categories1. As in [3], the images in Flowers
are split into 82 training + validation and 20 test classes.
For the image features, we extracted 1, 024-dimensional
pooling units from GoogLeNet [44] with batch normaliza-
tion [19] implemented in Torch2. For each image, we ex-
tracted middle, upper left, upper right, lower left and lower
right crops for the original and horizontally-flipped image,
resulting in 10 views per training image. At test time we
only use the original image resized to 224 ⇥ 224.

For all word-level models (BoW, Word-LSTM, Word-
CNN, Word-CNN-RNN), we used all vocabulary words in
the dataset. For character-level models (Char-LSTM, Char-
CNN, Char-CNN-RNN), the alphabet consisted of all low-
ercase characters and punctuation.

The CNN input size (sequence length) was set to 30 for
word-level and 201 for character-level models; longer text
inputs are cut off at this point and shorter ones are zero-
padded. All text embeddings used a 1024-dimensional em-
bedding layer to match the size of the image embedding.
We kept the image encoder fixed, and used RMSprop with
base learning rate 0.0007 and minibatch size 40.

5.1. Collecting fine-grained visual descriptions
In this section we describe the collection of our new

dataset of fine-grained visual descriptions. For each image
1Since we evaluate in the zero-shot setting, it is critical that the vali-

dation categories be disjoint from the training categories. Once hyperpa-
rameters have been cross-validated, the training + validation (150) classes
can be taken as the training set. For Flowers, we do not do any parameter
cross-validation, we use the same parameters found for CUB.

2github.com/soumith/imagenet-multiGPU.torch

Top-1 Acc (%) AP@50 (%)
Embedding DA-SJE DS-SJE DA-SJE DS-SJE
ATTRIBUTES 50.9 50.4 20.4 50.0
WORD2VEC 38.7 38.6 7.5 33.5
BAG-OF-WORDS 43.4 44.1 24.6 39.6

CHAR CNN 47.2 48.2 2.9 42.7
CHAR LSTM 22.6 21.6 11.6 22.3
CHAR CNN-RNN 54.0 54.0 6.9 45.6

WORD CNN 50.5 51.0 3.4 43.3
WORD LSTM 52.2 53.0 36.8 46.8
WORD CNN-RNN 54.3 56.8 4.8 48.7

Table 1: Zero-shot recognition and retrieval on CUB. “DS-
SJE” and “DA-SJE” refer to symmetric and asymmetric
forms of our joint embedding objective, respectively.

in CUB and Flowers, we collected ten single-sentence vi-
sual descriptions. We used the Amazon Mechanical Turk
(AMT) platform for data collection, using non-“Master”
certified workers situated in the US with average work ap-
proval rating above 95%.

We asked workers to describe only visual appearance in
at least 10 words, to avoid figures of speech, to avoid nam-
ing the species even if they knew it, and not to describe
the background or any actions being taken. The prompt in-
cluded three example sentences and a diagram labeling spe-
cific parts of a bird (e.g. tarsus) and flower (e.g. stamen)
so that non-experts could describe many different aspects
without reference to external sources such as Wikipedia.
Workers were not told the species.

Figure 3 shows several representative examples of the
results from our data collection. The descriptions almost al-
ways accurately describe the image, to varying degrees of
comprehensiveness. Thus, in some cases multiple captions
might be needed to fully disambiguate the species of bird
category. However, as we show subsequently, the data is de-
scriptive and large enough to support training high-capacity
text models and greatly improve the performance of text-
based embeddings for zero-shot learning.

5.2. CUB zero-shot recognition and retrieval
In this section we describe the protocol and results for

our zero-shot tasks. For both recognition and retrieval, we
first extract text encodings from test captions and average
them per-class. In this experiment we use all test captions
and in a later section we vary this number, including using
a single caption per class. In recognition, the resulting clas-
sifier is defined by equation 3. Note that by linearity we can
move the expectation inside the compatibility function:

fv(v) = arg max
y2Y

✓(v)T Et⇠T (y)['(t)] (8)

The expectation above is estimated by the averaged per-
class text embedding that we compute. Hence the accuracy
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Zero-shot Image Retrieval Using Sentences

Word-
LSTM

Bag of 
words

Char- 
CNN- 
RNN

Word-
LSTM

Bag of 
words

“This is a bird with a yellow belly, black head 
and breast and a black wing.”

“This is a large black bird with a pointy black beak.”

“A small bird containing a light grey throat and breast, with light 
green on its side, and brown feathers with green wingbars.”

“A small bird with a white underside, greying wings and a 
black head that has a white stripe above the eyes.”

Char- 
CNN- 
RNN

Figure 5: Zero-shot retrieval given a single query sentence. Each row corresponds to a different text encoder.

Figure 6: t-SNE embedding of test class description embed-
dings from Oxford-102 (left) and CUB (right), marked with
corresponding images. Best viewed with zoom.

Our method achieves significant improvements over all of
these baselines, despite the fact that we do not use attributes.

Previously-reported zero-shot results on the Flowers
dataset [11, 3] do not report multi-class classification (in-
stead reporting binary one-vs-rest detection of unseen cate-
gories) or do not currently have published splits. However,
it will be interesting to compare these methods of “predict-
ing a classifier” given image descriptions in the large-data
setting with our new caption collection. We include our
Flowers multi-class results and will publish our split.

Overall, the results in Table 3 demonstrate that state-of-
the-art zero-shot prediction performace can be achieved di-
rectly from text descriptions. This does not require access to
any form of test label embeddings. Although attributes are
richer and more compact than text descriptions, attributes

alone form a very small training set. One explanation for the
better performance of using our descriptions is that having
many noisy human-generated descriptions acts as an effec-
tive regularizer on the learned compatibility function. This
is especially important when training deep networks, which
in our model are used for both the image and text encoding
components. Indeed, we observed that when training with
attributes, we had to use far fewer epochs (7 compared to
300) to avoid over-fitting.

6. Discussion
We developed a deep symmetric joint embedding model,

collected a high-quality dataset of fine-grained visual de-
scriptions, and evaluated several deep neural text encoders.
We showed that a text encoder trained from scratch on char-
acters or words can achieve state-of-the-art zero-shot recog-
nition accuracy on CUB, outperforming attributes. Our text
encoders achieve a competitive retrieval result compared to
attributes, and unlike attributes can be directly used to build
a language-based retrieval system.

Our visual descriptions data also improved the zero shot
accuracy using BoW and word2vec encoders. While these
win in the smaller data regime, higher capacity encoders
dominate when enough data is available. Thus our contri-
butions (data, objective and text encoders) improve perfor-
mance at multiple operating points of training text size.
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Take-away

Data: collect two new datasets;
Objective: propose a new training objective;
Text encoders: CNN-RNN for text embedding.
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