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Outline

Deep recurrent neural network based on Long Short-term Memory

Text Prediction (where the data are discrete)

Handwriting Predction (where the data are real-valued)

Handwriting Synthesis (Generation of handwriting for a given text)
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Recurrent Neural Network

Given an input sequence x and an output sequence y , RNN aims to
find a deterministic function that maps x to y .
white circle: input sequence; black circle: hidden states; grey circle:
output sequence.
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Figure 1: Schematic illustration of a DRNN. Arrows represent connection matrices, and white,
black and grey circles represent input frames, hidden states, and output frames respectively. Left:
Standard RNN, folded out in time. Middle: DRNN of 3 layers folded out in time. Each layer can
be interpreted as an RNN that receives the time series of the previous layer as input. Right: The two
alternative architectures that we study in this paper, where the looped arrows represent the recurrent
weights. Either only the top layer connects to the output (DRNN-1O), or all layers do (DRNN-AO).

One potential weakness of a common RNN is that we may need complex, hierarchical processing of
the current network input, but this information only passes through one layer of processing before
going to the output. Secondly, we may need to process the time series at several time scales. If
we consider for example speech, at the lowest level it is built up of phonemes, which exist on a
very short time-scale. Next, on increasingly longer time scales, there are syllables, words, phrases,
clauses, sentences, and at the highest level for instance a full conversation. Common RNNs do not
explicitly support multiple time scales, and any temporal hierarchy that is present in the input signal
needs to be embedded implicitly in the network dynamics.

In past research, some hierarchical architectures employing RNNs have been proposed [3, 5, 6].
Especially [5] is interesting in the sense that they construct a hierarchy of RNNs, which all oper-
ate on different time-scales (using subsampling). The authors limit themselves to artificial tasks,
however. The architecture we study in this paper has been used in [8]. Here, the authors employ
stacked bi-directional LSTM networks, and train it on the TIMIT phoneme dataset [7] in which they
obtain state-of-the-art performance. Their paper is strongly focused on reaching good performance,
however, and little analysis on the actual contribution of the network architecture is provided.

The architecture we study in this paper is essentially a common DNN (a multilayer perceptron) with
temporal feedback loops in each layer, which we call a deep recurrent neural network (DRNN).
Each network update, new information travels up the hierarchy, and temporal context is added in
each layer (see Figure 1). This basically combines the concept of DNNs with RNNs. Each layer
in the hierarchy is a recurrent neural network, and each subsequent layer receives the hidden state
of the previous layer as input time series. As we will show, stacking RNNs automatically creates
different time scales at different levels, and therefore a temporal hierarchy.

In this paper we will study character-based language modelling and provide a more in-depth analysis
of how the network architecture relates to the nature of the task. We suspect that DRNNs are well-
suited to capture temporal hierarchies, and character-based language modeling is an excellent real-
world task to validate this claim, as the distribution of characters is highly nonlinear and covers
both short- and long-term dependencies. As we will show, DRNNs embed these different timescales
directly in their structure, and they are able to model long-term dependencies. Using only stochastic
gradient descent (SGD) we are able to get state-of-the-art performance for recurrent networks on
a Wikipedia-based text corpus, which was previously only obtained using the far more advanced
Hessian-free training algorithm [19].

2 Deep RNNs

2.1 Hidden state evolution

We define a DRNN with L layers, and N neurons per layer. Suppose we have an input time series
s(t) of dimensionality Nin, and a target time series y∗(t). In order to simplify notation we will not
explicitly write out bias terms, but augment the corresponding variables with an element equal to
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Figure: Basic structure of Recurrent Neural Network (taken from M. Hermans
and B. Schrauwen (2013,[3])).
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Prediction Network

Here we focus on generating sequences: repeatedly predicting what
will happen next, treating your past predictions as if they were real.
Sampling from a conditional model Pr(x) =

∏
t Pr(xt |x1:t−1).

The network is ‘deep’ in both space (vertically) and time
(horizontally).

Figure 1: Deep recurrent neural network prediction architecture. The
circles represent network layers, the solid lines represent weighted connections
and the dashed lines represent predictions.

naked eye. A method for biasing the samples towards higher probability (and
greater legibility) is described, along with a technique for ‘priming’ the sam-
ples on real data and thereby mimicking a particular writer’s style. Finally,
concluding remarks and directions for future work are given in Section 6.

2 Prediction Network

Fig. 1 illustrates the basic recurrent neural network prediction architecture used
in this paper. An input vector sequence x = (x1, . . . , xT ) is passed through
weighted connections to a stack of N recurrently connected hidden layers to
compute first the hidden vector sequences hn = (hn1 , . . . , h

n
T ) and then the

output vector sequence y = (y1, . . . , yT ). Each output vector yt is used to
parameterise a predictive distribution Pr(xt+1|yt) over the possible next inputs
xt+1. The first element x1 of every input sequence is always a null vector whose
entries are all zero; the network therefore emits a prediction for x2, the first
real input, with no prior information. The network is ‘deep’ in both space
and time, in the sense that every piece of information passing either vertically
or horizontally through the computation graph will be acted on by multiple
successive weight matrices and nonlinearities.

Note the ‘skip connections’ from the inputs to all hidden layers, and from
all hidden layers to the outputs. These make it easier to train deep networks,

3

Figure: DRNN prediction architecture.
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Prediction Network

Notation:
input sequence x = (x1, . . . , xT );
output sequence y = (y1, . . . , yT );
hidden layers: hn = (hn1, . . . , h

n
T ), n = 1, . . . ,N.

Given the input sequence, the hidden layer activations are computed by

h1
t = H(Wih1xt +Wh1h1h1

t−1 + b1
h) (1)

hnt = H(Wihnxt +Whn−1hnh
n−1
t +Whnhnh

n
t−1 + bnh) (2)

Given the hidden sequence, the output sequence is computed by

ŷt = by +
N∑

n=1

Whnyh
n
t , yt = Y(ŷt) (3)

yt is used to parameterize the predictive distribution Pr(xt+1|yt).
Goal: minimize negative log likelihood

L(x) = −
T∑
t=1

log Pr(xt+1|yt) (4)
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Long short-term Memory (LSTM)

In most RNNs, H is an element-wise sigmoid function.
Unable to store information about past inputs for very long;
Not robust to ‘mistakes’.

Idea of LSTM (S. Hochreiter, 1997, [4]): Using linear memory cells
surrounded by multiplicative gate units to store read, write and reset
information.

Figure 2: Long Short-term Memory Cell

(LSTM) architecture [16], which uses purpose-built memory cells to store infor-
mation, is better at finding and exploiting long range dependencies in the data.
Fig. 2 illustrates a single LSTM memory cell. For the version of LSTM used in
this paper [7] H is implemented by the following composite function:

it = σ (Wxixt +Whiht−1 +Wcict−1 + bi) (7)

ft = σ (Wxfxt +Whfht−1 +Wcfct−1 + bf ) (8)

ct = ftct−1 + it tanh (Wxcxt +Whcht−1 + bc) (9)

ot = σ (Wxoxt +Whoht−1 +Wcoct + bo) (10)

ht = ot tanh(ct) (11)

where σ is the logistic sigmoid function, and i, f , o and c are respectively the
input gate, forget gate, output gate, cell and cell input activation vectors, all of
which are the same size as the hidden vector h. The weight matrix subscripts
have the obvious meaning, for example Whi is the hidden-input gate matrix,
Wxo is the input-output gate matrix etc. The weight matrices from the cell
to gate vectors (e.g. Wci) are diagonal, so element m in each gate vector only
receives input from element m of the cell vector. The bias terms (which are
added to i, f , c and o) have been omitted for clarity.

The original LSTM algorithm used a custom designed approximate gradi-
ent calculation that allowed the weights to be updated after every timestep [16].
However the full gradient can instead be calculated with backpropagation through
time [11], the method used in this paper. One difficulty when training LSTM
with the full gradient is that the derivatives sometimes become excessively large,

5

Input gate: scales input to cell
(write)
Output gate: scales output from
cell (read)
Forget gate: scales old cell value
(reset)
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Long short-term Memory (LSTM)

For the LSTM used in F.Gers (2003,[2]), H is implemented as

Trained by backpropagation through time (BPTT) algorithm.
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Text Prediction (Language Modeling)

Task: Generating text sequences one character at a time.
How to model discrete data: a length K ‘one-hot’ vector.

Pr(xt+1 = k|yt) =
exp(ŷkt )∑K

k ′=1 exp(ŷ
k ′
t )

(5)

Word-level modeling: K can be as large as 100, 000, many parameters.
Character-level modeling: K is small, and allows the network to invent
novel words and strings.
Penn Treebank Experiments

dataset size: a little over a million words in total
vocabulary size: 10, 000 words; characters size: 49.
the architecture was a single hidden layer with 1000 LSTM units.
trained with SGD; allow dynamic evaluation.
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Penn Treebank Experiments

Metric: (i) bits-per-character (BPC), the average of − log2 Pr(xt+1|yt)
over the whole test set; (ii) perplexity ≈ 25.6BPC
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Wikipedia Experiments - Generating Text

Dataset size: 100M bytes, 96M training and 4M validation.
Except English words, also including foreign words, indented XML
tags, website addresses, and markup used to indicate page formatting.
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Wikipedia Experiments - Generating Text

Model size: input and output layers are size of 205, with seven hidden
layers of 700 LSTM cells, approx. 21.3M weights, trained by SGD.
Results: (A four-page long sample)

samples only make sense in the level of short phrases.
learned a large vocabulary of words, also invented feasible-looking
words and names, also learned basic punctuation, with commas, etc.
being able to correctly open and close quotation marks and parentheses.
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Wikipedia Experiments - Generating Text

Results (Cont.)
being able to also balance formatting marks, such as the equals signs
to denote headings.
generates convincing looking internet addresses.

generates non-English characters.
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Handwriting Prediction

Task: generate pen trajectories by predicting one (x , y) and the
end-of-stroke markers one point at a time.
Data: IAM online handwriting, 10K training sequences, many writers,
unconstrained style, captured from whiteboard
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Recurrent Mixture Density Networks

MDN (C. Bishop, 1994 [1]): use the outputs of a NN to parameterize
a GMM. Extended to RNN by M. Schuster (1999,[5]).
Input and Output:

Y that maps ŷ to y :

Predictive distribution:
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Handwriting Prediction

Network Details
3 inputs: (x , y),pen up/down
121 output units

20 two dimensional Gaussians
for (x , y) = 40 means (linear)
+ 40 variance (exp) + 20
correlations (tanh) + 20
weights (softmax)
1 sigmoid for up/down

3 hidden layers, 400 LSTM cells
in each, 3.6 M weights in total

Generated Samples
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Handwriting Prediction

Top: Density Map, Bottom: mixture component weights.
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Handwriting Synthesis

Task: want to tell the network what to write without losing the
distribution over how it writes
How: achieve this by conditioning the predictions on a text sequence
Challenges: (i) text and writing are of different lengths; (ii) alignment
is unknown.
Solution: before each prediction, let the network decide where it is in
the text sequence. - Soft Windows
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Handwriting Synthesis - Soft Windows

Given a length U character sequence
c , and a length T data sequence x ,
the soft window wt is defined as

wt =
U∑

u=1

φ(t, u)cu (6)

window weights

φ(t, u) =
K∑

k=1

αk
t exp(−βkt (κkt − u)2)

the network’s belief that it is written
character cu at time t.
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Handwriting Synthesis - Network Architecture

19 / 23



Handwriting Synthesis - Alignment

Figure: Each point on the map shows the value of φ(t, u).
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Handwriting Synthesis

Top: Density Map, Bottom: mixture component weights.
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Handwriting Synthesis

Figure: Unbiased, Biased & Primed Sampling.
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Some slides are based on the materials below.

http://www.cs.toronto.edu/~graves/gen_seq_rnn.pdf and https://www.youtube.com/watch?v=-yX1SYeDHbg.
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